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Summary 

Humanoid robots deployed in human-centred environments must maintain stable upright 
balance under unexpected external disturbances. Whole-Body Control (WBC) provides a 
principled computational framework for computing joint torques across all degrees of free-
dom simultaneously. However, the performance of structurally different WBC architectures 
under realistic push-force conditions, and whether a lightweight learning-based residual mod-
ule can improve their robustness, remains an open and practically important question. 
This thesis evaluates two WBC architectures for the Unitree H1 humanoid robot in MuJoCo 
3.12 simulation: a Hierarchical Quadratic Programming controller (HQP-WBC) using the 
Pinocchio rigid-body dynamics library, and a Passivity-Based WBC that reads joint state and 
gravity compensation directly from MuJoCo without any external dynamics library. The same 
supervised residual Multi-Layer Perceptron (MLP) module is applied to each controller and 
evaluated under systematic push disturbances from 50 N to 300 N across multiple directions 
and body application sites. 
The central finding is that the structural architecture of the base controller determines 
whether MLP augmentation improves or actively harms performance. For the HQP-WBC, 
the residual MLP reduced stability from 19.79% to 0.00% across 480 trials, a complete and 
statistically significant degradation (McNemar chi-squared = 93.01, p < 0.0001). For the Pas-
sivity-Based WBC, the same MLP improved stability from 56.94% to 62.50% across 720 
trials, a gain of 5.56 percentage points (McNemar p = 0.000001). The improvement is most 
pronounced in the 75 N to 175 N force range and is driven primarily by direction-aware, 
asymmetric corrections to the hip-roll joints responding to lateral disturbances. 
Three training formulations were explored. Two formulations using a Linear Inverted Pen-
dulum Model prediction loss produced null results, explained theoretically by the near-mar-
ginal discrete-time eigenvalue of the LIPM dynamics. A third formulation using a five-frame 
temporal state history and a pitch-rate behaviour cloning target with roll correction produced 
the significant positive result. The MLP requires no GPU infrastructure and trains within a 
few hours on standard CPU hardware using GNU Parallel for data collection. 
These results establish that structural compatibility between a base controller and an additive 
residual correction, rather than the design of the MLP itself, is the primary determinant of 
whether residual learning improves humanoid balance robustness. 
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Symbols and glossary 

CoM Centre of Mass — the weighted average position of all body segments of the 
robot 

DCM Divergent Component of Motion - an alternative formulation of the Capture 
Point used in predictive balance. 

 
DoF Degrees of Freedom 
 
HQP Hierarchical Quadratic Programming - a solver architecture that respects strict 

task priorities. 
 
LIPM Linear Inverted Pendulum Model - a simplified dynamics model for humanoid 

balance analysis. 
 
MPC Model Predictive Control - an optimization-based control approach with a re-

ceding horizon. 
 
NMPC Nonlinear Model Predictive Control. 

 
QP Quadratic Programming - a class of optimization problem used extensively in 

WBC. 
 
RL Reinforcement Learning 
 
SLIP Spring-Loaded Inverted Pendulum - a simplified model for running and hop-

ping. 

 
WBC Whole-Body Control - an optimization-based control framework that coordi-

nates all joints of a robot while respecting dynamic and contact constraints. 

 
ZMP Zero Moment Point - the point on the support surface where the resultant 

ground reaction force acts with zero moment. 
 
CSV Comma-Separated Values - a plain-text file format used in this project to log 

simulation data. 
 
CUDA Compute Unified Device Architecture - NVIDIA's parallel computing plat-

form and API used for GPU-accelerated neural network training. 

MJCF MuJoCo XML Contact Format - the file format used to define robot models 
(kinematics, inertias, joints, geometry) in the MuJoCo simulator. 

 



 

 x 

MJX MuJoCo's GPU-accelerated backend - a JAX-based extension of MuJoCo en-
abling massively parallel simulation on a single GPU for fast reinforcement 
learning training. 

MLP Multi-Layer Perceptron - a type of feed-forward neural network with one or 
more hidden layers. In this project, a 2-layer MLP (2 × 128 units, ReLU acti-
vation) is used as the residual compensation module. 

 
OSQP Operator Splitting Quadratic Program - an open-source, embedded-friendly 

solver for quadratic programming problems. Used in this project to solve the 
WBC optimisation at each 100 Hz control step. 

ReLU Rectified Linear Unit - a non-linear activation function defined as f(x) = max(0, 
x). Used in the hidden layers of the residual MLP because it is computationally 
efficient and avoids the vanishing gradient problem during training. 

𝑞, q̇, q̈ Joint position vector, Joint velocity vector and Joint acceleration vector  

∆_𝐶𝑜𝑀 CoM displacement - the maximum horizontal displacement of the centre of 
mass from its reference position during and after a disturbance.  

Δθ Torso angular deviation - the maximum angular deviation of the robot torso 
from the upright reference orientation during a disturbance trial.  

δ𝜁 Residual corrective torque - the corrective joint torque vector output by the 
residual MLP. 

𝜁_𝑊𝐵𝐶 WBC torque command - the joint torque vector computed by the Whole-Body 
Controller at each control step. 

𝜁_𝑟𝑚𝑠 Root-mean-square joint torque – the root-mean-square of all joints torques 
over a trial duration, measuring the overall control effort and energy efficiency 
of a controller. 
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1 Introduction 

Humanoid robots are designed to operate in environments built for humans, which 
inherently requires the ability to maintain balance, recover from disturbances, and co-
ordinate whole-body motion under physical constraints. Achieving robust and reliable 
balance control is one of the most fundamental and challenging problems in humanoid 
robotics. Unlike industrial manipulators that operate in fixed, well-structured settings, 
humanoid systems face high-dimensional joint spaces, under actuation, intermittent 
ground contact, and significant sensitivity to modelling errors and external perturba-
tions [1]. 
Model-based Whole-Body Control (WBC) provides a principled framework to address 
these challenges by formulating control as a constrained optimization problem that ac-
counts for the full-body dynamics of the robot and enforces contact and task con-
straints simultaneously [2]. Task-priority approaches, extended through inverse dynam-
ics and quadratic programming, have established WBC as the de facto baseline for hu-
manoid balance and motion research [2][4]. Despite its advantages in terms of inter-
pretability and constraint satisfaction, WBC performance degrades predictably when 
the robot model is inaccurate, when actuator dynamics introduce delays, or when envi-
ronmental conditions deviate from assumptions embedded in the model [6][17]. 
Learning-based methods, particularly reinforcement learning, have emerged as a com-
pelling alternative that can learn complex, robust policies from simulation data without 
requiring an explicit dynamic model [7]. However, fully learned controllers often lack 
the interpretability, constraint guarantees, and predictable failure modes that are essen-
tial for safety-critical applications [8]. Hybrid approaches that combine model-based 
control with learning-based augmentation offer a promising middle ground [8][9]. 
Learning-based residual compensation trains a data-driven module to correct the sys-
tematic errors of a model-based controller without replacing its underlying structure 
[10]. This approach preserves the safety and interpretability of WBC while improving 
robustness to unmodelled dynamics and external disturbances. 

1.1 Background and motivation 

Humanoid robots are built to operate in spaces designed for people, which means bal-
ance is not optional, it is the most basic requirement. A robot that falls over cannot do 
anything useful. Yet achieving reliable, robust balance control remains one of the harder 
unsolved problems in robotics, largely because humanoid systems combine a high cen-
tre of mass, narrow feet, many degrees of freedom, and contact interactions that are 
difficult to model perfectly [1]. 
Model-based Whole-Body Control (WBC) has been the standard approach for over a 
decade. The core idea is to treat balance as a constrained optimisation problem: at every 
control step, compute the joint torques that best satisfy a hierarchy of tasks (keep con-
tact forces within friction cones, satisfy the equations of motion, regulate the CoM, 
maintain nominal posture) while respecting physical limits [4][17]. Because the optimi-
sation is grounded in the robot's dynamic model, WBC tends to be interpretable and 
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predictable. The failure modes are understandable. When it fails, it usually fails in a 
consistent, explainable way [17][24]. 
The weakness of model-based control is its sensitivity to the model itself. Inaccuracies 
in mass distribution, joint friction, or actuator dynamics gradually degrade performance. 
When an external push exceeds what the optimisation assumes, the controller has no 
way to adapt, it was never designed for that case [6][17]. This is exactly the scenario that 
matters most for real-world deployment. 
Reinforcement learning (RL) sidesteps this by learning from experience rather than re-
lying on a model. RL-trained controllers can handle large disturbances and generalise 
surprisingly well [5][10]. The cost is interpretability: a neural network policy does not 
come with guarantees, and understanding why it fails is hard [5][17]. For safety-critical 
applications, that matters. 
Residual learning offers a middle path. Rather than replacing the model-based control-
ler, a small neural network is added on top: it learns to correct the systematic errors that 
the base controller cannot handle, while the base controller continues to provide the 
physics-consistent main signal [9][34]. The combination should be better than either 
alone, or at least that is the hypothesis. This project tests that hypothesis directly on the 
Unitree H1 in MuJoCo. 

1.2 Aim and objectives 

The aim of this project is to evaluate whether a supervised residual MLP can improve 
the push-recovery robustness of augment model-based Whole-Body Controllers for a 
Unitree H1 humanoid robot, and to characterise how the benefit (or lack of it) varies 
with push force magnitude, direction, and the structural properties of the base controller. 
The specific objectives are: 

• Implement the necessary WBC controllers for the Unitree H1 in MuJoCo simula-
tion and establish stable standing balance as the nominal operating condition before 
applying the residual module. 

• Design and implement a lightweight supervised residual MLP module that produces 
bounded corrective torques for six balance-critical joints, using curriculum data col-
lection and a physically motivated behaviour cloning target, without requiring GPU 
clusters or complex reward engineering. 

• Evaluate the residual module on different WBC controllers across multiple force 
levels, push directions, and body application sites, and compare baseline versus 
MLP-augmented performance. 

• Quantify changes in stability rate, CoM deviation, and torque RMS, and assess sta-
tistical significance using McNemar's exact test. 

• Identify the conditions under which the residual module improves controller per-
formance and the conditions under which it does not, and explain the reasons based 
on controller mechanics. 

1.3 Research questions 

The investigation is guided by two primary research questions: 
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RQ1: Does augmenting a model-based Whole-Body Controller with a supervised re-

sidual MLP significantly improve stability rate under randomised external push forces 

on the Unitree H1 humanoid robot in simulation? 

RQ2: Does the magnitude of improvement vary depending on the structural architec-

ture of the base controller, and if so, what architectural properties determine whether 

residual MLP augmentation is beneficial or harmful? 

1.4 Scope and Limitation 

The scope of this project is deliberately bounded to ensure the results are valid and 
interpretable: 

• Simulation only: all experiments run in MuJoCo 3.12. No physical hardware is used, 
so sim-to-real transfer is not evaluated. 

• Static balance focus: the evaluation covers standing balance and push recovery. The 
foot never leaves the ground. This is necessary because the contact Jacobian used 
in the HQP controller is formulated for bilateral fixed-foot contact. Stepping re-
covery and dynamic locomotion are outside scope. 

• Fixed push duration: all pushes are applied for a fixed duration window. Adding 
duration as a variable would multiply the trial count beyond project scope. This is 
noted as a future work direction in Section 5.7. 

• Single nominal starting posture: all trials begin from the same slightly-flexed-knee 
standing configuration (pelvis height approximately 0.885 m, knee flexion 0.8 rad, 
hip pitch -0.4 rad). Robustness across varied initial postures is not tested 

• Controller scope: Two model-based WBC architectures are selected as case studies 
for evaluating the residual module: one QP-optimisation-based controller and one 
passivity-based controller. 

• Two evaluation protocols: each controller architecture is evaluated independently 
under a systematic disturbance protocol covering multiple force levels, push direc-
tions, and body application sites. The number of trials and push directions may 
differ between controllers depending on what the initial evaluation reveals. Because 
the two protocols may use different direction sets, per-angle comparisons between 
the two controllers are not made. Overall stability rate and force bin breakdown are 
the primary comparison metrics. 

• Robot platform: Unitree H1 only. No claims are made about other morphologies. 
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2 Related work (Background) 

This chapter reviews the relevant literature across seven areas: model-based whole-body 
control, simplified balance models, reinforcement learning for humanoid locomotion, 
hybrid and residual learning, push recovery and disturbance rejection, motion planning, 
and simulation environments. 

2.1 Model-based whole-body controller 

Whole-body control provides a principled framework for coordinating all degrees of 
freedom of a humanoid while satisfying dynamic constraints and multiple task objec-
tives simultaneously. The foundational work unified task-space control with multi-con-
tact dynamics and introduced strict task prioritisation [4]: control actions are decom-
posed into task-space accelerations projected into the null space of higher-priority tasks, 
so lower-priority tasks cannot interfere with constraints like balance and contact. This 
null-space projection idea remains the mathematical backbone of modern WBC. 
A comprehensive review of humanoid WBC has catalogued the fundamental limitations 
of purely model-based approaches, including agility, energy efficiency, and real-world 
deployability [17]. WBC has been extended to handle inequality constraints through 
task-oriented optimisation [24], and comparative experiments show that the choice be-
tween task-acceleration-space and task-force-space formulations has measurable prac-
tical consequences under friction uncertainty and sensor noise [32]. Computational cost 
has been reduced through hierarchical QP reduction and lower-dimensional dynamics 
representations [24]. 
Human-like trajectory generation for whole-body control has demonstrated that imita-
tion-learned reference motions significantly improve the naturalness and robustness of 
WBC-generated motion [14]. The two-level WBC design in JAEGER [19], which sep-
arates upper- and lower-body control into independent layers, shows how modular ar-
chitecture can improve fault tolerance. Combining supervised pretraining with RL fine-
tuning on retargeted motion-capture data also demonstrates that hybrid training strate-
gies are a practical path to sim-to-real transfer for WBC systems [19]. 

2.2 Hierarchical Quadratic Programming WBC 

The HQP approach organises multiple control tasks in strict priority order and solves 
them sequentially so that higher-priority tasks are always satisfied before lower-priority 
tasks are considered [24]. In HQP, each task defines a desired generalised acceleration, 
and the QP finds the solution that satisfies higher-priority tasks exactly while minimis-
ing the residual cost from lower-priority tasks. This is fundamentally different from 
weighted-sum approaches where all tasks compete simultaneously. 
The equations of motion for a humanoid with bilateral foot contact form the core con-
straint of the HQP. At every control step the following equality must hold: 

M(q)q̈ + h(q, q̇) = Sᵀτ + J꜀ᵀf꜀ 
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where M(q) is the joint-space mass matrix of dimension nv x nv, h(q, q̇ ) is the vector 
of Coriolis and gravity terms of dimension nv, S is the selection matrix mapping actu-
ated torques to the full configuration space, Jc is the contact Jacobian relating contact 
point accelerations to joint accelerations, and fc is the vector of contact forces at both 

feet. The mass matrix M(q) and bias forces h(q, q̇ ) are computed at every control step 
using the Pinocchio rigid-body dynamics library [4][24]. 
The task hierarchy in decreasing priority order is: contact constraint satisfaction (rigid 
contact, zero-foot acceleration), floating-base dynamics satisfaction (equations of mo-
tion), CoM position regulation to a reference above the support polygon centroid, and 
posture regularisation to the nominal standing configuration. The OSQP solver [24] 

computes optimal joint accelerations q̈_opt and contact forces f꜀_opt . Joint torques are 
recovered through inverse dynamics: 

τ_opt = [M(q)q_̈opt + h(q, q̇) − J꜀ᵀf꜀_opt]_actuated 

where the subscript 'actuated' selects the 19 rows corresponding to actuated joints. Tor-
ques are clipped to the MJCF control range limits before being commanded to MuJoCo. 
The computational cost is approximately 1.58ms per control step at 100 Hz [4][24]. 

2.3 Passivity-Based Whole-Body Control 

Passivity-based control derives joint torques analytically from an energy function that 
guarantees the closed-loop system is passive: the controller can never inject more en-
ergy into the system than is supplied externally [31]. A passive system cannot sponta-
neously become unstable because energy is always flowing out, not accumulating. The 
passivity condition is expressed as a Lyapunov stability requirement: 

dV/dt <= 0 

where V is the total system energy, chosen as a weighted sum of kinetic energy and a 
potential energy term encoding the desired upright posture. The damping injection layer 
is the primary energy dissipation mechanism: 

τ_damp = −b q ̇ 

where b is a positive scalar damping gain. This term removes kinetic energy at every 
timestep regardless of configuration. The full torque command is assembled from four 
additive layers: gravity compensation reading qfrc_bias from MuJoCo, posture PD reg-
ulation, damping injection with b = 20 Nm.s/rad, and balance energy shaping. Because 
all inputs are read directly from MuJoCo state (qpos, qvel, qfrc_bias), the controller is 
always consistent with the actual simulation, even under external force perturbations. 
Validated this passivity approach on real humanoid hardware, which provides the the-
oretical basis for the controller tested in this project [22]. The passivity framework has 
also been extended to incorporate dual-arm manipulation tasks within the same balance 
controller, demonstrating that the additive layer structure tolerates additional task ob-
jectives without violating the passive stability guarantee [33]. 
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2.4 Reduced-Order Balance Models 

The Linear Inverted Pendulum Model (LIPM) reduces the full humanoid dynamics to 
a point mass moving at constant height. Under this simplification, the CoM dynamics 
become: 

ẍCoM = (g / z꜀)(xCoM – xCoP)  

where g is gravitational acceleration, z_c is the constant CoM height, XCoM is the CoM 
horizontal position, and XCoP is the centre of pressure [11]. Despite its simplicity, LIPM 
captures the divergent character of bipedal balance well enough to underpin many gait 
planners and balance evaluation metrics [15][3]. The Capture Point extends LIPM to 
push recovery: it defines the ground point where the robot must step to bring a diverg-
ing CoM trajectory to rest [20]. 
LIPM is directly relevant to this project as a failed training signal. With Zc = 0.885 m 
and simulation timestep dt = 0.001 s, the unstable discrete-time LIPM eigenvalue eval-
uates to approximately: 

 λ = cosh(√(g / z꜀) · dt) ≈ 1.003 

This value means the loss gradient is less than 0.3% per 50 Nm ankle correction, making 
gradient descent unable to learn a useful policy. Two MLP training formulations based 
on this loss produced zero-output networks. The resolution and the third successful 
formulation are described in Sections 3.5.2 and 5.5. 
 

2.5 Hybrid and residual learning approaches 

Residual policy learning trains a neural network whose output is added to the output of 
a model-based controller rather than replacing it [5]. Residual policy learning formalised 
this approach: given a sub-optimal base policy, a learned residual correction can im-
prove overall performance without sacrificing the interpretability of the base controller 
[34]. The I-CTRL framework  applied bounded residual reinforcement learning to mo-
tion imitation tasks across five humanoid platforms, constraining network output to a 
bounded neighbourhood of the reference motion through a tanh-based clipping mech-
anism [9]. This bounded output design directly motivates the joint-specific clipping 
used in this project: 

δτᵢ = clipᵢ · tanh (rawᵢ / clipᵢ) 

Whole-body motor skills can be acquired by combining model-based initialisation with 
learning-based refinement, demonstrating that hybrid training strategies generalise 
across a wide range of balancing and recovery behaviours [10]. The PPF framework 
distils a model-based controller into a neural policy and fine-tunes it with RL while 
preventing catastrophic forgetting [23]. These approaches confirm that hybrid model-
based and learning-based control is a well-studied direction, though most prior work 
focuses on RL fine-tuning rather than purely offline supervised behaviour cloning, 
which is the approach taken here. Direct torque prediction from neural networks, rather 
than position targets tracked by a PD controller, has been validated for quadrupedal 



Degree Project for Master of Science with specialization in Robotics 
Error! No text of specified style in document. - Introduction 

 

 7 

locomotion and demonstrates advantages in disturbance rejection over position-based 
policies [25]. 
Whole-body locomotion on narrow terrain has demonstrated that combining dynamic 
balance objectives with reinforcement learning can extend WBC performance to envi-
ronments beyond flat ground [8]. This project directly addresses that gap 

2.6 Push-Recovery Evaluation Methodology 

Push recovery for walking humanoids using predictive control combined with WBC 
has demonstrated effective layered architectures for disturbance rejection [13], and mo-
mentum-based disturbance estimation without foot-mounted sensors enables reliable 
force estimation from proprioception alone [21]. Hierarchical push recovery strategies 
combining biomechanically motivated low-level controllers with a learned high-level 
selector have demonstrated effective full-body recovery on small humanoid platforms 
across a broad range of external disturbances [28]. A single MPC scheme guiding the 
capture point through both ZMP and CMP modulation has demonstrated balance re-
covery under severe pushes even when the support polygon is reduced to a point or a 
line [30]. McNemar's exact test is the appropriate tool given b trials where the MLP 
broke a previously stable outcome and m trials where the MLP fixed a previously failing 
outcome, the test statistic is: 

 χ² = (|b − m| − 1)² / (b + m) 

with one degree of freedom [20][21]. Force binning characterises how the benefit of 
MLP augmentation varies with push intensity. Stochastic evaluation design, where dis-
turbance parameters are drawn from controlled random distributions, ensures that re-
peated trials are genuinely independent and standard hypothesis testing is valid. 

2.7 Foundation Model and Simulation environment 

Behaviour foundation models have been surveyed as a scalable alternative to task-spe-
cific humanoid controllers, highlighting their potential for general-purpose whole-body 
control through large-scale pretraining and reusable behavioural priors [3]. This survey 
contextualises the present work: while this project focuses on a specific well-defined 
hybrid control problem, the broader field trend is toward controllers that generalise 
through data scale rather than model precision. 
Torque-controlled locomotion for bipeds with structural link flexibility, with estimation 

and control methods that account for deflections explicitly, has enabled 35 cm walking 

steps at 25 cm/s on a physical humanoid platform, illustrating that high-fidelity me-
chanical modelling can recover performance lost to unmodelled compliance [16]. The 
MuJoCo Playground framework extends MuJoCo with hardware-accelerated simulation 
through MJX, enabling GPU-parallel training on a single machine and dramatically re-
ducing time-to-robot for sim-to-real transfer workflows, which is directly relevant to 
the planned training pipeline for the residual learning module in this project [12]. 

2.8 Research Gap 

Deep reinforcement learning has demonstrated impressive robustness for humanoid 
locomotion and balance tasks, but learned controllers lack formal stability guarantees 
and provide no interpretable failure mode analysis, which limits their applicability in 
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safety-critical deployment scenarios [17]. Model-based Whole-Body Control provides 
constraint satisfaction and interpretability by construction, but its performance de-
grades predictably when external disturbances exceed the assumptions encoded in the 
dynamic’s model [17]. 
Existing hybrid approaches have explored combining model-based control with learn-
ing-based augmentation, but no prior work has systematically evaluated whether a su-
pervised residual MLP produces consistent improvement across structurally different 
WBC architectures on a full-scale humanoid platform. Specifically, it remains unclear 
whether the structural properties of the base controller global QP optimisation versus 
algebraic passivity-based computation determine whether additive residual correction 
is viable or actively harmful. This project addresses that gap directly by applying the 
same residual MLP design to two architecturally distinct WBC controllers on the 
Unitree H1 and comparing the outcomes under identical disturbance evaluation condi-
tions [9][10]. 
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3 Method 

The methodological approach is a simulation-based hybrid control evaluation frame-
work that enables precise, repeatable testing of humanoid balance controllers under 
controlled disturbances. The framework cleanly separates concerns: model-based WBC 
provides the physics-consistent baseline, and the learning-based residual module is 
added as a corrective layer without modifying the baseline optimisation. The simulation-
only evaluation is a deliberate choice that allows disturbance scenarios to be exactly 
reproduced, eliminates confounding factors from hardware variability, and enables the 
large number of trials required for statistical reliability. 
 
 

3.1 Research Approach 

The work is organised into three sequential phases, illustrated in Figure 3.1 and 3.2. 
Phase 1 establishes stable standing balance for two structurally different WBC control-
lers, the HQP-WBC, which uses Pinocchio rigid-body dynamics and an OSQP hierar-
chical QP solver, and the Passivity-Based WBC, which computes torques directly from 
MuJoCo state using energy-based layers without any external solver. Both controllers 
share the same golden standing state saved in stable_h1_state.npz as the starting condition 
for all experiments. Phase 2 designs and implements the residual MLP architecture a 
260-dimensional input built from five history frames, two hidden layers of 128 ReLU 
units, and six bounded joint torque outputs targeting the ankle and hip joints of both 
controllers. Phase 3 connects Phase 1 and Phase 2 by running the full collect-train-
evaluate cycle: curriculum data is collected from each base controller under push dis-
turbances, the MLP is trained on that data, and both baseline and MLP-augmented 

Figure 3.1.System architecture for the WBC + residual learning pipeline. The 
residual MLP out-puts corrective torques δτ that are added to the base WBC 
command τ_WBC before being sent to the simulated actuators. 
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configurations are evaluated under identical 480-trial protocols. The module was ap-
plied to HQP-WBC first, which failed completely, reducing stability to 0%. Applied to 
the Passivity-Based WBC, it produced a statistically significant improvement. The fail-
ure of HQP-WBC integration is not a secondary negative result but a primary scientific 
finding about what structural properties determine whether residual augmentation is 
viable. 

3.2 Software and Development Environment 

All experiments run on Ubuntu 24.04 LTS with the following software stack: 

Figure 3.2. Development phase 
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• Simulation: MuJoCo 3.x, high-fidelity physics simulator with accurate rigid-body 
dynamics and efficient contact resolution [12]. 

• Rigid-body dynamics: Pinocchio, used for computing the mass matrix M(q), bias 

forces h(q, ̇q), and Jacobians in the HQP-WBC. Not used in the Passivity-Based 
WBC. 

• QP solver: OSQP, called at every 100 Hz control step for HQP-WBC only. 

• Programming language: Python 3.12 with NumPy, SciPy, and PyTorch. 

• Data collection: GNU Parallel with 10-12 simultaneous terminal running, enabling 
fast collection of the 826,345-sample training dataset to be collected within a few 
hours on standard hardware, without GPU infrastructure. 

• Version control: Git for reproducibility. 

The simulation timestep is 1 ms (1000 Hz) for stable contact dynamics. The controller 
runs at 100 Hz (every 10 simulation steps). This two-level frequency separation is stand-
ard in humanoid simulation and ensures that contact events are resolved before the 
next control command is computed. Data is logged at the controller rate and saved as 
CSV and NPZ files. 

. 

 
 
 

3.3 Robot Platform: Unitree H1 

The Unitree H1 is a full-scale torque-controlled humanoid with a standing height of 
approximately 1.8 m and a total mass of 47 kg. It has 19 actuated degrees of freedom: 

Figure 2.3 Unitree H1 humanoid robot: kinematic structure and joint labels. Or-
ange joints (hip, knee, ankle) are the primary balance actuators in left and right 
sides. Stars indicate rela-tive importance for balance control. 

 

Left ankle 
joint 

Left hip roll 

Left hip pitch 
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10 in the lower body (hip yaw, hip roll, hip pitch, knee, ankle per leg), 1 torso, and 8 in 
the arms, which remain passive in this project. The H1 model is sourced from the Mu-
JoCo Menagerie repository. All actuator gear ratios are set to 1.0, meaning commanded 
torques map directly to joint torques without transmission scaling. Figure 3.3 shows the 
joint layout. 

Joint Torque limit Balance Strategy Primary function 
Left ankle pitch ±40 Nm Ankle strategy Sagittal recovery 

(front-back) 
Right ankle pitch ±40 Nm Ankle strategy Sagittal recovery 

(front-back) 
Left hip pitch ±150 Nm Hip strategy Sagittal recovery under 

large forces 
Right hip pitch ±150 Nm Hip strategy Sagittal recovery under 

large forces 
Left hip roll ±150 Nm Lateral strategy Frontal-plane (side) re-

covery 
Right hip roll ±150 Nm Lateral strategy Frontal-plane (side) re-

covery 

 
Table 3.1 - Six MLP target joints with torque limits and balance roles. 

 
The MLP produces corrections only for these six joints regardless of where the push 
force is applied. External pushes are applied to either torso_link or pelvis in MuJoCo. 
A torso push has greater mechanical leverage and generates more angular momentum 
per unit force than a pelvis push. The same six-joint correction must respond to both 
sites. This design constraint is intentional: restricting the MLP to balance-critical joints 
avoids interference with posture regulation at the remaining 13 joints (arms, torso yaw, 
hip yaw) and keeps the network lightweight. 
The nominal standing configuration places the pelvis at approximately 0.885 m with 
knees slightly flexed at 0.8 rad and hip pitch at -0.4 rad. This posture is more stable than 
the fully upright keyframe at pelvis 0.98 m because the slight flexion provides a greater 
ankle torque margin before the 40 Nm ankle limit is reached. 

3.4 Whole body controller architecture 

Two controllers are used as case studies. Their structural difference is the primary rea-
son they respond differently to MLP augmentation. The HQP-WBC computes torques 
through a globally constrained optimisation that must be satisfied as a unit. The Passiv-
ity-Based WBC computes torque through sequential algebraic layers that are naturally 
composable with additional additive terms. 

3.4.1 HQP-WBC (with Pinocchio) 

 
The HQP-WBC solves a hierarchical quadratic program at every 100 Hz control step. 
The equations of motion for the full robot including both actuated and unactuated 
(floating-base) degrees of freedom must be satisfied: 

M(q)q̈ + h(q, q̇) = Sᵀτ + J꜀ᵀf꜀ 
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where M(q) is the 25x25 joint-space mass matrix, h(q, q̇) is the 25-dimensional Coriolis 
and gravity vector, S selects the 19 actuated joints from the full 25-dimensional config-
uration space, J_c is the 12x25 contact Jacobian (6 degrees per foot), and f_c is the 12-

dimensional contact force vector. Pinocchio computes M(q) and h(q, q̇) using the Com-
posite Rigid Body Algorithm and Recursive Newton-Euler Algorithm respectively. 
The QP cost function minimises a weighted sum of task errors. For the CoM regulation 
task: 

min q̈ : W_com · ‖J_com q̈ − a_com,des‖²  

where J_com is the 3x25 CoM Jacobian, a_com_des is the desired CoM acceleration 
from a PD law on position and velocity error, and W_com is the task weight. The 
posture task adds: 

min q̈ : Σᵢ W_pos,i (q̈ᵢ − q̈_des,i)²  

Contact constraints enforce zero foot acceleration (rigid contact) and friction cone fea-
sibility with friction coefficient 0.8. OSQP solves the combined QP and returns 
q_ddot_opt and f_c_opt. The 19 actuated joint torques are recovered by: 

tau_opt = [M(q) * q_ddot_opt + h(q, 𝑞̇) - J_c^T * f_c_opt]_actuated 

Torques are clipped to MJCF control range limits before commanding MuJoCo. The 
computational cost is approximately 1.58 ms per 100 Hz step. 

3.4.2 Passivity-Based WBC (without Pinocchio) 

The Passivity-Based WBC computes torques directly from MuJoCo state at every 100 
Hz step without solving any optimisation problem and without any external dynamics 
library. The torque command is assembled from four additive layers: 
The first layer reads gravity and Coriolis forces directly from MuJoCo: 

τ_layer1 = qfrc_bias[6:25] 

The second layer applies PD posture control: 

τ_layer2 = Kp(q_nom − q) − Kd q ̇

The third layer applies velocity-proportional damping injection to dissipate kinetic en-
ergy: 

τ_layer3 = −b q ̇, b = 20 N·m·s/rad 

The passivity condition dV/dt <= 0 is guaranteed because the damping term removes 
kinetic energy at every timestep. The fourth layer applies balance energy shaping to 
reinforce upright posture. The total command is: 

τ_total = τ_layer1 + τ_layer2 + τ_layer3 + τ_layer4 

Because all computations use only MuJoCo state (qpos, qvel, qfrc_bias), the controller 
is always consistent with the actual simulation state, even under external contact force 
perturbations. This consistency is the key structural property that makes MLP augmen-
tation viable for this controller but not for the HQP-WBC. The controller achieves 
stable standing at pelvis height 0.885 m, pitch -0.009 rad, and roll -0.004 rad. 
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3.5 Residual MLP Design 

The residual MLP is designed as a controller-agnostic augmentation module. The same 
network architecture applies to both the HQP-WBC and the Passivity-Based WBC. The 
only difference between the two applications is the training data source. 
The MLP output is 6-dimensional, targeting: left ankle pitch, right ankle pitch, left hip 
pitch, right hip pitch, left hip roll, and right hip roll. These joints correspond to the 
ankle-strategy and hip-strategy degrees of freedom that biomechanical balance research 
identifies as the primary recovery actuators [20][29]. Upper-body arm strategies have 
also been explored as a complementary recovery mechanism, demonstrating that arm 
rotation can restore balance when lower-body joints alone are insufficient and Bayesian 
optimisation has been used to efficiently learn arm recovery policies that minimise en-
ergy expenditure and recovery footprint after large impacts [26][27]. The remaining 13 
joints (arms, torso yaw, hip yaw) receive zero MLP correction and their base controller 
regulation is preserved unchanged. Each output is bounded by a joint-specific clip value 
through a tanh activation to prevent the MLP from overpowering the base controller: 

delta_tau_i = clip_i * tanh(raw_i / clip_i) 

This safety constraint is built into the architecture. Even in the worst case, the bounded 
correction cannot destabilise a controller that was otherwise stable. The final command 
sent to MuJoCo is: 

τ_final = τ_WBC + δτ 

The correction δτ is soft-clipped using tanh(raw/clip) × clip per joint, with per-joint 
clip values derived from the MJCF torque limits. This prevents the MLP from over-
powering the base controller while still allowing non-trivial corrections. 

 

Figure 3.3. Residual MLP two layers with input and output 
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Joint Clip(Nm) Strategy Primary function 

Left ankle pitch +-15 Ankle Sagittal, pitch-rate proportional 

Right ankle 
pitch 

+-15 Ankle Sagittal, pitch-rate proportional 

Left hip pitch +-35 Hip Sagittal, larger disturbances 

Right hip pitch +-35 Hip Sagittal, larger disturbances 

Left hip roll +-35 Lateral Frontal-plane, roll-rate proportional 

Right hip roll +-35 Lateral Frontal-plane, roll-rate proportional 

 
Table 3.2 - MLP output specification for the six target joints. 

3.5.1 Input Representation 

The MLP receives a 260-dimensional input vector from five consecutive 100 Hz frames 
(50 ms of history). Each frame contains 52 features:  

• pitch (1),  

• roll (1),  

• pitch rate (1),  

• roll rate (1),  

• joint positions(19),  

• joint velocities(19),  

• CoM error x and y (2), 

• CoM velocity x and y (2), 

• base WBC torque commands (6). 

 Using multiple frames rather than a single snapshot is motivated by evidence that se-
quential proprioceptive context is important for detecting and responding to transient 
disturbances [2]. Figure 3.1 and Figure 3.4 shows the MLP architecture. 

3.5.2 Training Formulation 

Three training formulations were explored sequentially. Each version was motivated by 
the failure of the previous one. 
Formulation 1 - LIPM prediction loss: the loss rewarded corrections that reduced 
the predicted one-step-ahead CoM displacement under LIPM dynamics. This failed be-
cause the discrete-time LIPM eigenvalue is approximately 1.003 at the nominal standing 
height. A 50 Nm ankle correction produces less than 0.3% change in the loss. The 
network converges to zero output because zero correction is always a local optimum. 
Formulation 2 - LIPM loss with CoM features: the input was extended with CoM 
position error and velocity. The same failure mode occurred because the root cause is 
in the loss function structure, not the input features. 
Formulation 3 - Pitch-rate behaviour cloning: the loss function was replaced en-
tirely with a physics-motivated behaviour cloning target. The training target for sagittal 
joints is: 

y_sagittal = −sign(θ̇_pitch) · α_pitch · clip_sagittal 
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α_pitch = clip(|θ_̇pitch| / 0.8, 0, 1) 

A roll correction is added for the hip-roll joints: 

y_roll = −sign(θ̇_roll) · α_roll · clip_roll 
α_roll = clip(|θ̇_roll| / 0.8,  0,  1) 

This target is non-zero during active disturbance events and exactly zero during steady-
state standing, providing a gradient signal proportional to disturbance severity. Formu-
lation 3 succeeded. 
Reinforcement learning with PPO was also attempted for the HQP-WBC. A reward 
function based on survival time and CoM deviation was designed. Learning was unsta-
ble because frequent QP infeasibility during exploration produced zero-torque fallback 
outputs, leaving the agent no useful signal. Supervised behaviour cloning was adopted 
for both controllers. 

3.5.3 Training Target and Loss Function 

The training target is computed offline from logged simulation data. The loss function is mean 

squared error between MLP output and the Formulation 3 behaviour cloning target: 

L = (1/N) Σᵢ ‖δτᵢ − yᵢ‖²  

A filter threshold |theta_dot_pitch| > 0.02 rad/s removes steady-state samples where the tar-

get is zero, preventing the training set from being dominated by uninformative standing-still 

samples. 

3.6 Data Collection Protocol 

Training data is collected by running each base controller on a set of seeded random 
disturbance trials with the residual MLP disabled. Data is collected from all trials re-
gardless of outcome, including trials in which the robot falls, because pre-fall states 
contain the highest-stress disturbance responses and are the most informative for learn-
ing corrective behaviour near the feasibility boundary. 
A curriculum stage design is used to ensure good coverage across the full force range. 
Stage 1 uses low forces where the controller always recovers, giving the network a base-
line gravity-compensation signal. Stage 2 uses medium forces where the controller par-
tially fails; this is the richest learning range because it contains both successful recoveries 
and failures within the same force regime. Stages 3 and 4 use higher forces to provide 
training signal near and above the failure boundary. The same four-stage curriculum is 
applied independently to both controllers. Table 3.3 summarises the curriculum design 
for the Passivity-Based WBC dataset, and Table 3.4 summarises the equivalent design 
for the HQP-Based WBC dataset. The two datasets differ in total sample count - 
826,345 samples for Passivity-Based WBC and 620,624 samples for HQP-Based WBC 
, reflecting the structural difference in how frequently each controller produces recov-
ery-informative states across the force range. 
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Stage 
Force 
range 

Seeds Approx. Samples 
Purpose 

1 25–75 800 132,658 Low-force baseline re-
covery 

2 75–150 1,200 294,235 Richest learning range 
(partial failure) 

3 150–200 800 252,984 Near-failure boundary 

4 200–300 400 146,468 Above failure threshold 

Total 25–300 3,200 132,658 Full dataset 

Table 3.3 - Curriculum stage design. Total samples collected for the Passivity-Based 
WBC dataset. 
 

Stage 
Force 
range 

Seeds Approx. Samples 
Purpose 

1 25–75 800 192,743 Low-force baseline re-
covery 

2 75–150 1,200 248,202 Richest learning range 
(partial failure) 

3 150–200 800 127,479 Near-failure boundary 

4 200–300 400 52,200 Above failure threshold 

Total 25–300 3,200 620624 Full dataset 

 
Table 3.4 - Curriculum stage design. Total samples collected for the HQP-Based WBC 
dataset. 
 
Push directions during collection are sampled uniformly over the full 360 degrees. Push 
sites are sampled from four body locations: torso_link, pelvis, left_hip_pitch_link, and 

right_hip_pitch_link. A filter threshold of |θ̇_pitch| > 0.02 rad/s ensures that only 
timesteps with an active disturbance response are included in training; steady-state 
standing samples carry no learning signal. Figure 3.5 and Figure 3.6 shows the sample 
distribution. 
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Figure 3.5. Passivity WBC -Training sample count by curriculum stage. Stage 2 
(75-150 N) carries the most samples because the higher seed count (1200) was 
assigned to the force range where partial WBC failure provides the richest learn-
ing signal. 

 
Figure 3.6.HQP WBC -Training sample count by curriculum stage. Stage 2 (75-
150 N) carries the most samples because the higher seed count (1200) was as-
signed to the force range where partial WBC failure provides the richest learning 
signal. 
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Figure 3.7 shows the pitch rate and roll rate distributions in the collected dataset along-
side the corresponding behaviour cloning targets for the left ankle and left hip roll 
joints. The top row presents the rate distributions. The pitch rate filter is fully effective: 
0.0% of retained samples fall in the near-zero region, confirming that the entire pitch 
dataset consists of active disturbance responses. The roll rate distribution is broader — 
15.8% of samples fall near zero — reflecting the fact that sagittal pushes dominate the 
dataset and not all trials produce a strong lateral response. Severe disturbance samples 

with |θ̇| > 1.0 rad/s constitute 0.5% of pitch samples and 1.1% of roll samples, con-
firming that near-failure states are represented without dominating the distribution. 
The bottom row shows the behaviour cloning targets plotted against their respective 
rate inputs. The left ankle target scales linearly with pitch rate throughout the active 
region and saturates at the tanh clip boundary at approximately ±15 Nm beyond 

|θ̇_pitch| ≈ 1.0 rad/s, consistent with the bounded output design described in Section 
3.5.2. The left hip roll target operates over a wider range of approximately ±75 Nm, 
with roll correction clearly active during lateral push recovery and the same clip satura-
tion pattern visible at the boundary. The linear structure in both scatter plots confirms 
that the network is presented with a well-conditioned and physically interpretable map-
ping rather than a noise-dominated supervision signal. This is a necessary condition for 
the behaviour cloning formulation to produce meaningful corrective torques, and dis-
tinguishes Formulation 3 from the LIPM-based Formulations 1 and 2, where the su-
pervision signal was shown to be near-degenerate due to the marginal discrete-time 
eigenvalue of the LIPM dynamics 
 

Figure 3.7. shows the pitch rate and roll rate distributions in the collected dataset 
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3.7 Training Procedure 

The MLP is trained using the Adam optimiser with an initial learning rate of 3×10⁻⁴, a 
batch size of 1024, and a maximum of 200 epochs. A ReduceLROnPlateau learning 
rate scheduler halves the learning rate when validation loss fails to improve for 15 con-
secutive epochs. Early stopping terminates training when validation loss fails to im-
prove for 40 consecutive epochs. The train–validation split is 90/10. These hyperpa-
rameters are identical for both controllers. 
For the Passivity-Based WBC model, the best validation loss achieved was 0.005798 at 
epoch 191. The epoch 1 training loss of 5.09 , much larger than the final value confirms 
that the training target carries a real, non-trivial signal rather than converging trivially to 
zero. The convergence curve shows a large negative generalisation gap in the first five 
epochs, where validation loss temporarily falls below training loss. This reflects the cur-
riculum stage structure of the dataset: early batches are dominated by Stage 1 low-force 
samples that are easier to generalise than the high-stress Stage 3 and 4 samples that 
dominate training loss. From approximately epoch 10 onward, the gap closes and both 
curves decrease together, with the val loss change per epoch flattening progressively 
toward epoch 191 before early stopping triggers. Figure 3.8 shows the full convergence 
for the Passivity-Based WBC model. 
For the HQP-Based WBC model, the convergence behaviour is qualitatively different. 
Both training and validation loss decrease smoothly and monotonically throughout all 
200 epochs, with no negative generalisation gap at any point. The gap between train 
and validation loss shrinks steadily from approximately 0.05 at epoch 1 to around 0.004 
at epoch 200, indicating controlled generalisation without overfitting. However, the val 
loss change per epoch remains nearly uniform at approximately 0.0014 throughout the 
full training run, indicating that the model had not reached a plateau by epoch 200 and 
that the learning rate scheduler did not trigger a significant step-down event. The best 
validation loss for the HQP model was approximately 0.015 ,roughly 2.6× higher than 
the Passivity model final loss reflecting the structurally degenerate training signal avail-
able from the HQP dataset, where the base controller fails almost completely above 
125 N and the dataset is dominated by falling episodes from which no corrective be-
haviour can be learned. Figure 3.9 shows the convergence for the HQP-Based WBC 
model. 
The contrast between the two convergence profiles is itself diagnostic. The Passivity 
model shows rapid early learning, a noisy intermediate phase driven by mixed recovery 
and failure episodes, and clean convergence to a low final loss. The HQP model shows 
slow, smooth, and unresolved convergence to a comparatively high loss, consistent with 
a model that is fitting noise in a near-degenerate target distribution rather than learning 
a meaningful corrective mapping. 

 



Degree Project for Master of Science with specialization in Robotics 
Error! No text of specified style in document. - Method 

 

 21 

Figure 3.8. Training convergence for the Passivity-Based WBC residual MLP. 
Training loss (blue) and validation loss (green) over 200 epochs. Best validation 
loss = 0.005798 at epoch 191. Epoch 1 training loss = 5.09 

 
 

Figure 3.9.Training convergence for the HQP WBC residual MLP. Training loss 
(blue) and validation loss (green) over 200 epochs.  
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3.8 Evaluation Protocol and Disturbance Scenarios 

 
External push forces are applied as instantaneous horizontal impulses at named Mu-
JoCo body sites. Two application sites are used for both controllers: torso_link at chest 
height and pelvis at hip height. A push applied at the torso exerts greater angular mo-
mentum per unit force than an equivalent push at the pelvis, due to the longer moment 
arm from the foot contact point, making torso pushes structurally more destabilising at 
the same force magnitude. 
The evaluation protocol is identical in structure for both controllers, differing only in 
the number of push directions tested. Six force levels are used for both: 

• 50 N, 100 N, 150 N, 200 N, 250 N, and 300 N 

spanning from forces the base controller handles reliably through to forces well above 
the failure threshold. Each controller is evaluated at two body sites and five seeded 
repetitions per condition, with baseline and MLP trials run on matched seeds to enable 
paired statistical comparison. 
The HQP-WBC evaluation covers 8 push directions at 45-degree intervals: 

• 0°, 45°, 90°, 135°, 180°, 225°, 270°, and 315° 

giving 480 paired trials in total (6 force levels × 8 directions × 2 sites × 5 repetitions). 
The Passivity-Based WBC evaluation covers 12 push directions at 30-degree intervals: 

• 0°, 30°, 60°, 90°, 120°, 150°, 180°, 210°, 240°, 270°, 300°, and 330° 

giving 720 paired trials in total (6 force levels × 12 directions × 2 sites × 5 repetitions). 
The finer directional resolution for the Passivity-Based WBC evaluation was chosen to 
better characterise the lateral and diagonal recovery behaviour identified in preliminary 
testing, particularly the asymmetric hip-roll response described in Section 3.5.4. Figure 
3.10 and 3.11 illustrates the push direction convention for both controllers as a top-
down view of the Unitree H1. 

 

 HQP-WBC with MLP Pasivity-WBC with MLP 

Force Level 6(50-300N) 6(50-300N) 

Direction 8 (45° intervals) 12 (30° intervals) 

Body site 2 (torso, pelvis) 2 (torso, pelvis) 

Repetition 5 per condition 5 per condition 

Total paired 
trails 

480 720 

Table 3.5 summarises the full evaluation design for both controllers 
 

The push direction convention is consistent across both evaluations and shown in Fig-
ure 3.8: 0° denotes a push applied from the front of the robot toward the back, 90° 
from the right toward the left, 180° from the back toward the front, and 270° from the 
left toward the right. A trial is classified as stable if the robot pelvis height remains 
above 0.7 m for the full 3-second observation window following the push. Statistical 
comparison between baseline and MLP conditions uses McNemar's exact test on 
matched pairs, which is appropriate for binary stability outcomes across repeated con-
ditions and accounts for the paired structure of the experiment. 
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Figure 3.10 Push direction convention for the Passivity-Based WBC evaluation 
(12 directions) 

 
Figure 3.11. Push direction convention for the HQP-Based WBC evaluation (8 
directions) 
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3.9 How the Residual Module Responds to External Force 

When a push is applied the following sequence occurs. At t = 0 ms the force impulse 
is applied in MuJoCo. At approximately t = 10 ms the CoM begins to drift and the 
torso pitch rate rises above the 0.02 rad/s filter threshold. At t = 20 to 40 ms the five-
frame state history accumulates sufficient disturbance signal for the MLP to produce a 
non-zero correction. At t = 40 ms and beyond the corrective torques are applied, pro-
portional to pitch rate and roll rate from the preceding frames. Whether the robot re-
covers depends on whether the ankle torque limit is reached before the CoM passes the 
point of no return. For forces below approximately 175 N the MLP correction reduces 
the peak pitch rate and improves recovery probability. For forces above 250 N the ankle 
torque limit is already saturated and the bounded MLP output cannot change the out-
come. 

 

 

Figure 3.12. Response timeline for push recovery with MLP augmentation 
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4 Result 

This chapter presents evaluation results for all four configurations. Sections 4.1 and 4.2 
cover the HQP-WBC baseline and MLP results (480 trials, 8 push directions). Sections 
4.3 and 4.4 cover the Passivity-Based WBC baseline and MLP results (720 trials, 12 
push directions). Section 4.5 analyses per-joint corrective torque behaviour. Section 4.6 
provides the comparative summary. 
Important note on comparability: the two evaluations use different push direction sets 
(8 versus 12 directions). Overall stability rate and force bin comparisons are valid. Per-
angle comparisons between the two controllers are not made. 

4.1 HQP-WBC Baseline Performance 

The HQP-WBC achieved an overall stability rate of 19.79% across 480 trials (95 stable 

out of 480). The results show a steep performance decline between low and medium 

force ranges. 

Table 4.1 -- HQP-WBC baseline stability by force bin (480 trials, 8 directions). 

Force Bin Trials(n) Stable trials Stability Rate 

Below 75 N 80 60 75.00% 

75 to 125 N 80 20 25.00% 

125 to 175 N 80 5 6.25% 

175 to 250 N 80 5 6.25% 

Above 250 N 160 5 3.12% 

Overall 480 95 19.79% 

 
The force bin results reveal a critical characteristic of the HQP baseline. At forces below 
75 N, the controller achieves 75.00% stability. Above 75 N, performance drops sharply 
to 25.00% and above 125 N falls below 7%. This steep cliff has direct consequences 
for MLP training: data collected above 125 N is dominated by falling episodes rather 
than recovery episodes, leaving the MLP with an insufficient positive learning signal in 
the force range where the HQP most needs assistance. 
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Table 4.2 -- HQP-WBC baseline stability by push direction (8 directions). 

Direction(deg) Trials(n) 
Stable 
Rate 

Observation 

0 (front to back) 60 58.33% Best direction, backward push handled 
well 

30 60 16.67% Degradation with lateral component 

90 (right to left) 60 16.67% Lateral push, limited performance 

150 60 16.67% Diagonal from right-back 

180 (back to 
front) 

60 8.33% Hardest sagittal direction 

210 60 16.67% Diagonal from left-back 

270 (left to right) 60 0.00% Complete failure, structural lateral gap 

330 60 25.00% Best lateral-adjacent direction 

 
 

The directional results reveal a critical finding. The 270-degree direction (left-lateral 
push) produces 0.00% stability across all 60 trials. No other direction shows complete 
failure. This asymmetric collapse indicates a structural gap: the HQP task hierarchy does 
not include an explicit frontal-plane balance task. Lateral disturbance rejection is han-
dled only indirectly through the posture task, which is insufficient to resist lateral pushes 
in the tested magnitude range. The 0% at 270 degrees alone accounts for a dispropor-
tionate share of the baseline failures. 
Site breakdown: torso_link achieved 22.92% stability (55 of 240 trials) and pelvis 
achieved 16.67% (40 of 240). The higher torso leverage makes torso pushes compara-
tively easier for the HQP to handle than pelvis pushes at the same force, which is coun-
terintuitive but reflects that the HQP contact Jacobian is better conditioned for upper-
body disturbance rejection. Stable trial metrics: mean tau_rms = 39.750 Nm and mean 
max_com_dev = 0.0288 m. The low tau_rms reflects that stable HQP trials are con-
centrated in the low-force regime where minimal correction is required. 

Figure 4.1.HQP-WBC baseline stability rate by push direction (n = 60 per direc-
tion, 8 directions total) 

 

 



Degree Project for Master of Science with specialization in Robotics 
Error! No text of specified style in document. - Result 

 

 27 

4.2 HQP-WBC with Residual MLP 

Adding the residual MLP to the HQP-WBC reduced stability from 19.79% to 0.00% 
across all 480 trials. McNemar's exact test gives chi-squared = 93.01 with p < 0.0001. 
The complete force bin breakdown is: 
 
Table 4.3 -- HQP-WBC with MLP: stability by force bin (all configurations failed). 

Force Bin Baseline Rate MLP Rate Change 

Below 75 N 75.00% 0.0% -75.0% 

75 to 125 N 25.00% 0.0% -25% 

125 to 175 N 6.25% 0.0% -6.25% 

175 to 250 N 6.25% 0.0% -6.25% 

Above 250 N 3.12% 0.0% -3.12% 

Overall 19.79% 0.0% -19.79% 

 
The MLP failed across every force bin, every push direction, and both push sites. Mean 
fall time decreased from 2.47 seconds (baseline) to 1.52 seconds (MLP), confirming 
active destabilisation rather than a neutral failure to help. The MLP made the robot fall 
faster than the baseline alone. Per-joint correction analysis is not reported because all 
MLP trials ended in falls, and falling episode data does not represent useful recovery 
behaviour to characterise. The three root causes of this failure are analysed in Section 
5.4. 

Figure 4.2.HQP-WBC baseline and MLP direction stability rate by push angle 
(n = 60 per direction). Forward pushes (0°), each level showing the apply 
force(N) 
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4.3 Pasivity-Based WBC Baseline Performance 

The Passivity-Based WBC achieved an overall stability rate of 56.94% across 720 trials 
(410 stable out of 720). This evaluation uses the 12-direction protocol. 

 
Table 4.4 - Passivity-Based WBC baseline force bin breakdown (720 trials, 12 direc-
tions). 

Force Bin Trials(n) Stable Trials Stability Rate 

< 75 N 120 110 91.67% 

75–125 N 120 80 66.67% 

125–175 N 120 80 66.67% 

175–250 N 120 80 66.67% 

> 250 N 240 60 25.00% 

Overall 720 410 56.94% 

 
 

The Passivity-WBC force bin results differ markedly from the HQP baseline. Rather 
than a steep cliff above 125 N, the passivity controller maintains approximately 66.67% 
stability across the 75 N to 250 N range. This plateau reflects the energy-dissipation 
property of the damping injection layer, which removes kinetic energy proportionally 
to velocity across a wide range of push magnitudes. The drop to 25.00% above 250 N 
reflects physical ankle torque saturation at the 40 Nm hardware limit. 

 

Figure 4.3. HQP-WBC: baseline versus MLP stability comparison. [INSERT: 
two-bar chart. Left bar: Baseline 19.79% in blue. Right bar: MLP 0.00% in red. 
Annotate: McNemar p < 0.0001. Mean fall time decreased from 2.47 s to 1.52 s.] 
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Table 4.5 -- Passivity-Based WBC baseline stability by push direction (12 directions). 

Force Bin Trials(n) Stability Rate 

0 (front to back) 60 33.33% 

30 60 16.67% 

60 60 8.33% 

90 (right to left) 60 41.67% 

120 60 58.33% 

150 60 75.00% 

180 (back to front) 60 83.33% 

210 60 83.33% 

240 60 75.00% 

270 (left to right) 60 91.67% 

300 60 75.00% 

330 60 41.67% 

 
The directional results show clear asymmetry. The worst performance is at 60 degrees 
(8.33%) and 30 degrees (16.67%). The best performance is at 270 degrees (91.67%) and 
at 180 and 210 degrees (83.33% each). Forward and forward-diagonal pushes are hard-
est because dorsiflexion corrections (needed for forward recovery) are near the ankle 
torque limit in the medium force range. Backward pushes are easiest because the ankle 
plantarflexion direction has more torque headroom. Push site breakdown: torso_link 
achieved 50.00% and pelvis achieved 63.89% stability. 

4.4 Pasivity-Based WBC with Residual MLP 

Adding the residual MLP improved overall stability from 56.94% to 62.50%, a gain of 
5.56 percentage points across 720 paired trials. McNemar's exact test: b = 15 (trials 
MLP broke), m = 55 (trials MLP fixed), p = 0.000001. The MLP fixed 3.67 trials for 
every 1 it broke. Mean tau_rms changed negligibly from 83.723 Nm to 83.664 Nm, 
confirming the improvement does not increase energy expenditure. 

 

Figure 4.4.Passivity-Based WBC baseline stability rate by push direction (n = 60 
per direction, 12 directions, overall 56.94%) 
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Table 4.6 — Passivity-Based WBC with MLP: force bin breakdown compared to 
baseline 

Force Bin 
Baseline 
Rate 

MLP rate Change(pp) 
Interpretation 

<75 N 91.67% 100.00% +8.33 MLP eliminates all re-
maining low-force falls 

75–125 N 66.67% 83.33% +16.67  Largest gain — near 
feasibility boundary 

125–175 N 66.67% 79.17% +12.50 Significant gain in crit-
ical medium-high 
range 

175–250 N 66.67% 62.50% −4.17 Small loss — ankle 
saturation encroaches 

>250 N 25.00% 25.00% 0 No change — physical 
saturation dominates 

Overall 56.94% 62.50% +5.56 McNemar p = 
0.000001 

 

 

 

 

 

 

 

Figure 4.4.Passivity-Based WBC: stability by force bin, baseline versus MLP. 

.  
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Table 4.7 - Passivity-Based WBC: directional stability comparison, baseline versus 
MLP. 

Direction(deg) Baseline MLP Change(pp) 

0 33.33% 33.33% 0.00 

30 16.67% 25.00% +8.33 

60 8.33% 33.33% +25.00 

90 41.67% 75.00% +33.33 

120 58.33% 75.00% +16.67 

150 75.00% 75.00% 0.00 

180 83.33% 75.00% -8.33 

210 83.33% 75.00% -8.33 

240 75.00% 75.00% 0.00 

270 91.67% 91.67% 0.00 

300 75.00% 75.00% 0.00 

330 41.67% 41.67% 0.00 

 
Key directional observations from Table 4.7: 

• 90 degrees (right-to-left push): improvement of +33.33 pp, from 41.67% to 75.00%. 
This is the single largest gain across all conditions, driven by the hip-roll correction 
component responding directly to the roll rate from right-lateral pushes. 

• 60 degrees (front-right diagonal): improvement of +25.00 pp, from 8.33% to 
33.33%. This was the worst-performing baseline direction. The MLP brings it to a 
level comparable with other directions. 

• 120 degrees: improvement of +16.67 pp, from 58.33% to 75.00%. Significant gain 
at a direction with combined pitch and roll components. 

• 30 degrees: improvement of +8.33 pp, from 16.67% to 25.00%. Smaller gain at a 
forward-right diagonal direction. 

• 180 and 210 degrees (backward pushes): decrease of -8.33 pp each. These are direc-
tions where the baseline already performs well at 83.33%. The MLP adds unneces-
sary corrections in a regime where the controller is not under stress. 

• 0, 150, 240, 270, 300, 330 degrees: no change. The baseline either succeeds or fails 
reliably at these angles and the MLP does not shift the outcome. 
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4.5 Per-joint corrective Torque Analysis 

Table 4.8 summarises the per-joint corrective torque output of the Passivity-Based 
WBC residual MLP at convergence. All six joints show RMSE values below 0.35% of 
their respective clip limits, confirming that the MLP produces small, bounded correc-
tions rather than large override torques. The effect of the augmentation comes not from 
the magnitude of corrections but from their timing and direction during the early phase 
of a disturbance response. 
The ankle pitch joints (±15 Nm clip) show an RMSE of 0.027 Nm ,0.18% of clip re-
flecting a tight, sagittal correction proportional to pitch rate. The hip pitch joints (±35 
Nm clip) show a slightly higher absolute RMSE of 0.061 Nm but a marginally lower 
percentage at 0.17%, consistent with their wider operating range under larger sagittal 
disturbances. The hip roll joints show the largest RMSE of 0.114 Nm (0.33% of clip), 
which is a direct consequence of the roll correction component introduced in Formu-
lation 3. Without this component, hip roll RMSE would remain near zero throughout 
training. Its presence, confirmed by the 33.33 pp improvement at the 90-degree lateral 
push direction, validates that roll correction was essential to the observed performance 
gain. 

Figure 4.6.Passivity-Based WBC: directional stability, baseline and MLP over-
laid (n = 60 per direction, 720 trials total) 
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Table 4.8 - Per-joint corrective torque summary for the Passivity-Based WBC MLP at 
convergence. 

Joint RMSE(Nm) Clip(Nm) % of Clip Correction type 
Left ankle pitch 0.027 ±15 0.18% Sagittal, proportional to 

pitch rate 
Right ankle 
pitch 

0.027 ±15 0.18% Sagittal, proportional to 
pitch rate 

Left hip pitch 0.061 ±35 0.17% Sagittal, larger disturb-
ances 

Right hip pitch 0.061 ±35 0.17% Sagittal, larger disturb-
ances 

Left hip roll 0.114 ±35 0.33% Lateral, proportional to 
roll rate 

Right hip roll 0.114 ±35 0.33% Lateral, proportional to 
roll rate 

 
 

Figure 4.7 and Figure 4.8 shows the training target distribution per joint across all 
826,345 samples. The ankle distributions are right-skewed and concentrated between 0 
and +0.5 Nm, with a mean of 0.08 Nm, a standard deviation of 2.48 Nm, 14% near-
zero samples, and 1% near the clip boundary. This reflects the dominance of sagittal 
pushes in the dataset and the ankle's primary role in forward-backward balance correc-
tion. The hip pitch distributions are narrower in count but broader in spread, with a 
mean of 0.20 Nm and standard deviation of 5.78 Nm, 0% near zero, and 1% near clip 
indicating that hip pitch corrections are active across virtually all disturbance timesteps 
but rarely saturate. The hip roll distributions are the most uniform, with a mean of 0.12 
Nm, standard deviation of 10.42 Nm, 9% near zero, and 3% near the clip boundary 
reflecting the laterally distributed push directions in the dataset and the broader oper-
ating range demanded by roll recovery. 
The MLP produces asymmetric corrections across left and right joints even when the 
same force magnitude is applied, because the correction at each timestep depends on 
the actual direction of tilt in the current 5-frame history rather than the nominal push 

Figure 4.7.Per-joint training RMSE at convergence (Passivity-Based WBC 
MLP).   
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angle. Consider a right-lateral push at 90 degrees: this generates a roll to the left, requir-
ing the left hip roll joint to produce a larger corrective torque than the right in order to 
pull the CoM back over the support polygon. A push from 60 degrees generates a com-
bined pitch-and-roll disturbance requiring asymmetric ankle corrections across both 
sagittal and frontal planes simultaneously. The base Passivity-WBC applies symmetric 
corrections derived from aggregate pitch-rate and roll-rate signals. The MLP, with ac-
cess to the full joint state history across five frames, learns direction-specific asymmetric 
corrections automatically without any explicit encoding of push angle or body site in 
the input. 
This per-joint analysis is not presented for the HQP-WBC MLP. Although the HQP 
MLP produced non-zero torque outputs across all six joints throughout training — 
reflected in a final validation loss of approximately 0.015 Nm², roughly 2.6 times higher 
than the Passivity model  the MLP produced 0% stability across all 480 evaluation trials. 
In this context, RMSE values represent destabilising output rather than corrective be-
haviour and are not comparable to the Passivity analysis. The structural reasons for this 
outcome are discussed in Section 5.3. 

 
 
 
 
 
 
 
 
 
 

4.6 Comparative Summery 

Table 4.9 and Figure 4.9 summarise results across all four configurations. The most important 

finding is not the magnitude of any individual result, but the contrast between the two MLP 

Figure 4.8. Training target distribution per joint 
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outcomes: the same module design, applied to two different base controllers, produced diamet-

rically opposite results. Architecture compatibility with the additive correction structure of the 

MLP is the primary determinant of whether residual augmentation helps or harms. 

 

Configuration Stable Trials Total Trials Stability Rate 
Change vs 
Baseline 

HQP-WBC 
Baseline 

95 480 19.79% — 

HQP-WBC + 
MLP 

0 480 0.00% −19.79 pp 
(p < 0.0001) 

Passivity-WBC 
Baseline 

410 720 56.94% — 

Passivity-WBC 
+ MLP 

450 720 62.50% +5.56 pp (p 
= 0.000001) 

Table 4.9 - Full comparative summary across all four configurations. 

 

 

Figure 4.9- Overall stability rate for all four configurations. HQP baseline 
(19.79%)drops to 0% with MLP. Passivity baseline (56.94%) rises to 62.50% with 
MLP. The opposite directions of change for the two controllers is the central 
finding of this project. 
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5 Discussion 

5.1 RQ1- Does the MLP Significantly Improve Stability Rate?? 

The answer to RQ1 depends entirely on which controller is being augmented, and the 
two outcomes point in opposite directions. 
For the Passivity-Based WBC, the answer is yes. The MLP improved stability from 
56.94% to 62.50% across 720 paired trials a gain of 5.56 percentage points that 
McNemar's exact test confirms is statistically significant at p = 0.000001. The discord-
ant pair ratio m/b = 55/15 = 3.67, where m is the number of trials the MLP wins and 
the baseline loses, and b is the reverse, means the MLP recovers 3.67 trials for every 
trial it breaks. This is not a marginal or ambiguous result. The improvement is consistent 
across force bins, most pronounced in the 75–175 N range where the base controller 
partially fails, and directionally concentrated at lateral push angles where the hip roll 
correction introduced in Formulation 3 is most active. The MLP adds meaningful cor-
rective behaviour on top of a controller that is structurally ready to absorb it. 
For the HQP-WBC, the answer is not only no the MLP caused active harm. Stability 
fell from 19.79% to 0.00% across 480 trials (p < 0.0001), and the mean fall time 
dropped from 2.47 seconds to 1.52 seconds. The MLP did not simply fail to help; it 
broke every single trial the HQP baseline was capable of handling and made the robot 
fall faster than it would have without any augmentation at all. 
This outcome is not explained by MLP design choices. The same architecture, the same 
training procedure, and the same hyperparameters were used for both controllers. The 
failure has a structural cause rooted in how HQP-WBC produces its torque outputs. 
HQP-WBC relies on Pinocchio, a rigid-body dynamics library, to solve the equation of 
motion at every control step. Pinocchio models the robot as a perfect rigid body and 
has no representation of external contact forces beyond what the optimisation problem 
explicitly encodes as constraints. Critically, it has no awareness that a push has occurred 
in MuJoCo. When an external impulse is applied, the true robot state diverges immedi-
ately from what Pinocchio believes the state to be. The HQP then solves an optimisa-
tion problem over this inconsistent state, producing torques that satisfy the constraints 
of the Pinocchio model but are mismatched with the actual simulation dynamics. The 
torques are internally consistent but internally consistent with the wrong model of the 
world. 
When the residual MLP adds δτ on top of these already-inconsistent torques, the prob-
lem compounds. The QP had distributed torques globally across all joints to simulta-
neously satisfy friction cone and contact force constraints. The MLP addition breaks 
that global solution at the joint level, and because HQP has no mechanism to re-solve 
around an external addition, the robot loses contact stability immediately. This is not 
the MLP learning the wrong correction it is the controller architecture being fundamen-
tally unable to absorb any additive correction without its global solution being violated. 
Passivity-WBC does not have this problem. It computes torques directly from the Mu-
JoCo state through qfrc_bias and a layered algebraic structure, with no separate rigid-
body model sitting between the state and the torque output. It always operates on the 
true simulation state, even under disturbance, so its torques remain consistent with the 
actual dynamics. Adding δτ as an additional algebraic layer does not break any global 
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optimisation it simply shifts the net torque at selected joints in a direction the controller 
can absorb without consequence to the rest of the solution. 
The answer to RQ1 is therefore: yes, the MLP can significantly improve stability rate  
but only when the base controller is structurally compatible with additive correction. 
For Passivity-WBC, that compatibility exists by construction. For HQP-WBC, it does 
not, and the model-dependent, globally optimised nature of the controller means that 
additive post-hoc corrections are actively destabilising rather than helpful. Structural 
compatibility, not MLP design, is the primary determining factor. This leads directly to 
RQ2. 

5.2 RQ2- Why Does Improvement Differ Between Controllers? 

The two controllers did not just improve by different amounts — they moved in op-
posite directions. The same MLP, trained with the same procedure and architecture, 
produced −19.79 pp for HQP-WBC and +5.56 pp for Passivity-Based WBC. It is im-
portant to note that the MLP operates identically in both cases: it receives the same 
input features, produces a corrective torque δτ through the same forward pass, and that 
δτ is added directly on top of the base controller's torque output. The difference in 
outcome does not come from the MLP itself. It comes from what happens after δτ is 
applied, specifically, whether the base controller is structurally capable of absorbing an 
additive correction without its underlying stability guarantees being violated. Three 
structural properties determine this. 
The first is additive composability. Passivity-WBC is built as a sum of independent 
torque layers, gravity compensation, posture regulation, damping injection, and feed-
forward bias. Adding the MLP correction as a fifth layer fits naturally into this structure. 
It does not touch how any existing layer was computed, and the total torque remains 
physically meaningful. The controller was designed in a way that tolerates and absorbs 
additions cleanly. 
HQP-WBC works differently. It computes a single torque vector through a global con-
strained optimisation that simultaneously satisfies contact force feasibility and friction 
cone boundaries at both feet. That solution is only valid as a whole, every joint torque 
in the output depends on every constraint being satisfied together. When the MLP adds 
δτ after the QP has already solved, the friction cone constraints the solver carefully 
enforced are silently broken. The QP has no mechanism to re-optimise around an ex-
ternal addition. In MuJoCo, this immediately manifests as effective foot slip and the 
robot falls. The corrective torque δτ is physically present and non-zero, but the con-
troller it was added to cannot accommodate it without losing the very constraints that 
kept the robot upright. 
The second is state consistency. Passivity-WBC reads its full state directly from Mu-
JoCo at every control step, so its torques always reflect the true simulation dynamics 
including any active disturbance force. The MLP, trained on this same state represen-
tation, produces corrections grounded in the actual world the robot is operating in. 
When a push arrives, both the base controller and the MLP see the real consequences 
of that push in the joint states they receive. 
HQP-WBC inserts Pinocchio between the simulation state and the torque computation. 
Pinocchio uses a URDF rigid-body model to compute dynamics from joint positions 
and velocities alone and receives no information about external forces applied in Mu-
JoCo. When a push occurs, Pinocchio continues computing as if no disturbance exists, 
producing dynamics inconsistent with what MuJoCo is actually simulating. The MLP 
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was trained on data collected during these same disturbance events, meaning it learned 
corrections calibrated to Pinocchio's incomplete view of the world rather than the true 
state. The mismatch makes the corrections actively wrong rather than simply imprecise 
, the MLP applies a δτ that would make sense in Pinocchio's world but does not corre-
spond to the recovery action needed in the real simulation. 
The third is training signal quality. The MLP can only learn what the training data 
contains. Passivity-WBC achieves 56.94% baseline stability, so its training dataset is rich 
with recovery episodes , timesteps where the robot was pushed, responded, and suc-
cessfully returned to balance. These episodes contain precisely what the MLP needs: a 
clear relationship between an early disturbance signal and a corrective torque that leads 
to recovery. The MLP has meaningful, well-conditioned targets to learn from. 
HQP-WBC above 125 N achieves below 7% stability. The vast majority of its training 
data consists of falling episodes , timesteps where the robot was pushed and did not 
recover regardless of what torques were applied. The MLP cannot learn effective re-
covery from falling data. Instead it learns the pattern of joint states and angular rates 
that precede a fall and fits a correction to that pattern. At evaluation, these learned 
corrections are applied to early disturbance states that superficially resemble the pre-fall 
states from training, and the result is that the MLP accelerates the fall rather than ar-
resting it. The network does not output zero , it outputs confidently wrong corrections 
derived from a degenerate training signal. 
These three properties are not independent failures , they compound each other. A 
controller that is not additively composable cannot benefit from δτ even if the training 
signal were perfect. A flawed state representation corrupts the training data even if the 
controller architecture were compatible. A dataset dominated by falling episodes pro-
duces wrong corrections even if both previous problems were resolved. For HQP-
WBC, all three are present simultaneously. This is why the outcome is not marginal 
degradation but complete failure across every single evaluated trial and why the answer 
to RQ2 is that controller architecture compatibility, not MLP design, is the decisive 
factor. 

5.3 The Critical Force Range for Residual Learning 

The Passivity-Based WBC results identify the 75 N to 175 N range as the critical win-
dow where residual learning is most effective. Three force regimes are distinguishable: 

• Below 75 N: the base controller succeeds reliably at 91.67%. The MLP brings this 
to 100.00% by eliminating the remaining low-force failures. Corrections needed are 
small and the training data is rich with recovery examples. 

• 75 N to 175 N: the base controller partially succeeds and partially fails. This is where 
residual learning creates the largest benefit (+16.67 pp at 75-125 N, +12.50 pp at 
125-175 N) because physical torque headroom remains and the training data con-
tains both successes and failures from which the MLP can learn the boundary. 

• Above 250 N: the ankle joints are fully saturated at 40 Nm. The bounded MLP 
correction of up to 15 Nm at the ankle is insufficient to compensate for a 250 N to 
300 N push. No MLP with these clip values can improve outcomes at this force 
level. 

The small loss at 175 to 250 N (-4.17 pp) reflects the beginning of ankle saturation in 
this range. Some trials the base controller barely succeeded are now slightly destabilised 
by MLP corrections applied at backward directions where the controller is not under 
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stress. This is an expected trade-off in offline supervised training: the MLP cannot per-
fectly distinguish which trials need correction. 

 

5.4 Why HQP-WBC MLP Integration Failed 

Three separate root causes contributed to the complete failure of HQP-WBC MLP 
integration. They are described here in plain terms because understanding each cause 
points clearly toward what would need to change for the integration to succeed in the 
future. 
Root Cause 1 - MuJoCo-Pinocchio state mismatch. The HQP controller uses Pi-
nocchio to compute the robot's dynamics from a URDF model loaded at startup. Pi-
nocchio's computation of the mass matrix M(q), the gravity and Coriolis vector h(q,v), 
and the contact Jacobians J_c is based on this model. When MuJoCo applies an external 
push force through its contact solver, the actual joint accelerations and contact forces 
in the simulation diverge from what Pinocchio's model predicts. Pinocchio does not 
see the external force , it only sees the joint state, which is already affected by the force 
by the time data is recorded. The MLP was trained on data collected during these dis-
turbance events, which means it was trained on a corrupted signal: the state it sees 
during training does not accurately represent the dynamics because the Pinocchio 
model and the MuJoCo physics engine disagree about what caused the current state. 
The Passivity-WBC does not have this problem because it reads only from MuJoCo's 
own state at every step, without any external model. 
Root Cause 2 - QP solver conflict with external torque addition. The HQP solver 
computes the torque vector that is globally optimal across its entire task hierarchy. This 
optimality includes satisfying the contact force feasibility constraints , specifically, the 
ground reaction forces must lie within the friction cone and must be non-negative. The 
optimal solution uses every available degree of freedom to satisfy these constraints sim-
ultaneously. When the MLP adds an external correction on top of this solution, the 
total torque distribution shifts. The resulting contact forces are no longer consistent 
with the friction cone constraint that the QP solved for. The foot effectively slips even 
though the joint angles and velocities have not changed. This is not a design flaw in the 
QP - it is working exactly as designed. The flaw is in applying an additive correction to 
a controller that treats the constraint set as fixed and does not account for external 
additions. 
Root Cause 3 - Poor training signal above 125 N. The HQP baseline fails on most 
trials above 125 N. This means the majority of Stage 2, 3, and 4 training samples consist 
of falling episodes rather than recovery episodes. The MLP cannot learn effective re-
covery behaviour from falling data - it can only learn to imitate the pattern of states that 
precede a fall. The Passivity-WBC has a 56.94% baseline stability rate, which means the 
training data contains a substantial proportion of successful recoveries to learn from. 
The difference in baseline performance directly affects the quality of the available train-
ing signal. 
For the HQP+MLP integration to succeed in the future, at minimum the following 
would need to change: the QP formulation would need to explicitly include the MLP 
correction as an additional input within the task hierarchy rather than adding it exter-
nally; and the Pinocchio state synchronisation would need to be made consistent with 
MuJoCo's contact-force-affected state during disturbances. 
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5.5 Training Formulation - Why Formulations 1 and 2 Failed, 
Formulation 3 Succeeded 

The failure of Formulations 1 and 2 is explained by the near-marginal LIPM eigenvalue. 
At the Unitree H1 nominal standing height z_c = 0.885 m with simulation timestep dt 
= 0.001 s, the unstable discrete-time LIPM eigenvalue is: 

lambda = cosh(sqrt(g / z_c) * dt)  approximately  1.003 

At this value, the LIPM loss changes by less than 0.3% for any physically realistic ankle 
correction. The loss gradient is approximately zero for all corrections in the feasible 
torque range. Gradient descent always finds zero correction as the optimum regardless 
of learning rate, batch size, or training duration. This is a fundamental property of the 
loss function at this operating point, not a training implementation issue. 
Formulation 3 resolved this by replacing the LIPM loss with a behaviour cloning target 
proportional to pitch rate and roll rate. The gradient is non-zero whenever the pitch 
rate exceeds 0.02 rad/s (during disturbance events) and exactly zero during steady-state 
standing. The network learns corrections proportional to disturbance severity and zero 
otherwise. The best validation loss of 0.005798 at epoch 191 confirms convergence to 
a non-trivial, physically meaningful policy. The roll correction component for hip-roll 
joints is validated by the hip-roll joints showing the largest RMSE (0.114 Nm) and by 
the 33.33 pp improvement at the 90-degree lateral push direction. 

5.6 Limitations 

Several limitations of this work should be noted when interpreting the results. 

• Fixed push duration: all pushes are applied for a fixed duration. The results charac-
terise disturbance rejection for a specific impulse profile. Variable duration could 
reveal different controller behaviour and is not tested. 

• Offline training with no online adaptation: the MLP is trained once and deployed 
without further updates. If the robot encounters conditions not represented in the 
training data, the MLP has no mechanism to adapt. 

• Different evaluation protocols: HQP-WBC was evaluated across 480 trials (8 direc-
tions) and Passivity-WBC across 720 trials (12 directions). Per-angle comparisons 
between the two controllers are not possible. 

• Simulation only: all experiments are conducted in MuJoCo. Real-world contact dy-
namics, actuator compliance, and sensor noise are not modelled. 

• Single starting posture: all trials begin from the same nominal standing configura-
tion. Robustness across varied initial postures is not evaluated. 

• Fixed foot contact: the foot never leaves the ground throughout all trials. Stepping 
recovery, which would be required for the largest disturbances, is outside scope. 
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5.7 Future Work 

Seven directions are identified for future work. 

• Variable push duration experiments: systematically vary push duration to character-
ise whether impulse magnitude or peak force is the primary predictor of recovery 
outcome. 

• Sequential multi-push testing: evaluate recovery from two or more consecutive 
pushes to test whether the MLP's corrections compound or interfere across multi-
ple disturbances. 

• Online reinforcement learning fine-tuning: start from the supervised pre-trained 
MLP weights and continue training with RL rewards based on survival time and 
CoM deviation. This avoids the sparse reward problem of training from scratch (the 
PPO attempt failed for this reason) while potentially discovering recovery strategies 
that supervised cloning alone cannot find. 

• Fix HQP-WBC lateral recovery: add an explicit frontal-plane balance task to the 
HQP task hierarchy. This would address the complete failure at the 270-degree di-
rection (left-lateral push) by giving the QP solver a direct mechanism for lateral 
CoM correction. 

• Walking balance extension: extend the evaluation from standing balance to walking 
push recovery, which requires footstep planning and swing-leg trajectory generation 
in addition to the balance controller, when recovery fails entirely, protective falling 
motion strategies represent a complementary safety layer [15]. 

• Sim-to-real transfer: apply domain randomisation over actuator dynamics, contact 
parameters, and inertial properties. The Passivity-Based WBC is the better candidate 
for hardware validation because its direct MuJoCo state reading generalises more 
naturally to hardware sensor readings than the Pinocchio-based computation in 
HQP-WBC.Advanced foot sensing such as tactile arrays at the sole has demon-
strated benefits for locomotion on unknown terrain [18] and would be a valuable 
addition in future hardware experiments. 

• Recurrent or attention-based architecture: test whether a longer temporal context  
using an LSTM or transformer rather than a fixed 5-frame window  imp-roves cor-
rections at high forces (above 175 N) where the current MLP provides no benefit. 



Degree Project for Master of Science with specialization in Robotics 
Error! No text of specified style in document. - Conclusion 

 

 42 

6 Conclusion 

6.1 Summary of Work 

This project designed, implemented, and evaluated a lightweight supervised residual 
MLP module for augmenting model-based Whole-Body Controllers in humanoid robot 
push-recovery tasks. The module is controller-agnostic in architecture: a two-hidden-
layer network with 128 ReLU units per layer and six bounded outputs, trainable on 
standard CPU hardware within hours without GPU infrastructure. Two structurally dif-
ferent WBC controllers were used as case studies for the Unitree H1 in MuJoCo 3.x: 
the HQP-WBC using Pinocchio rigid-body dynamics and OSQP quadratic program 
solving, and the Passivity-Based WBC using only MuJoCo state with algebraic energy-
shaping layers. Both controllers were implemented, validated, and subjected to system-
atic push disturbance evaluations. The residual MLP was applied to each controller us-
ing curriculum data collection, a pitch-rate behaviour cloning training target with roll 
correction, and offline supervised training. 
 

6.2 Answers to Research Questions 

RQ1 - Does augmenting a model-based Whole-Body Controller with a super-
vised residual MLP significantly improve stability rate under randomised exter-
nal push forces on the Unitree H1 humanoid robot in simulation?  
For the Passivity-Based WBC: yes. The MLP improved overall stability from 56.94% 
to 62.50% across 720 trials, a gain of 5.56 percentage points (McNemar p = 0.000001). 
The improvement is concentrated in the 75–175 N force range where the base control-
ler operates near its feasibility boundary, and is driven primarily by direction-aware hip-
roll corrections in response to lateral disturbances. 
For the HQP-WBC: no, and actively harmful. The MLP reduced stability from 19.79% 
to 0.00% across 480 trials (McNemar p < 0.0001), with mean fall time decreasing from 
2.47 seconds to 1.52 seconds, confirming active destabilisation rather than passive fail-
ure. 
The answer to RQ1 is strongly controller-dependent: the MLP significantly improves 
stability when the base controller is structurally compatible with additive correction, 
and significantly harms it when it is not. These findings are specific to a standing balance 
task in MuJoCo simulation on the Unitree H1; whether the same relationship holds 
during dynamic locomotion or on physical hardware remains an open question. 
 
RQ2 - Does the magnitude of improvement vary depending on the structural 
architecture of the base controller, and if so, what architectural properties deter-
mine whether residual MLP augmentation is beneficial or harmful?  
Yes, dramatically and in opposite directions: −19.79 pp for HQP-WBC and +5.56 pp 
for Passivity-Based WBC, a total spread of 25.35 percentage points. Three controller 
properties explain this difference: additive composability, state consistency, and training 
signal quality. The Passivity-WBC satisfies all three conditions favourably — its layered 



Degree Project for Master of Science with specialization in Robotics 
Error! No text of specified style in document. - Conclusion 

 

 43 

algebraic structure absorbs δτ naturally, its direct MuJoCo state reading remains con-
sistent under perturbation, and its 56.94% baseline provides sufficient recovery epi-
sodes for supervised learning. The HQP-WBC fails all three simultaneously — its glob-
ally optimised torque output cannot accommodate external additions, its Pinocchio dy-
namics model diverges from MuJoCo under external forces, and its sub-7% stability 
above 125 N leaves the MLP training on predominantly falling episode data. The full 
mechanistic explanation is given in Section 5.2. 

6.3 Key Finding - Architecture Compatibility Determines Out-
come 

The central finding of this project is that residual MLP augmentation can significantly 
improve humanoid balance robustness, but whether it improves or actively harms per-
formance is not determined by the MLP design, the training procedure, or the force 
conditions evaluated. It is determined entirely by the architecture of the base controller 
it is applied to. The same MLP, producing the same type of corrective torque δτ through 
the same forward pass, improved stability by 5.56 pp on one controller and destroyed 
it completely on another. The MLP itself was not the variable. The controller was. 
This was not anticipated at the outset of the project and is the principal contribution to 
knowledge. It reframes the question that practitioners should ask before applying resid-
ual learning to a WBC system. The question is not "will an MLP help?" but "is this 
controller architecturally compatible with additive correction?" 
This finding generalises beyond the two specific controllers tested. Any WBC variant 
that computes torques through a global constrained optimisation including all QP-
based formulations  is unlikely to accommodate external torque additions without those 
additions being reformulated as internal optimisation tasks. The corrective torque may 
be physically present but the controller cannot absorb it without violating its own con-
straints. Controllers with algebraic additive torque computation including passivity-
based, impedance-based, and compliance-based formulations are natural candidates for 
additive residual augmentation because their structure already expects and tolerates 
layer-wise additions. Additionally, controllers that read state directly from sensors with-
out an intermediate rigid-body model are preferable, as model-based state estimation 
introduces inconsistencies under external perturbation that corrupt the training signal 
and produce wrong corrections even when the architecture is otherwise compatible. 
These two structural questions is the torque computation additively composable, and is 
the state representation consistent under perturbation should be answered before ap-
plying any additive learning module to a model-based controller. 

6.4 Practical Recommendation 

 
For researchers considering residual MLP augmentation of humanoid WBC, the Pas-
sivity-Based WBC is the recommended base controller. Its algebraic additive structure 
accommodates the MLP as an additional layer without architectural conflict. Its direct 
state reading generalises more naturally to hardware sensor inputs than Pinocchio-based 
computation. Its energy-dissipative property provides inherent robustness to modelling 
errors. The 5.56 pp improvement demonstrated here is statistically robust and was 
achieved with a network that trains within hours on standard CPU hardware, without 
GPU infrastructure, complex reward engineering, or online simulation interaction. The 
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recommended path toward hardware deployment is Passivity-Based WBC with super-
vised residual MLP augmentation followed by domain-randomised sim-to-real transfer, 
as outlined in Section 5.6. 
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