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Abstract

The Controller Area Network (CAN) protocol is one of the most widely used
communication interfaces in modern cars, providing a reliable way for Electronic Control
Units (ECUs) to exchange information. Although the protocol itself is publicly documented,
the structure and meaning of the data within each frame are determined by individual
manufacturers and are usually kept proprietary. This creates significant challenges for
companies and hobbyists who aim to integrate custom tools or devices into a car. Reverse
engineering these proprietary data formats is possible, but it is often slow and labour-
intensive. This project explores the use of filtering algorithms together with unsupervised
Machine Learning (ML) to reduce the effort required to analyse CAN traffic. The results
show that the proposed method can effectively identify relevant CAN IDs and associated
payload bits without relying on prior car-specific knowledge or proprietary data.
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Nomenclature

Glossary

CAN = Controller Area Network

ML = Machine Learning

ECU = Electronic Control Unit

ISO = International Organization for Standardization
DBC = DataBase Container

LIN = Local Interconnect Network

UART = Universal Asynchronous Receiver/Transmitter
MOST = Media Oriented Systems Transport

1D = Identifier

CSV = Comma-Separated Values

HBOS = Histogram-based Outlier Score

LOF = Local Outlier Factor

RPM = Revolutions Per Minute

OBD = On-Board Diagnostics
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1 Introduction

Back in the early 1980s, cars became more advanced as manufacturers continued to innovate
by implementing more technology into vehicles. An increase in microelectronics created a
problem: different Electronic Control Units (ECUs) needed an efficient way to communicate
with each other. In the early 1990s, a new communication protocol called Controller Area
Network (CAN) was developed to solve this issue and was later standardised as ISO 11898-
1 [1]. Despite this standardisation, the way manufacturers implement and use the CAN
protocol can still vary greatly between car models. The details of these implementations are
kept secret [2]. In addition, manufacturers use other protocols built on top of CAN, including
ISO-TP (ISO 15765-2) and J1939 [3]. Any third-party company seeking to read from or write
to a car’s ECUs must analyse and reverse engineer the CAN messages to determine which

message produces the desired effect [2].

1.1 Problem

The use of the CAN protocol varies across manufacturers, making the process of identifying
relevant messages time-consuming and tedious. This reverse engineering process often
involves using a visualisation tool such as Wireshark to manually inspect the data bytes of
each message and determine which messages correspond to specific user actions within the
car [4]. Reverse engineering CAN is a common focus for many companies, as it enables the
development of diagnostic tools, third-party features, and specialised equipment that must

integrate seamlessly with a vehicle’s existing systems.

1.2 Goal

The goal of this project is to develop a software tool that assists in reverse engineering CAN
bus traffic in cars while minimising the need for manual analysis. A key objective is to ensure
that the tool operates without relying on any labelled ground truth data, proprietary DBC
files, or assumptions about the car manufacturer or model. The effectiveness of the tool is

evaluated quantitatively at two levels:

1. CAN ID correctness, measured as the proportion of proposed CAN frames that can

be manually verified as being directly associated with the user action.

2. Bit-level correctness, measured as the proportion of candidate payload bits that can

be manually verified to be directly associated with the user action.

These metrics are computed for multiple baseline durations, with and without machine
learning, to assess the correctness of the proposed CAN IDs and payload bits, as well as the

effect of baseline duration on the results.

The project is conducted in collaboration with Standby AB, but all findings and source code
will be made publicly available on GitHub [5] to maximise the research’s benefit to the wider

community.
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1.3

Research questions

This project aims to answer the following two questions:

1.

1.4

What proportion of the proposed CAN IDs and corresponding bits related to user
actions can be verified as correct without labelled data or proprietary DBC files, and

to what extent does machine learning improve this proportion?

To what extent does the duration of baseline data collection affect the correctness of
the proposed CAN IDs and payload bits?

Limitations

This project focuses exclusively on reverse engineering the CAN protocol; other

protocols and proprietary alternatives are outside the scope of this project.

The software does not indicate how the identified bits relate to the event, making
interpretation necessary. In some cases, such as door states, this is straightforward
since they are binary (the door is either open or closed), reflected by the bit being 0
or 1. In other cases, such as the foot brake, multiple related signals are involved,

including pedal position, braking intensity, and whether braking occurs at all.

All testing and data collection were performed in a controlled environment, with the

car stationary, the engine turned off, and the ignition switched on.

This project does not address or analyse encrypted or compressed CAN message

formats.
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2 Background

Modern vehicles rely on an increasing number of ECUs, which has driven the need for
reliable and efficient communication protocols. As a result, several protocols have been
developed, each designed for specific functions and performance requirements. This chapter
focuses on the CAN protocol, provides a brief overview of other common in-vehicle

communication protocols, and introduces DBC files and machine learning.

2.1 Controller Area Network (CAN)

To meet the growing demand for a standardised ECU communication protocol, CAN was
developed [6]. CAN has served as the primary communication protocol in the automotive
industry for decades and continues to play a central role in modern cars. One reason for its
popularity is its high speed and low cost. The cost of manufacturing CAN-capable
microcontrollers has continued to decrease, largely due to the availability of highly energy-
efficient CAN transceivers with sleep mode functionality. When wiring CAN cables, it is
important to use twisted-pair cabling, as this reduces interference and lowers high-frequency

noise that might disrupt the signals [7].

The CAN protocol defines two versions of a CAN frame: standard and extended. The
difference lies in the number of bits allocated to the arbitration ID. The standard version
uses an 11-bit identifier, whereas the extended format uses 29 bits [7]. This project will
primarily focus on the standard CAN layout described below.

Name Abbreviation Bits
Start of Frame SOF 1
Arbitration Identifier 1D 11
Remote Transmission Request RTR 1
Identifier Extension Bit IDE 1
Reserved RO 1
Data Length Code DLC 4
Data D1-D8 0-04
Cyclic Redundancy Check CRC 16
Acknowledgement ACK 2
End of Frame EOF 7

Table 1: CAN frame structure.

o Start of Frame marks the beginning of a frame.
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o Arbitration Identifier identifies the device sending the frame. If two frames are
transmitted on the same bus at the same time, the frame with the lower ID has

priority.
o Remote Transmission Request indicates whether this device is sending or requesting data.

o Identifier Extension Bit indicates whether the standard or extended version is used (0
for standard, 1 for extended).

®  Reserved is not used for the standard version.
o  Data Length Code indicates how many bytes the data field contains.

® Duata is where the actual information of the frame is stored, also called the payload.
There is no guaranteed standard for how the data is structured; it is defined by each

manufacturer. This is the part of the frame that this project helps to reverse-engineer.

o Cyclic Redundancy Check is used for frame integrity and is not relevant for reverse-

engineering the data field.
o Acknowledgement ensures the data was sent and received correctly.

®  End of Frame marks the end of a frame.

2.2 Other car communication protocols

In addition to CAN, there are other in-vehicle communication protocols. The most

commonly used are:
e Local Interconnect Network (LIN)
e FlexRay
e Media Oriented Systems Transport (MOST)

LIN is a low-cost, low-speed protocol that wuses Universal Asynchronous
Receiver/Transmitter (UART) and fewer wires, making it suitable for non-critical functions
such as windows and mirrors [7]. FlexRay offers higher bandwidth and data integrity than
CAN and LIN but is more expensive and uses twisted-pair cabling [6]. MOST provides very
high bandwidth (up to ~150 Mb/s) for in-vehicle multimedia applications, with lower-cost
variants using twisted pair instead of optical fiber [7].

2.3 DataBase Container (DBC)

Manufacturers that use the CAN protocol typically do not disclose how car functions are
encoded within CAN message payloads. To internally document these message definitions,
manufacturers use Database Container (DBC) files, which describe how individual CAN IDs
and payload bits map to specific signals. However, DBC files are usually treated as
proprietary assets and are kept confidential for security, safety, and intellectual property

reasons [8]. As a result, third-party developers and researchers rarely have access to these
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tiles, making reverse engineering of CAN traffic a necessary step when integrating external

tools into a vehicle.

24 Body CAN Context and Measurement Scope

Automotive communication architectures are organised into functional domains, where
each domain consists of a subset of ECUs grouped by function and connected through a
dedicated subnetwork. Typical domains include powertrain, chassis, telematics, and body
systems. Communication between these domains is realized through gateway ECUs [9].

This structure is implemented as multiple separate CAN networks, such as engine CAN,
chassis CAN, and body CAN, each designed according to specific requirements [10].
Signals are generated within specific domains and may be exchanged between networks via
gateway ECUs [9].

In this work, CAN traffic is recorded exclusively from the body CAN network. Since
modern vehicle architectures comprise multiple CAN networks and access via a single
interface does not provide visibility of all network traffic [10], the observations are
inherently limited to the messages available on the body CAN network and any signals

observable through inter-network communication.

2.5 Machine Learning

There are two main machine learning approaches: supervised and unsupervised.

Supervised machine learning uses training data that consists of input data together with
corresponding labels. These labels define the expected output, allowing the algorithm to learn

the relationship between the input features and their correct interpretations [11].

Unsupervised machine learning, in contrast, is trained on unlabelled data. Since no
predefined labels are available, the algorithm does not know what the data represents and
instead attempts to identify patterns, relationships, anomalies, or clusters. For this reason,

unsupervised methods are commonly used for pattern discovery and anomaly detection [11].

In this project, unsupervised machine learning is used because the primary objective is to
reverse-engineer CAN bus data. As the meaning of the messages is initially unknown, labelled
training data does not exist, making supervised learning impractical. Furthermore, one of the
goals of this project is to avoid the use of DBC files, as these are typically proprietary and
difficult to obtain from car manufacturers. Unsupervised learning therefore aligns with the
project’s aim of extracting structure and meaning directly from raw CAN data without prior

knowledge.

2.6 Histogram-Based Outlier Score

Histogram-Based Outlier Score (HBOS) is an unsupervised anomaly detection algorithm
proposed by Goldstein and Dengel. It is based on the idea that outliers are in low-probability
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(low-density) regions of the data distribution, while normal values occur in high-density

regions [12].

HBOS assumes that features are independent and models the distribution of each feature
separately using histograms. For each feature, values are grouped into bins, and the histogram
is normalised such that the highest bin has a value of 1, providing an approximation of the
feature's probability distribution [12]. Frequent values are assigned to high-density bins,

whereas rare values are assigned to low-density bins.

To compute an outlier score for a data point p, HBOS determines the corresponding

histogram bin for each feature and combines the resulting values as follows:
1
hist;(p)

Consequently, rare values yield higher scores, meaning that larger HBOS values indicate a

d
HBOS(p) = ) log( )
i=0

greater likelihood of anomalous behaviour.

A key advantage of HBOS is its linear time complexity, making it efficient for large datasets
such as CAN traffic. However, since it treats features independently, it cannot capture
relationships between features. In this project, this is not considered a major limitation, as
the method primarily analyses individual values, although certain relationships between

features may remain undetected.

In this project, HBOS is used in Phase 4. A baseline dataset is used to model normal CAN
traffic patterns, and event data is then scored against it. CAN IDs associated with high
anomaly scores are considered more likely to correspond to user actions. HBOS is therefore
used as a filtering step to prioritise relevant CAN IDs rather than as a method for bit-level

identification.
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3 Related work

3.1 Challenges

Reverse engineering CAN traffic presents several fundamental challenges. The internal
structure of CAN data is proprietary, meaning manufacturers do not disclose how individual
bytes correspond to vehicle functions. This lack of transparency is widely recognised as a key
barrier in the field, as highlighted by multiple studies [2] [4] [13] that emphasize the difficulty
of analysing undocumented data formats and the absence of publicly available,
vehicle-specific signal definitions. Researchers such as Alessio Buscemi et al. [4] also stress
the absence of standardised datasets, which makes it difficult to compare different algorithms

under identical conditions and leads to inconsistencies in evaluation methodologies.

Mattia Zago et al. [14] released several datasets containing CAN bus traffic captured from
multiple vehicles in both idle and driving conditions. While these datasets can serve as
training data for machine learning models, the proprietary nature of CAN message data
structures, which vary between car manufacturers, means that data from one vehicle may not

be directly applicable or transferable to use with other vehicle models.

Another major challenge is the noisy nature of CAN traffic. Vehicles continuously broadcast
large volumes of periodic signals from numerous ECUs, making it difficult to distinguish
relevant signals from background activity. Craig Smith [15] explains in his book that values
such as revolution per minute (RPM) may be compressed, further complicating
interpretation without prior knowledge or manufacturer specifications. These challenges
form the foundation for why both manual and automated methods struggle to reliably extract

meaningful information from raw CAN logs.

3.2 Manual approaches

Abbott-McCune et al. [16] demonstrated fuzzing-based exploration and simulation
techniques to understand communication patterns safely, particularly in environments where
experimenting directly on a real vehicle would be hazardous. Although powerful, fuzzing

carries inherent safety risks and is generally unsuitable for operational vehicles.

Craig Smith [15] explains how Wireshark or candump can be used to read CAN traffic from
a car, and by observing how different bytes react during specific vehicle actions, researchers

have been able to manually reverse-engineer CAN traffic.

Manual methods remain slow, labour-intensive and prone to human error, especially when
dealing with overlapping events where a single vehicle action may change bits on multiple

CAN frames simultaneously.

3.3 Algorithmic approach

With the goal of fully automating the reverse engineering process of the CAN bus, Alessio
Buscemi et al. [17] introduced an approach that leverages the reuse of CAN frames shared
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across different vehicle models. Their method depends heavily on a large collection of DBC
files from various vehicle models. Because DBC files are model-specific, accuracy drops
when the system is tested on vehicles for which no corresponding DBC file is publicly

available.

Mert D. Pese et al. [18] mapped CAN messages to vehicle functions by analysing how
individual bits change over time within each message payload, allowing them to estimate
signal boundaries embedded within the data field. They then used smartphone motion sensor
data during driving to correlate real-world movement with changes in the extracted CAN
signals, helping them identify which signals represent kinematic values. By combining this
correlation with time-based filtering, they were able to remove irrelevant CAN IDs and
isolate the messages most likely tied to specific vehicle actions. The authors noted that while
their solution achieved generally strong accuracy, there were still areas for improvement, such
as leveraging the Data Length Code (DL.C) CAN message header in phase one or enhancing

region identification in phase two.

3.4 Machine learning approaches

3.41 Supervised learning

Alessio Buscemi et al. [13] and Thomas Huybrechts et al. [19] utilise pre-reverse-engineered
CAN bus datasets to train their machine learning models, making their approaches examples
of supervised learning. In both studies, the researchers were able to identify several key
vehicle functions when evaluating the models on the same car model used during training.
However, both articles emphasise that current tools still lack sufficient accuracy and conclude
that further research is necessary to enhance the reliability and overall performance of these
techniques.

Clinton Young etal. [2] used a combination of supervised and unsupervised learning to group
large numbers of messages into categorised labels. Their work began with manually
identifying a small set of key CAN messages, which were later combined with an
unsupervised algorithm to cluster messages into meaningful labelled groups.
Although supervised machine learning algorithms can achieve higher accuracy than
unsupervised algorithms, they tend to be less versatile. This is because supervised learning
requires labelled data for training, data that is often difficult and time-consuming to obtain,
sometimes requiring extensive manual work. As a result, supervised models may struggle
when applied to vehicles that produce data with structures different from those used during
training.

3.4.2 Unsupervised learning
Uchenna Ezeobi et al. [20] and Xiaojie Lin et al. [21] applied unsupervised machine learning

techniques, meaning the training data used is unlabelled. They employ various clustering

algorithms to associate CAN messages with corresponding vehicle functions. The accuracy
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of their methods varies, and performance drops significantly when analysing the data at the

byte- or bit-level.

3.5 Conclusion

Despite the extensive research already carried out on reverse engineering the CAN bus, the
need for further investigation remains. Previous studies [2], [13], [18], [22] have pursued goals
similar to those of this project, yet the demand for more effective tools to analyse CAN bus

traffic remains.

Unlike several existing approaches, this project does not rely on proprietary DBC files, pre-
labelled datasets, or supervised learning. Tools such as CANMatch [17] and supervised
ML-based methods [13], [19] require either car-specific prior knowledge or labelled training
data, which limits their transferability across car models. In contrast, the proposed tool
operates exclusively on raw CAN traffic using rule-based filtering combined with
unsupervised anomaly detection (HBOS), allowing it to be used on previously unseen cars
without manual ground-truth preprocessing. Furthermore, the presented system explicitly
evaluates performance at both the CAN ID level and the bit level under varying baseline

durations, which is not consistently addressed in earlier studies.
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4 Method

41 Approach

This project employs a quantitative, experimental, and applied engineering methodology to
investigate whether algorithmic filtering combined with unsupervised machine learning can
support the reverse engineering of CAN bus signals in cars. The methodology is design-
oriented and focuses on the development and evaluation of software rather than theory.
All results are derived from measurements obtained through controlled data collection and
software-based analysis. CAN bus traffic is recorded under predefined and repeatable
conditions, and the system’s performance is evaluated using metrics that measure the
correctness of the proposed CAN IDs and payload bits.

The methodological process follows an experimental workflow consisting of four sequential
phases. In Phase 1, a baseline dataset is collected to capture normal CAN traffic without user
interaction. Phase 2 involves structured user interactions with the car to trigger specific
functions while recording event-related CAN traffic and corresponding time intervals. In
Phase 3, rule-based post-analysis is performed using baseline-derived filtering and bit-level
analysis to identify CAN IDs and payload bits that change in response to these interactions.
Finally, Phase 4 applies unsupervised machine learning at the CAN ID level to detect
anomalous messages relative to the baseline, serving as a complementary mechanism for

prioritising candidate signals rather than for detailed bit-level interpretation.

Machine learning is applied in an unsupervised manner, meaning that no labelled CAN
datasets or proprietary DBC files are used at any stage. This choice supports the goal of
maintaining generality and applicability across different car models. Performance is assessed
based on the proportion of proposed CAN IDs and payload bits that can be manually
verified.

4.2 System design

421 User interface

A user interface was developed using a Python library called PySide6 to visualise both the
data and the results of the algorithms. The motivation for implementing a user interface in

this project is to enhance usability and make the system more accessible to new users.

4.2.2 Python libraries

Python was chosen as the primary programming language for this project due to its simple
syntax, making it well-suited for rapid prototyping and large-scale data analysis. In addition,
Python offers an extensive ecosystem of libraries, many of which focus on machine learning.
For this project, libraries such as NuPy and pandas were used for implementing machine

learning algorithms, filtering and sorting data, and loading datasets.

10
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A library called python-can was also utilised to read from the CAN bus using a CAN-capable
interface directly in Python. Furthermore, Python’s standard library provided numerous tools

for mathematical operations and data structure handling.

423 Code collaboration

Git was used as the version control system, with GitHub serving as the code hosting
platform. This setup enabled efficient collaboration during development, allowing changes
to be committed locally and then pushed to a shared repository on GitHub. One major
advantage of using a version control system is the ability to revert to previous commits. Each
commit effectively acts as a restore point, making it possible to recover from corrupted files,

failed experiments, or unintended modifications.

All code developed for this project is publicly available on GitHub [5].

424 Hardware

For this project, a PCAN interface (PEAK-System) was used to access CAN traffic from the
car. PCAN is a professional-grade CAN interface designed for industrial and automotive
applications, offering robust build quality along with extensive software tools and driver
support. Without appropriate CAN-capable interface hardware such as PCAN, it is not
possible to read CAN traffic directly from a car. The required drivers can be downloaded

from the manufacturer’s website [23].

425 Feedback

To ensure the project stayed on track, weekly meetings were held with Standby AB. These
meetings, supported by input from multiple teachers, confirmed steady progress and
provided valuable supervisory feedback. Any roadblocks or challenges were addressed

collaboratively, with potential solutions discussed to maintain project momentum.

4.2.6 Four phases

The methodology is divided into four sequential phases, each covering a step in CAN bus

reverse engineering and building on the previous one.

4.3 Phase 1 — Baseline data collection

First, a baseline dataset is collected to represent normal CAN traffic when the car is not in
use, allowing identification and removal of naturally fluctuating signals such as counters or
alive signals. The ignition must remain on to prevent the car from entering sleep mode, which
would suppress messages and lead to incomplete data capture. The car must not be interacted
with, to avoid misclassifying meaningful signals as noise. This data serves two purposes: it is
used for noise filtering in the rule-based algorithm (Phase 3) and as training data for HBOS
(Phase 4).

11
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Phase 1 is illustrated in Figure 1 and begins by connecting to the car’s CAN bus at a point
where meaningful data can be captured (e.g. the body CAN), as the OBD port often provides
limited data in newer cars [22]. In this experiment, a PCAN interface was used to capture
data from the CAN bus.

Once connected, recording begins to capture the CAN traffic. Longer recordings may be
preferable, especially for machine learning, which detects deviations from the baseline.
Baseline durations of 30 seconds, 1 minute, 10 minutes, and 15 minutes were tested to

evaluate the impact of different baseline durations.

After the recording is complete, the data is saved as a CSV file that is used in Phase 3 for
noise filtering, and in Phase 4 as training data for HBOS. CSV was chosen for its simplicity
and widespread use. Additionally, Python, the main programming language used in this
project, provides strong support for CSV through libraries such as pandas.

Qutput: baseline.csv
id,d1,d2,d3,d4,d5,d6.d7.d8
Input: CAN traffic 32,8,176,11,0,80.18.16.9

) 120,8,0.0,231.3,32,208.63
. 8.0.0, 32,208,
Record baseline » Save data to file R

PeakCAN. 51,128,0,0.0,0.0.7,208

Y

Y

from car using a

Figure 1: Phase 1 Overview - Collecting baseline data for analysis and machine learning.

4.4 Phase 2 - Car interaction

Once the baseline dataset has been collected, the user may begin interacting with the car. To
ensure consistency across all tests, a predefined set of car functions is used. Importantly, the

application itself does not assume or infer which function is being tested.
1. Driver door

Driver seat belt

Footbrake

Wipers

Hazard lights

Passenger door

Front passenger seat belt

Rear left door

e e A A R

Rear right door
Like Phase 1, this phase begins by establishing a connection to the car's CAN bus. After that,

each car function listed above is tested 3 to 5 times. To record when each car function is
activated, the GUI start button is pressed immediately before activation and the stop button

immediately after. The resulting timestamps define the time interval of each test and are used
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in Phase 3. The data is stored as a JSON file containing each function along with its
corresponding start and end times. In addition, a CSV (Comma Separated Value) file is saved,
as in phase 1. This CSV file contains all CAN traffic payloads recorded while the car
functions were actively triggered, unlike Phase 1 which captures baseline traffic without

interaction. In Figure 2, an overview of the different steps in this phase can be seen.

Input: CAN traffic Execute the car
from car using a » Start event process. » function repeatedly » Stop event process.
PeakCAN (3 - 5 times).

Output: events.json

"Rear left door™: {
“start_index": 208437,
“end_index": 328437,

Test another car
function?

Save data to files

A

khear right door": {
“start_index": 353622,
"end_index": 401954
1

\ 4
Output: events.csv
id,d1,d2,d3,d4,d5,d8.d7.d8
42,18,278,61,51,20,28.48.60
120,12,0,11,131,43,62,108,13
20.0,13,121,284,0,0.47,12

21,228,88,0,0,.32.0,72,108

Figure 2: Phase 2 Overview - Recording and saving CAN frames during user interaction with the car.

4.5 Phase 3 — Rule-based analysis

The rule-based algorithm identifies which bits in CAN frames correspond to specific car
events (e.g., hazard lights, brake pedal). It uses a baseline recording (no interaction), an event

recording (known actions), and a JSON file defining the index ranges for each event.
The method progressively filters 64 bits per CAN ID through the following steps:
1. Bit state computation

Each message is treated as a 64-bit value. For each ID, bits observed as 0 and 1 are
tracked. Bits that appear in both states have changed; others are static.

2. Noise elimination

Bits that change in the baseline are removed, as they fluctuate without user input.

3. Static bit elimination

Bits that never change in the event recording are removed.
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4. Temporal sectioning
The event data is divided into sections where all CAN IDs appear at least once.
5. Section mapping

Sections are assigned to events using the JSON index ranges. Remaining sections are

labelled 7o_event.
6. No-event filtering
Bits that change in 7o_event are removed.
7. Exclusivity constraint and cross-zone validation

Bits must change in exactly one event to be retained; for repeated events, they must

change in all occurrences (i.e., all index zones).
8. Change counting
Transitions per event are counted to validate signal behaviour.

The output lists CAN IDs and bit positions uniquely associated with each event, along with
their transition counts.

4.6 Phase 4 - Machine learning

The Histogram-Based Outlier Score (HBOS) algorithm was selected due to its strong
performance and high computational efficiency. It has been shown to be significantly faster

than many commonly used alternatives [12], which is important given the large volume of
CAN bus data.

The baseline file from Phase 1 is used to train an unsupervised HBOS model representing

normal behaviour. The event file from Phase 2 is then scored against this baseline.

Score values between 0 and 1 indicate minor, non-significant deviations from baseline
behaviour. A threshold greater than 1 is used to identify anomalies that are likely associated
with user actions, based on the observed separation between background noise and event-
related changes. Anomalies exceeding this threshold within defined event windows are

considered relevant.

Figure 3 provides a simplified overview of Phase 3 and Phase 4 using a single example event.
In Phase 3, red bits represent baseline noise that is removed; static bits are then filtered out,
and only event-specific bit changes are retained, shown in blue. In Phase 4, the corresponding
CAN IDs are evaluated using the HBOS model, which assigns anomaly scores. The colours
in Figure 3 (green for scores >1 and orange for lower scores) are used only to visualise the
scoring outcome and do not reflect the graphical user interface, where all CAN IDs are

presented and lower-scoring ones are greyed out.
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Ignore noise bits from baseline file

ID Payload

BET | 1ediie¢d oliseils 1iediedl eolslisl 11811112 @1sislll Se118818 111s1iss
S7F | @1ge1lls 11116661 29811818 10161511 S1184981 11661861 11188118 2celillsl
@48 | 111eee1s 88118111 &1811188 18868811 11111188 8116861 19162121 81811818
@53 | 22212111 11811868 21181821 11168818 12081181 21888118 11111891 22188111
aBa | 21111180 cecsilsd 19181818 11861186 S2111112 18116861 851811111 11lc8681
Ignore and mark unigue event bits from event file
ID Payload

aE3 18¢1 211811 23181181 11811118 21818111 #@112818 11181184
C7F | s1gedlis 11116061 28811818 16161611 61184081 11601861 11188118 2oelillsl
@48 | 111ecels 9811811l 2l811188 1eecesil 11111188 cellpeel 1e1se1sl 21811818
as3 1881 a118 11111881 111
2B | 21111183 @eas11a1 #2111118 18116881 81211111 11168681

Vi

Histrogram-Based outlier Score

ID Payload gutlier score
BE3 1881 §118811 eale1161 11811118 elala1ll éell8ald 11181188 | 1.724 (OK)

S7F | 21801116 11116661 @8e11818 16161811 61188801 11601661 11188118 28811161 (TOO LOW)
48 | 11180816 e116111 81811188 16006611 11111108 selineel 16462181 21211616

53 1881 8116 11111881 111

B8 | e11111e8 GeEE1181 ge111118 18118661 81811111 111668861 | 2,648 (0K)

Figure 3: Phase 3 and Phase 4 Overview — Baseline-derived noise bits are removed, and the remaining bits are filtered
throngh rule-based constraints to isolate event-related changes per CAN 1D (Phase 3). The corresponding CAN IDs
are then evaluated as whole signals using HBOS' to assign anomaly scores and highlight potentially relevant signals

(Phase 4).
4.7 Performance metrics

4,71
The available data consists of a CSV (Comma-Separated Values) file generated by the

Evaluation Constraints

developed tool upon completion of a recording. The recording was performed on the body

CAN and may not capture all signals.

The accuracy metrics are derived from a manually verified subset of this data and should be
interpreted within this context. The subset includes only IDs for which one or more bits

change during a defined event, together with the corresponding bits.

The subset is selected through an automated filtering procedure that excludes any bit that
changes in the baseline file. The remaining candidates are required to change within all
defined event index zones in the CSV file and must not change outside these zones, including

in other events or in “no-event’” zones.

These bits constitute the output of the rule-based algorithm. Manual verification is

performed using an interface that allows live observation of each suggested bit while
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performing the corresponding actions on the car. Bits that change as expected are classified

as correct and form the basis for the definitions of “verified IDs” and “verified bits.”

4.7.2 Correctness Metrics

The correctness metrics evaluate the proportion of proposed CAN IDs and payload bits that

can be manually verified as being associated with the tested car function.

Total verified IDs
CAN ID Correctness (%) = Total presented IDs x 100

) Total verified bits
Bit Level Correctness (%) = Total presented bits %X 100

These definitions are used to evaluate the performance of the rule-based algorithm both

independently and in combination with unsupervised machine learning (HBOS).

4.7.3 Impact of Baseline Duration

To evaluate how different baseline collection durations affect noise filtering and
anomaly-detection training, three baseline lengths were tested at both the CAN ID level and

the bit-level. The tested durations were 30 seconds, 1 minute, 10 minutes, and 15 minutes.

4.8 Ethical consideration

From an ethical perspective, the primary risk associated with this CAN-analysis application
is that it could end up in the hands of an unauthorized individual, such as a hacker, who uses
it for preparatory reconnaissance. Even though the application is read-only and designed for
legitimate diagnostic work, it still provides structured visibility into car behaviour at the bit-
level. This form of visibility can be misused to build an informational foundation for later
harmful activity carried out with other tools. The ethical concern is therefore not that the
application directly enables attacks, but that it may lower the effort required to understand
how a car communicates internally and thereby give an unauthorized actor a clearer starting

point for planning malicious actions.

To reduce the risk of misuse of the developed tool, two design measures have been
implemented. First, the tool is strictly read-only, meaning that it cannot transmit messages
or otherwise interact actively with the car’s CAN bus. This prevents direct manipulation of
car behaviour. Second, meaningful interpretation of the results always requires human
involvement, as the tool is not a plug-and-play solution that automatically identifies or labels
critical CAN signals.
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5 Result

This chapter presents the results obtained using the proposed Python-based tool for CAN
bus signal identification on recorded CAN data from a car. The evaluation focuses on the
percentage of proposed CAN IDs and payload bits that can be manually verified across four
different baseline durations. To assess the impact of machine learning, the tool was executed
with and without machine learning enabled, and the results from both configurations are

compared.

5.1 CAN ID correctness

CAN ID correctness measures the percentage of proposed CAN IDs that can be manually
verified as being related to specific user actions. Figures 4 and 5 show CAN ID correctness
across different baseline durations for each tested car function, with and without machine

learning.

51.1 Without machine learning

CAN ID Correctness (%) vs Baseline Duration
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Figure 4: CAN ID correctness (%) for different baseline durations withont machine learning.
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5.1.2 With machine learning

CAN ID Correctness (%) vs Baseline Duration (ML)

100%
90%
80%
70%
60%
50%
40%
30%
20%
10%

0%
S & & N X ©

S

& & & d S @
b S RS & Ny N < W& N
< 5 K N4 & & X > N
& & N & S S 3 <
N & < N N°Y 'S (o) ,\/’b
LA I R R
> ® Q&'b & & X
R Q Q,bé’

m30sec m1min ®10min ®15min
Figure 5: CAN ID correctness (%) for different baseline durations with machine learning.

5.2 Bit-level correctness

Bit-level correctness measures the percentage of proposed payload bits that can be manually
verified as being associated with specific user actions. Figures 6 and 7 show bit-level

correctness across different baseline durations, with and without machine learning.

5.21 Without machine learning

Bit-level Correctness (%) vs Baseline Duration
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Figure 6: Bit-level correctness (%) for different baseline durations without machine learning.
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5.2.2 With machine learning

Bit-level Correctness (%) vs Baseline Duration
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Figure 7: Bit-level correctness (%o) for different baseline durations with machine learning.

5.3 Comparison

Figures 8 and 9 present the average correctness across all tested baseline durations for each
car function. The figures show results with and without machine learning, allowing for direct

comparison of the two approaches.

Impact of Machine Learning on CAN ID

Correctness
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Fignre 8: Average CAN ID correctness across all baseline durations for each tested car function, with and without
machine learning.
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Impact of Machine Learning on Bit-Level

Correctness
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Fignre 9: Average bit-level correctness across all baseline durations for each tested car function, with and withont
machine learning.

Figure 10 presents the average CAN ID correctness across all tested user actions and baseline
durations, comparing results obtained with and without machine learning. A slight increase
in CAN ID correctness can be observed after applying HBOS to the identified CAN IDs.

Average CAN ID Correctness (%)
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Figure 10: Average CAN ID correctness across all fested user actions, comparing different baseline durations with
and without machine learning.
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Figure 11 presents the average bit-level correctness across all tested user actions and baseline
durations, comparing results obtained with and without machine learning. A slight increase
in bit-level correctness can be observed after applying HBOS to the identified CAN IDs.

Average Bit-Level Correctness (%)
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Figure 11: Average bit-level correctness across all tested user actions, comparing different baseline durations with and
withont machine learning.

6 Analysis

The goal of this study was to develop a tool that can help identify CAN IDs and payload bits
corresponding to specific car functions without using labelled data or proprietary databases.

This chapter analyses the results in relation to the research questions.

6.1 RQ1: What proportion of the proposed CAN IDs and
corresponding bits related to user actions can be verified
as correct without labelled data or proprietary DBC files,
and to what extent does machine learning improve this
proportion?

The results show that the developed tool can identify CAN IDs and corresponding bits

related to specific car functions without labelled data. Using only the rule-based algorithm,

relevant IDs and bits were identified for all tested car functions. This demonstrates that
meaningful signal identification can be achieved using filtering and event-based analysis

alone.

When machine learning was enabled, one vehicle function, the windscreen wipers, was
excluded due to a low anomaly score, as shown in Figures 5 and 7. This suggests that
although machine learning is effective at reducing the number of incorrectly identified bits
in most cases, it may also filter out correctly identified bits when the deviation from normal

behaviour is relatively small. As a result, machine learning may occasionally exclude correctly
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identified bits in certain situations. This is further supported by Figures 8 and 9, where the

wipers function shows higher correctness when machine learning is not used.

As shown in Appendices A and B, the number of CAN IDs presented by the tool is limited,
with a maximum of six IDs per car function. Even when taking incorrectly identified bits
into account, this approach results in significantly fewer IDs to examine than manual reverse
engineering, where every changing ID must be analysed individually. Consequently, manual

verification becomes more practical and the overall effort required is reduced.

Figures 10 and 11 show that machine learning provides a small improvement in average
correctness at both the CAN ID level and the bit level. However, the improvement is limited,
indicating that the rule-based algorithm performs most of the core filtering. Machine learning
therefore acts as an additional step for reducing the number of incorrectly identified bits

rather than being the primary contributor to successful identification.

6.2 RQ2: To what extent does the duration of baseline data
collection affect the correctness of the proposed CAN IDs
and payload bits?

The results indicate that baseline duration affects the consistency of the results but has a

limited impact on overall correctness. As shown in Figures 5 and 7, some car functions, such

as the rear left and rear right doors, achieved high correctness when using a short baseline
duration of 30 seconds. Since this behaviour occurred only in isolated cases, it is likely due

to coincidence rather than a systematic effect.

Short baseline durations provide limited data for the machine learning model, leading to less
stable anomaly scores. This suggests that machine learning requires more baseline data to

produce consistent results.

When comparing average correctness across all tested baseline durations, a small increase
can be observed when moving from shorter baselines to longer ones, as shown in Figures 10
and 11. However, the improvement is marginal. A longer baseline mainly increases the
reliability of the tool rather than significantly improving correctness. Beyond a certain

duration, increasing the baseline length provides limited additional benefit.
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7 Discussion

The rule-based algorithm captures only the bits that change during a specific event (user
action) and stores them together with their associated IDs. The machine learning model then
evaluates these IDs by measuring how much the payload deviates from the baseline
throughout the entire event file. Since testing was conducted on only a single vehicle, it is
not possible to determine whether the higher scores assigned to correct IDs are coincidental.
Further validation across multiple vehicles is required to assess the generalisability of the
approach.

The approach is designed to be manufacturer-independent, as it relies solely on statistical
properties of CAN traffic rather than predefined signal definitions or proprietary databases.
In principle, this allows the method to be applied across different vehicle manufacturers
without modification. However, its effectiveness across different vehicle platforms has not

been validated and therefore remains uncertain.

Experiments were conducted on a Volvo XC60 (2024) using access to the body CAN, where
meaningful signals could be captured, and on a Volvo S60 (2013), where only the OBD
interface was available, resulting in limited data access. Access to the body CAN in this study
was made possible through a controlled workshop environment at Standby AB, where the
necessary conditions and equipment were available. Such conditions are not typically
available in general scenarios. In most cases, accessing the body CAN requires intrusive
interaction with internal vehicle systems, such as interfacing with wiring behind interior
panels. This often involves partial disassembly, introducing risks of hardware damage and
potential safety concerns, while also requiring additional equipment, time, and specialised
facilities. As a result, even if such access is technically possible, it was considered impractical

within the scope of this study and was therefore not pursued for additional vehicles.

7.1 Challenges and limitations

On the Volvo S60, none of the defined events could be reliably identified via the OBD
interface, despite testing both low-speed and high-speed CAN. Some indications of activity
were observed for the driver’s doot, but these could not be confirmed as event-related and

may be coincidental.

This highlights a practical limitation: many modern vehicles restrict access to large portions
of CAN traffic via the OBD interface. Differences in CAN architecture, message encoding,
and access restrictions between manufacturers may therefore affect identification
performance, and further evaluation across a broader range of vehicles is required to assess
scalability and generalisability.

The reported correctness metrics in this study should be considered alongside the limitations
of the experimental setup. The analysis is based on CSV data generated after each recording,
captured from the body CAN, which may not include all relevant signals. Furthermore, the
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correctness metrics are derived from a manually verified subset of the data, consisting only

of IDs and bits that change during defined event windows.

This subset is obtained through automated filtering, in which bits that change during the
baseline or outside the event windows, including during other events and no-event periods,
are excluded. As a result, the evaluation focuses only on bits that exhibit clear and isolated

behaviour, which may bias the reported correctness.

Finally, validation relies on manual verification through live observation of the identified bits
during corresponding vehicle actions. While this approach provides practical confirmation,

it introduces subjectivity and limits reproducibility.

7.2 Existing literature

The main advantage of the solution presented in this report is that it does not rely on
proprietary data. Several existing studies [2] [13] [19] report promising results; however, these
approaches depend on data that is difficult to obtain. In addition, because CAN payload
structures vary significantly between car models, their performance often degrades when
evaluated on cars that differ from those used during training. A study from Xiaojie Lin et al.
[21] avoided the use of proprietary data and applied clustering techniques to identify
correlations between CAN IDs. While this improves general applicability, their methodology
did not include testing on smaller signals such as lights or doors. Instead, their study focused
on larger continuous values, such as vehicle speed and engine RPM (revolutions per minute),

rather than binary or event-driven signals.

7.3 Sustainability considerations

The tool was designed with economic, social and ecological sustainability in mind. From an
economic perspective, it reduces the time and effort required to analyse CAN data, which
can lower development costs and improve efficiency. Socially, it enables analysis without the
need for proprietary data, and the code is made publicly available on GitHub, making this
tool more accessible and supporting knowledge sharing. The design also considers ethical
aspects, as the system is read-only and requires human interpretation, which helps limit
misuse. From an ecological perspective, more efficient data analysis may support improved
vehicle maintenance and system optimisation, which can help avoid unnecessary resource

use and reduce environmental impact.

7.4 Future work

A more comprehensive evaluation of the proposed tool across multiple vehicles, ideally from
different manufacturers, is needed. Such an evaluation would better assess whether the
approach of avoiding proprietary data generalises effectively across varying CAN
implementations. Furthermore, many CAN payloads represent numerical values, such as
vehicle speed, engine RPM, temperature, or pressure. Interpreting these signals meaningfully

would require converting raw payload bits into a human-readable decimal format using
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appropriate scaling factors, offsets, and units, which is not addressed in the current

implementation.
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8 Conclusion

This thesis demonstrated that CAN IDs and payload bits related to car functions can be
identified without labelled or proprietary data. The rule-based approach proved to be the
main contributor to successful identification, while machine learning provided a modest
improvement by reducing the number of incorrectly identified bits, although at the cost of
occasionally excluding correctly identified bits. Baseline duration had a limited impact on
overall correctness, mainly improving result stability rather than identification performance.
Overall, the tool significantly reduces the effort required for manual CAN signal analysis and

provides a solid foundation for further development.
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Appendices
See the following pages.
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A: Raw results without Machine Learning

Baseline duration: 30 seconds without machine learning (Volvo XC60)

Car Function Presented | Verified | CAN ID Presented | Verified | Bit-level
IDs IDs correctness (%) | bits bits correctness (%o)
Driver door 2 1 50.0% 7 2 28.6%
Passenger door 4 1 25.0% 8 2 25.0%
Rear left door 3 1 33.3% 5 1 20.0%
Rear right door 4 1 25.0% 6 1 16.7%
Driver’s seat belt 5 1 20.0% 16 1 6.25%
Passenger seat belt | 1 1 100% 1 1 100%
Foot brake 6 4 66.7% 30 22 73.3%
Hazard lights 2 2 100% 13 13 100%
Wipers 2 1 50.0% 5 3 60.0%
Baseline duration: 1 minute without machine learning (Volvo XC60)
Car Function Presented | Verified | CAN ID Presented | Verified | Bit-level
IDs IDs correctness (%) | bits bits correctness (%o)
Driver door 2 1 50.0% 7 2 28.6%
Passenger door 4 1 25.0% 8 2 25.0%
Rear left door 3 1 33.3% 5 1 20.0%
Rear right door 4 1 25.0% 8 1 12.5%
Driver’s seat belt 5 1 20.0% 16 1 6.25%
Passenger seat belt | 1 1 100% 1 1 100%
Foot brake 6 4 66.7% 30 22 73.3%
Hazard lights 2 2 100% 13 13 100%
Wipers 2 1 50.0% 5 3 60.0%

Baseline duration: 10 minutes without machine learning (Volvo XC60)

Car Function Presented | Verified | CAN ID Presented Verified | Bit-level
IDs IDs correctness (%) | bits bits correctness (%o)
Driver door 2 1 50.0% 7 2 28.6%
Passenger door 4 1 25.0% 8 2 25.0%
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Rear left door 3 1 33.3% 5 1 20.0%
Rear right door 5 1 20.0% 9 1 11.1%
Driver’s seat belt 5 1 20.0% 13 1 7.69%
Passenger seat belt | 1 1 100% 1 1 100%
Foot brake 5 4 80.0% 29 22 75.9%
Hazatd lights 2 2 100% 13 13 100%
Wipers 1 1 100% 3 3 100%

Baseline duration: 15 minutes without machine learning (Volvo XC60)

Car Function Presented | Verified | CAN ID Presented | Verified | Bit-level
IDs IDs correctness (%) | bits bits correctness (%o)
Driver door 1 1 100.0% 6 2 33.3%
Passenger door 4 1 25.0% 8 2 25.0%
Rear left door 3 1 33.3% 5 1 20.0%
Rear right door 4 1 25.0% 6 1 16.7%
Driver’s seat belt 5 1 20.0% 12 1 8.33%
Passenger seat belt | 1 1 100% 1 1 100%
Foot brake 5 4 80.0% 29 22 75.9%
Hazatd lights 2 2 100% 13 13 100%
Wipers 1 1 100% 3 3 100%
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B: Raw results with Machine Learning

Baseline duration: 30 seconds with machine learning (Volvo XC60)
Car Function Presented | Verified | CAN ID Presented | Verified | Bit-level
IDs IDs correctness (%) | bits bits correctness (%o)
Driver door 1 1 100% 6 2 33.3%
Passenger door 3 1 33.3% 6 2 33.3%
Rear left door 1 1 100% 1 1 100%
Rear right door 1 1 100% 1 1 100%
Driver’s seat belt 4 1 25.0% 14 1 7.14%
Passenger seat belt | 1 1 100% 1 1 100%
Foot brake 4 2 50.0% 27 22 81.5%
Hazard lights 2 2 100% 13 13 100%
Wipers 1 0 0.00% 2 0 0.00%

Baseline duration: 1 minute with machine learning (Volvo XC60)

Car Function Presented | Verified | CAN ID Presented | Verified | Bit-level

IDs 1Ds correctness (%) | bits bits correctness (%)
Driver dootr 1 1 100% 6 2 33.3%
Passenger door 3 1 33.3% 6 2 33.3%
Rear left door 2 1 50.0% 3 1 33.3%
Rear right door 3 1 33.3% 7 1 14.3%
Driver’s seat belt 4 1 25.0% 14 1 7.14%
Passenger seat belt | 1 1 100% 1 1 100%
Foot brake 4 2 50.0% 27 22 81.5%
Hazard lights 2 2 100% 13 13 100%
Wipers 1 0 0.00% 3 0 0.00%

Baseline duration: 10 minutes with machine learning (Volvo XC60)

Car Function Presented | Verified | CAN ID Presented | Verified | Bit-level

IDs IDs correctness (%) | bits bits correctness (%o)
Driver door 1 1 100% 6 2 33.3%
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Passenger door 3 1 33.3% 6 2 33.3%
Rear left door 2 1 50.0% 3 1 33.3%
Rear right door 3 1 33.3% 3 1 33.3%
Drivet’s seat belt 4 1 25.0% 12 1 8.33 %
Passenger seat belt | 1 1 100% 1 1 100%

Foot brake 4 2 50.0% 28 22 78.6%
Hazard lights 2 2 100% 13 13 100%

Wipers 1 0 0.00% 2 0 0.00%

Baseline duration:

15 minutes with machine learning (Volvo XC60)

Car Function Presented | Verified | CAN ID Presented | Verified | Bit-level
IDs IDs correctness (%o) | bits bits correctness (%o)
Driver door 1 1 100% 6 2 33.3%
Passenger door 3 1 33.3% 6 2 33.3%
Rear left door 2 1 50.0% 3 1 33.3%
Rear right door 2 1 50.0% 3 1 33.3%
Driver’s seat belt 4 1 25.0% 1 1 9.01 %
Passenger seat belt | 1 1 100% 1 1 100%
Foot brake 4 2 50.0% 28 22 78.6%
Hazard lights 2 2 100% 13 13 100%
Wipers 1 1 100% 3 3 100 %
Appendix B:2




	Preface
	Abstract
	Nomenclature
	1 Introduction
	1.1 Problem
	1.2 Goal
	1.3 Research questions
	1.4 Limitations

	2 Background
	2.1 Controller Area Network (CAN)
	2.2 Other car communication protocols
	2.3 DataBase Container (DBC)
	2.4 Body CAN Context and Measurement Scope
	2.5 Machine Learning
	2.6 Histogram-Based Outlier Score

	3 Related work
	3.1 Challenges
	3.2 Manual approaches
	3.3 Algorithmic approach
	3.4 Machine learning approaches
	3.4.1 Supervised learning
	3.4.2 Unsupervised learning

	3.5 Conclusion

	4 Method
	4.1 Approach
	4.2 System design
	4.2.1 User interface
	4.2.2 Python libraries
	4.2.3 Code collaboration
	4.2.4 Hardware
	4.2.5 Feedback
	4.2.6 Four phases

	4.3 Phase 1 – Baseline data collection
	4.4 Phase 2 – Car interaction
	4.5 Phase 3 – Rule-based analysis
	4.6 Phase 4 - Machine learning
	4.7 Performance metrics
	4.7.1 Evaluation Constraints
	4.7.2 Correctness Metrics
	4.7.3 Impact of Baseline Duration

	4.8 Ethical consideration

	5  Result
	5.1 CAN ID correctness
	5.1.1 Without machine learning
	5.1.2 With machine learning

	5.2 Bit-level correctness
	5.2.1 Without machine learning
	5.2.2 With machine learning

	5.3 Comparison

	6 Analysis
	6.1 RQ1: What proportion of the proposed CAN IDs and corresponding bits related to user actions can be verified as correct without labelled data or proprietary DBC files, and to what extent does machine learning improve this proportion?
	6.2 RQ2: To what extent does the duration of baseline data collection affect the correctness of the proposed CAN IDs and payload bits?

	7  Discussion
	7.1 Challenges and limitations
	7.2 Existing literature
	7.3 Sustainability considerations
	7.4 Future work

	8 Conclusion
	9 References
	Appendices
	A: Raw results without Machine Learning
	B: Raw results with Machine Learning



