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Summary 

Root Cause Analysis (RCA) in turbine systems depends on both efficient access to historical 
investigation knowledge and the ability to reason about causal relationships between symptoms, 
subsystems and failure mechanisms. Although the existing chatbot used within the organization 
supports similarity-based document retrieval and LLM (large language model)-based inference 
through a Retrieval-Augmented Generation (RAG) architecture, it does not fully support struc-
tured RCA reasoning. This thesis investigates whether a RAG-based chatbot can be enhanced 
through a proposed PoC architecture that combines graph-guided retrieval, structured RCA 
reasoning and turbine domain causal knowledge to provide more interpretable and causally 
grounded RCA support. 

To address this, a proof-of-concept (PoC) RCA assistant was developed with two comple-
mentary workflows – Chat Mode for exploratory investigation support and Hypotheses Mode 
for structured root cause hypothesis generation. The PoC was evaluated against the existing 
chatbot through a comparative expert-based assessment using criterion-based scoring and man-
datory qualitative comments. The results show that the PoC provided only modest gains in 
Chat Mode, mainly in impact analysis, actionability and operational usability, while overall per-
formance remained comparable to the existing chatbot. In Hypotheses Mode, however, the 
PoC outperformed the existing chatbot across all evaluated criteria, with the strongest improve-
ments observed in causality, specificity and precision, and overall performance. The thematic 
analysis supported these findings by showing that Chat Mode judgements reflected trade-offs 
between interface quality and contextual usefulness, whereas Hypotheses Mode comments em-
phasized guided reasoning, stronger causal relationships, and better hypothesis quality. 

The thesis concludes that the proposed PoC architecture is a promising way to improve 
RCA-oriented chatbot support, particularly when domain-level turbine causal knowledge is 
combined with structured RCA reasoning for hypothesis-driven investigation. The main con-
tribution of the proposed architecture lies not in universally improving every type of chatbot 
interaction, but in providing stronger support for structured, hypothesis-driven RCA work. 
More broadly, the study shows how knowledge-enhanced conversational systems can contrib-
ute to reasoning-intensive engineering investigation support in domains where historical docu-
mentation and causal interpretation are central. 
 
Disclaimer: This thesis is based on anonymized and abstracted industrial data, and all organi-
zation-specific systems, processes, datasets, and technical identifiers have been intentionally 
generalized to enable public dissemination without disclosing proprietary information. 
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1 Introduction 

Gas turbines are internal combustion engines that convert fuels like natural gas or hy-
drogen into mechanical energy. The gas turbine has several crucial sections – inlet, com-
pressor, combustor, turbine, outlet and drive systems. Through the inlet section the air 
is drawn-in and then compressed through several stages in the compressor, after which 
it is mixed with the fuel and combusted in the combustor section. The combustion 
process leads to expansion of gases which is then utilized by the turbine blades to rotate 
and generate mechanical energy through the main drive shaft connected with a genera-
tor [1]. The exhaust gases escape through the outlet and in certain cases, this heat energy 
is reused to operate a steam turbine – which is a common practice nowadays [2]. Gas 
turbines typically achieve 30-40% in simple cycle configuration but can reach up to 60% 
in combined-cycle configuration through the reuse of hot exhaust gases [3]. Perfor-
mance of a gas turbine depends on design, size and operating conditions and are widely 
used in process industries for – mechanical drive applications, on-site power generation 
and cogeneration due to their efficiency and quick start capabilities. Key industries in-
clude oil and gas refineries, chemical manufacturing, energy producers, mining industry, 
food processing, pulp and paper industry [4]. 

Gas turbines are complex machines with numerous components that require to 
function properly to maintain the overall capability of the machinery [5]. From time to 
time, gas turbines need to be shut down for maintenance which is part of regular engi-
neering practice. However, in some cases the gas turbine could face unexpected shut-
downs due to technical-related failures and are considered highly detrimental from busi-
ness point-of-view. Such incidents are followed by a customer complaint and initiation 
of a field investigation. In case the field investigator finds a solution to mitigate the 
failure, the issue can be considered resolved. However, if the field investigation could 
not reveal a probable cause, that triggers a Root Cause Analysis (RCA) investigation [6]. 

There are numerous challenges associated with gas turbines, such as high tempera-
ture induced thermal stress and material fatigue, vibration induced component damage, 
poor lubrication induced wear and tear etc. In the event of significant field failures or 
repeated defects in products or equipment, the RCA team conducts thorough investi-
gation to prevent failures, defects and incidents by finding the true technical and process 
related causes and hence becomes a direct contribution towards improved safety, relia-
bility, quality and customer satisfaction. 

1.1 RCA Process at The Organization 

The RCA process step is part of the broader Product Integrity Process (PIP) for Oper-
ational Issue for Medium Gas Turbines (MGTs). Figure 1 shows a 10-step DO IT2 
problem-solving model which inspired the Root Cause Analysis process under Product 
Integrity Process for MGTs at the company where this research is being conducted [7]. 
The goal of PIP is rapid containment, sound root cause analysis, validated corrective 
actions, controlled fleet rollout and measurable improvement. 

PIP process is triggered when a gas turbine unit faces forced outages affecting effi-
ciency, recurrent part issues, safety or regulatory implications, complex root cause or 
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when cross-functional solutions are needed. Using tools such as 5-Whys, fishbone dia-
gram (Ishikawa) and fault trees, the team of experts develops mechanism-based hypoth-
eses and tests them through targeted inspections, calibrations, simulations, calculations 
etc. to eliminate non-causes. The outcome is a verified root cause that explains all ob-
served evidence and is actionable, plus an assessment of risk and fleet exposure. This 
yields clear, corrective and preventive actions, defined acceptance criteria and a verifi-
cation plan to confirm effectiveness, especially important for recurring issues in MGTs. 

1.1.1 Challenges during RCA Investigation 

After the investigation team receives the request to conduct a detailed investigation, the 
subsequent step is to obtain proper clarification of the task and define the problem at 
hand as clearly as possible. The next step consists of the most crucial and intensive 
process of investigating the actual root cause of the defined problem. During the inves-
tigation phase, the team manually pulls data, trends, maintenance records and inspec-
tion reports to perform timeline reconstruction and build the sequence from last-
known-good to the failure event to compare against healthy operation for the unit. 
Thereafter, through bounding and stratification, the team determines “where” and 
“when” of the issue occurrence to isolate distinguishing factors leading to the event. 
Tools like 5-whys, fishbone, fault-tree and physics-of-failure are used to formulate 
mechanism-based, testable hypotheses. After selection of most qualifying hypotheses, 
targeted inspections, calibrations, simulations and safe A/B comparisons are planned 
to find disconfirming evidence to eliminate non-causes of the event. 

The steps described above, lead to revelation of the actual root cause and generally 
gets assigned couple of weeks (based on the scope) to complete – which is a significant 
time for the customer running at limited capacity or complete shutdown of the turbine 
unit. To reduce the lead time of the investigation, the team manager commissioned 
development of a Chatbot to assist in the RCA investigation. The currently deployed 
Chatbot is available for beta testing by the team of experts at the company. 

1.1.2 Existing Chatbot Solution in The Organization 

The current chatbot solution has been developed and deployed by a development team 
based within the company. The system is designed to support root cause analysis pro-
cesses by providing contextualized, document-driven responses to user queries. It 
serves as an internal knowledge assistant that leverages historical technical documenta-
tion to facilitate faster issue investigation and resolution. 

The existing solution utilizes a wide range of historical documents, including inspec-
tion reports, RCA reports, root cause review documents, technical specifications, 

 
Figure 1 Top Level Overview of Product Integrity Process (PIP) 
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maintenance logs and related engineering documentation. These documents form the 
knowledge base upon which the assistant operates. From the technical perspective, the 
system is built on a RAG architecture. In this approach, user queries are first processed 
by an information retrieval component that searches a vectorized document database 
for semantically relevant content. The retrieved passages are then provided as contex-
tual input to a large language model (LLM), which generates a response grounded in 
the retrieved information. This architecture reduces hallucination risks compared to 
standalone generative models and improve factual consistency by anchoring responses 
to enterprise-approved documentation [8]. 

Although the existing chatbot demonstrates strong capabilities in similarity-based 
information retrieval, several functional and domain-specific limitations remain. These 
limitations highlight the gap between a document-retrieval assistant and a domain-
aware root cause investigation support system.  

1.1.3 Expected outcomes and challenges of the Existing Chatbot Solution 

When the existing chatbot used within the organization was first introduced, the ex-
pected outcome was not merely the implementation of a semantic document search 
engine, but the deployment of an intelligent assistant capable of supporting engineers 
throughout the root cause analysis process. The system was envisioned as a digital RCA 
investigator that could augment engineering expertise by combining historical 
knowledge retrieval with analytical reasoning. 
The intended objectives of the RCA chatbot included: 

• Acting as a Technical Investigation Assistant 
The chatbot was expected to support engineers beyond document retrieval by 
helping through structured failure investigations and guiding analytical reason-
ing. 

• Understanding Turbine System Context 
It was assumed that the assistant would recognize relationships between turbine 
components, subsystems and failure modes, thereby contextualizing technical 
issues within the overall system architecture. 

• Supporting Causal Analysis 
The system was expected to assist in identifying not only similar past cases but 
also plausible cause-effect relationships between observed symptoms and un-
derlying technical failures. 

• Facilitating Structured RCA Methodologies 
The chatbot was implicitly expected to align with established RCA frameworks 
such as 5-Whys method for iterative cause exploration, Ishikawa (fishbone) di-
agrams for systematic categorization of potential causes, Fault Tree Analysis 
(FTA) for logical modeling of failure pathways etc. 

In this envisioned role, the chatbot would act as a methodological guide, prompting 
users to validate hypotheses, explore alternative explanations and move systematically 
from symptom identification to root cause confirmation. Despite strong performance 
in similarity-based retrieval, the current implementation does not fully realize the origi-
nally intended analytical capabilities. Few identified challenges that this study aims to 
address are: 

• Similarity Without System Understanding 
The chatbot effectively retrieves content based on semantic similarity but lacks 
structured knowledge of turbine components and subsystem dependencies. 
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Consequently, it cannot independently infer which components are functionally 
linked to a reported issue. 

• Absence of Explicit Causal Modeling 
While historical reports may contain causal descriptions, but they are few in 
numbers and, the system does not internally model cause-effect relationships. 
It does not perform layered reasoning as required in the 5-Whys method, nor 
does it construct logical failure paths comparable to Fault Tree Analysis. 

• Limited Hypothesis Prioritization 
An experienced RCA investigator evaluates and prioritizes hypotheses based on 
subsystem criticality, failure likelihood and historical recurrence. The current 
chatbot does not perform such prioritization based on technical logic; instead, 
it ranks responses primarily based on semantic relevance. 

The expected outcome of the existing chatbot used in the organization was the deploy-
ment of an intelligent investigation assistant capable of combining historical knowledge 
retrieval with structured causal reasoning and methodological guidance. However, the 
current implementation primarily functions as an advanced semantic search tool. The 
central challenge therefore lies in bridging the gap between similarity-based document 
retrieval and investigator-level analytical reasoning. This gap defines the motivation of 
the research presented in this thesis. 

1.2 Aims 

The overall aim of this thesis is to investigate how a Retrieval-Augmented Generation 
(RAG)-based chatbot can be enhanced to move beyond similarity-driven information 
retrieval toward more accurate, explainable and causally grounded support for RCA 
investigations in turbine systems. 

While the existing chatbot performs effectively in retrieving semantically similar his-
torical cases, it does not yet function as an analytical assistant capable of supporting 
structured RCA reasoning. This thesis therefore seeks to evaluate whether architectural 
and knowledge-level enhancements can improve the reliability and investigative useful-
ness of chatbot responses in RCA contexts. 

To achieve this overall aim, the study focuses on the following specific objectives: 

• To examine how the proposed PoC architecture affects the relevance, inter-
pretability and causal consistency of chatbot responses compared to the 
similarity-based baseline. 

• To design and evaluate a structured RCA reasoning workflow that integrates 
domain-level turbine causal knowledge in order to improve quality of gen-
erated hypotheses compared to the similarity-based baseline. 

• To assess how RCA domain experts perceive the usefulness, actionability 
and overall investigative value of PoC chatbot outputs for RCA tasks. 

Through these objectives, the thesis aims to determine whether combining archi-
tectural refinement with domain-aware knowledge integration can bridge the gap be-
tween similarity-based chatbot responses and investigator-like analytical support in the 
RCA process within the studied organizational setting. 
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1.2.1 Research Questions 

To operationalize the aim of the study and provide a clearer basis for the methodolog-
ical design, evaluation and conclusion, the thesis is guided by the following research 
questions: 

• RQ1: How does the proposed PoC architecture affect the relevance, inter-
pretability and causal consistency of chatbot responses compared to the sim-
ilarity-based baseline? 

• RQ2: Does the integration of domain-level turbine causal knowledge with 
structured RCA reasoning improve hypothesis generation quality compared 
to the similarity-based baseline? 

• RQ3: How do domain experts perceive the usefulness, actionability and 
overall investigative value of PoC chatbot outputs for RCA tasks? 

1.3 Scope and Limitations 

This thesis focuses on enhancing the analytical support capabilities of an existing RAG-
based RCA chatbot used within the turbine-related root cause investigations. The study 
investigates how the proposed PoC architecture, combining graph-guided retrieval, 
structured RCA reasoning and domain-level turbine causal knowledge, can improve the 
chatbot’s ability to provide more relevant, interpretable and causally consistent support 
during RCA work. 

The work is limited to the investigation support function of the chatbot and does 
not seek to replace human RCA investigators or automate decision-making in failure 
analysis. Instead, the objective is to strengthen the system’s ability to assist engineers by 
improving knowledge-grounded retrieval and reasoning within the context of turbine 
components, subsystem relationships and failure mechanisms. 

Furthermore, this thesis does not aim to redesign established RCA methodologies 
such as 5 Whys, Ishikawa analysis or Fault Tree Analysis. Rather, it explores how an 
AI-based assistant can better support these investigative practices by providing context-
aware insights derived from historical documentation and structured domain 
knowledge. The study is therefore positioned at the intersection of AI-assisted 
knowledge retrieval and engineering investigation support, with a specific focus on im-
proving the usefulness of chatbot responses within RCA workflows. 

The study is also limited by its domain specificity. The knowledge resources, histor-
ical cases, and evaluation context are turbine-oriented, and the findings are therefore 
most directly relevant to structured engineering environments in which historical failure 
documentation and subsystem relationships are available in sufficient detail. Since the 
PoC combines several architectural and workflow-level enhancements, the study eval-
uates the combined effect of the proposed architecture rather than isolating the indi-
vidual contribution of each component. 

Finally, all organization-specific data, documents and system details have been 
anonymized and abstracted to prevent disclosure of proprietary or sensitive infor-
mation. 
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2 Related work 

Gas turbines are a type of internal combustion engines that operates by drawing in 
ambient air, mixing it with a fuel such as natural gas and igniting the mixture in a con-
tinuous process, resulting in high-pressure gases that spin the turbine blades to generate 
power – used in power plants, industries, aircrafts and maritime vehicles [5]. Since gas 
turbines utilize air as the working fluid, environmental factors like temperature, humid-
ity and pressure significantly influence its performance [4]. 

Due to the complexity of gas turbine systems and their operation under demanding 
conditions, faults and performance degradations may occur during their lifecycle. En-
suring reliable operation therefore requires continuous monitoring, maintenance and 
systematic investigation of unexpected failures [6]. This chapter reviews the methods 
and technologies related to root cause analysis in industrial systems, the use of artificial 
intelligence for knowledge retrieval in engineering investigations and recent develop-
ments in knowledge-based AI systems. 

2.1 Root Cause Analysis in Industrial Systems 

Gas turbines are complex engineering assets consisting of multiple interconnected sub-
systems such as compressors, combustion chambers, turbine stages, lubrication systems 
and control components. Since these subsystems operate under high temperatures, 
pressures and rotational speeds, failures or abnormal operating conditions may occur 
during operational lifecycle of the turbine. Gas turbine manufacturers provide mainte-
nance and service programs to ensure the reliable operation of their gas turbines 
throughout the product lifecycle. These services typically include scheduled inspections, 
preventive maintenance and condition monitoring to identify potential issues before 
they develop into critical failures [9]. 

Despite these preventive measures, unexpected events may still occur during tur-
bine operation. In some cases, such events may lead to performance degradation or 
even a complete shutdown of the turbine, which can have significant operational and 
financial consequences for the customer. When such incidents occur, an inspection is 
typically carried out to determine the immediate cause of the observed symptoms. If 
the cause of the event can be clearly identified during the inspection phase, corrective 
maintenance actions are implemented to restore normal operation. However, in case 
the underlying cause is not immediately evident, or when similar failures have been 
observed across multiple turbines or installations, a more detailed investigation process 
is initiated known as Root Cause Analysis investigation. 

Root Cause Analysis is a structured investigation process used to identify the fun-
damental cause of a problem rather than addressing only the symptoms [7]. In industrial 
environments, RCA typically involves the analysis of operational data, inspection re-
ports, historical failure records and expert knowledge. The goal is to determine the 
causal chain that led to the observed failure and to propose corrective actions that pre-
vent recurrence. During an RCA investigation, engineers often develop multiple hy-
potheses regarding potential causes of the failure. These hypotheses are evaluated using 
available evidence and technical reasoning until the most plausible explanation for the 
failure mechanism is identified. In complex systems such as gas turbines, it is common 
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for multiple hypotheses to be investigated in parallel, especially when failures involve 
interactions between multiple subsystems. 

Several structured methodologies have been developed to support the RCA process. 
One widely used technique is the 5 Why method, which involves repeatedly asking 
“why” 5 times or n-times, to progressively trace a problem back to its root cause [10]. 
Another common approach is Fault Tree Analysis (FTA), a top-down deductive 
method that models the logical relationships between system failures and their potential 
causes using a graphical tree structure [11]. 

Another widely applied technique in industrial investigations is the Ishikawa 
method, also known as Fishbone diagram or cause-and-effect diagram. This method 
organizes potential causes of a problem into structured categories such as equipment, 
process, materials, environment and human factors. By visually mapping possible con-
tributing factors, the Ishikawa diagram helps investigation teams systematically explore 
different causal pathways and identify relationships between symptoms and underlying 
causes [12]. Additional problem-solving frameworks such as Kepner-Tregoe method 
provide systematic procedures for problem analysis, decision analysis and root cause 
identification [13]. These methodologies support engineers in organizing investigation 
data, evaluating competing hypotheses and identifying causal relationships between sys-
tem components. 

Although these techniques provide structured approaches to failure investigation, 
their effectiveness often depends on the availability of relevant historical information 
and the experience of the investigation team. In large industrial organizations, vast 
amounts of historical investigation reports and technical documentation are generated 
over time. Leveraging this knowledge efficiently during new investigations remains a 
significant challenge, which has motivated the development of digital tools and AI-
based assistants for knowledge retrieval and decision support. 

2.2 AI-Based Knowledge Retrieval Systems for RCA Support 

To improve access to historical engineering knowledge, organizations increasingly em-
ploy digital systems that enable engineers to search and analyze large collections of 
technical documents. In recent years, advances in large language models (LLMs) have 
enabled the development of AI-based assistants capable of interacting with users in 
natural language and retrieving relevant information from large document repositories 
[14]. However, one of the major challenges with implementing LLMs for generating 
natural language response in most of the real-world scenarios that require domain spe-
cific solution is hallucination – caused by lack of training data [15]. Hallucination in this 
context refers to generation of content by LLMs that is factually incorrect, inconsistent 
and fabricated based on similar but irrelevant data [16]. 

2.2.1 Retrieval-Augmented Generation (RAG) 

The issue caused due to hallucination by LLMs can be addressed by Retrieval-Aug-
mented Generation (RAG) which ensures that the LLM is injected with the required 
external knowledge – outside its training data, which gained significant momentum after 
its introduction in 2020 [17]. RAG combines information retrieval techniques with gen-
erative language models in order to produce responses grounded in external knowledge 
sources. In a typical RAG architecture, a user query is first converted into a vector 
representation using an embedding model. The system then retrieves semantically sim-
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ilar documents or document fragments from a vector database. These retrieved pas-
sages are provided as contextual input to a large language model, which generates a 
response based on both the query and the retrieved information [18]. This approach 
has several advantages compared to standalone generative models. By grounding re-
sponses in retrieved documents, RAG systems can reduce hallucinations and provide 
answers that are more closely aligned with the underlying knowledge base. Many enter-
prise AI assistants rely on this architecture to support knowledge retrieval from internal 
documentation [19]. The current RCA chatbot used within the organization also follows 
a similar principle. The system retrieves relevant investigation reports and technical 
documents based on semantic similarity between the user’s query and historical cases. 
The retrieved information is then used by a language model to generate responses. 

While this approach enables efficient discovery of similar historical cases [20], it has 
limitations in engineering investigation scenarios. Purely similarity-based retrieval may 
not fully capture the underlying relationships between turbine components or the causal 
mechanisms that lead to specific failures. As a result, the system may retrieve relevant 
documents but may not necessarily support structured reasoning about potential root 
causes [21]. These limitations have motivated research into integrating structured 
knowledge representations with LLMs to improve reasoning capabilities. 

2.2.2 Embeddings and Vector-Based Retrieval 

Embeddings and vector-based retrieval form the core of many modern information 
retrieval systems used in AI-driven assistants. Unlike traditional keyword-based search 
methods, which rely on exact term matching, embedding-based approaches represent 
textual data in a continuous vector space where semantic meaning is preserved [22]. 
This enables systems to retrieve information based on contextual similarity rather than 
exact wording, which is particularly useful when working with large collections of un-
structured technical documents [23]. 

An embedding is a numerical representation of text, typically generated using a ma-
chine learning model trained to capture semantic relationships between words, phrases 
or documents. In this representation, semantically similar pieces of text are mapped to 
nearby points in a high-dimensional vector space. In a vector-based retrieval system, all 
documents in a knowledge base are first processed and converted into embeddings. 
These embeddings are then stored in a vector database, which is optimized for efficient 
similarity search [24]. 

This approach is a fundamental component of RAG systems, where retrieved doc-
ument fragments are provided as context to a language model. By grounding responses 
in semantically relevant documents, embedding-based retrieval improves the factual 
consistency and relevance of generated answers [25]. However, despite its strengths, 
vector-based retrieval also has important limitations [16]. The primary limitation is that 
it relies solely on semantic similarity and does not explicitly model relationships between 
entities such as turbine components, failure modes or causal mechanisms. As a result, 
the system may retrieve documents that are textually similar but not necessarily relevant 
in terms of underlying system behavior or failure propagation. Furthermore, embed-
ding-based systems treat documents as independent units and do not inherently capture 
structured relationships between them. For example, while the system may retrieve re-
ports mentioning similar symptoms, it may not recognize that the root cause lies in a 
specific subsystem or that the failure propagates across multiple components. This lack 
of structural awareness limits the system’s ability to support deeper analytical reasoning 
required in RCA investigations. 
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Another challenge is that embedding models may introduce ambiguity when dealing 
with domain-specific terminology [23]. In highly specialized engineering contexts, sim-
ilar terms may have different meanings depending on the subsystem or operational con-
ditions. Without additional domain knowledge, the retrieval system may not distinguish 
between such nuances effectively. 

These limitations highlight the need for complementary approaches that incorpo-
rate structured knowledge and domain specific relationships. While embeddings enable 
efficient and flexible retrieval of relevant documents, they must be combined with ad-
ditional mechanisms – such as knowledge graphs, to support more accurate and causally 
consistent analysis in complex engineering investigations [26]. In summary, embeddings 
and vector-based retrieval provide a powerful foundation for semantic search in AI-
based systems. However, their inability to explicitly model relationships and causal 
structures motivate the exploration of enhanced architectures that integrate structured 
knowledge representations, as investigated in this thesis. 

2.2.3 LLM-Orchestrated Pipelines and Limitations 

Recent advancements in large language models (LLMs) have enabled the development 
of more sophisticated AI systems that go beyond single-step question answering. In-
stead of treating the model as a standalone component, modern approaches orchestrate 
LLM within multi-step pipelines, where they interact with external tools, data sources 
and intermediate reasoning steps [27]. This paradigm is often referred to as LLM or-
chestration or agentic reasoning, and it plays a key role in building practical AI assistants 
for complex domains such as engineering and Root Cause Analysis. 

In traditional usage, an LLM generates a response directly from a given prompt. 
However, this approach is limited when tasks require access to external knowledge, 
multi-step reasoning or interaction with structured systems such as databases [28]. To 
address this limitation, frameworks such as LangChain have been developed to enable 
the construction of modular pipelines to include steps such as query understanding, 
document retrieval, tool invocation and response synthesis [29]. Within such frame-
works, LLMs can be configured to act as “agents” that decide which actions to take in 
order to solve a given problem. Rather than generating a final answer immediately, the 
model iteratively reasons about the task, selects appropriate tools, execute actions and 
refines its output. This iterative reasoning process is particularly useful in domains 
where problems cannot be solved through a single retrieval or inference step [30]. 

A widely adopted approach for enabling such behavior is the ReAct (Reasoning and 
Acting) and ReWOO (Reasoning Without Observation) paradigm, in which the LLM 
alternates between reasoning steps and actions [31]. In ReAct reasoning, the model 
generates intermediate thoughts, while during action steps it interact with external tools 
such as search systems or databases. The retrieved information is then incorporated 
into subsequent reasoning steps to refine the final response. More recent approaches 
such as ReWOO (Reasoning Without Observation) further optimize this process by 
planning reasoning steps in advance and reducing repeated tool interactions. The exist-
ing chatbot used in the organization utilizes such agentic reasoning approaches, includ-
ing ReAct and ReWOO, to perform multi-step retrieval and response generation over 
historical documents. This enables the system to handle more complex queries com-
pared to static pipelines. 

However, these approaches have limitations – especially in this particular use case. 
The reasoning process remains largely implicit and may not align with structured RCA 
methodologies such as 5 Whys or Fault Tree Analysis. Additionally, the effectiveness 
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of the system depends heavily on the underlying retrieval mechanism, which is primarily 
based on semantic similarity. As a result, these system lacks explicit modeling of rela-
tionships between turbine components and causal mechanisms. Furthermore, variabil-
ity in reasoning paths can affect consistency, which is critical in engineering applica-
tions. Although agentic approaches improve flexibility, the reliance on unstructured text 
limits the system’s ability to support structured causal analysis. These limitations high-
light the need to integrate structured knowledge representations with semantic retrieval, 
supported by specialized LLM agents aligned with RCA methodologies, forming the 
basis for the approach proposed in this thesis. 

2.3 Knowledge-Enhanced AI for Improved RCA Reasoning 

While AI-based systems such as RAG and agentic reasoning frameworks enable effi-
cient access to large volumes of historical data, their capabilities remain limited when 
applied to complex engineering tasks such as Root Cause Analysis. In such scenarios, 
effective problem-solving requires not only retrieval of relevant information but also 
an understanding of relationships between system components and the ability to reason 
about causal mechanisms. To address these limitations, recent research has focused on 
enhancing AI systems with structured knowledge representations and domain specific 
information. By integrating approaches such as knowledge graphs and domain 
knowledge modeling with LLMs, it becomes possible to move beyond similarity-based 
retrieval toward more context-aware and causally consistent reasoning. This section re-
views these knowledge-enhanced AI approaches and their potential to improve hypoth-
esis generation and decision support in RCA investigations. 

2.3.1 Knowledge Graphs for Engineering Systems 

Knowledge graphs (KGs) have emerged as an effective approach for representing com-
plex relationships between entities in engineering and scientific domains. A knowledge 
graph models entities as nodes and their relationships as edges, enabling systems to 
capture structured information about how different concepts are interconnected [32]. 
In industrial applications, KGs can represent relationships between system compo-
nents, failure modes, operational conditions, and historical investigation cases. By or-
ganizing information in this structured form, KGs enable more contextual and inter-
pretable information retrieval compared to purely text-based search methods [33]. 

Compared to traditional relational databases or unstructured document repositories, 
KGs provide a flexible structure that allows systems to model complex networks of 
dependencies [34]. This property is particularly valuable in engineering domains such 
as gas turbines, where failures often arise due to interactions between multiple compo-
nents and subsystems rather than a single isolated cause. The ability to explicitly repre-
sent such interdependencies enables engineers and digital systems to better understand 
how faults propagate across different parts of the system [35]. 

In recent years, researchers have explored the integration of KGs with large lan-
guage models to enhance reasoning capabilities in AI systems. While language models 
are effective at interpreting natural language and generating responses, they typically 
lack explicit representations of domain-specific relationships. Knowledge graphs ad-
dress this limitation by providing structured context that can guide the reasoning pro-
cess, enabling more informed and context-aware responses in engineering applications. 
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One emerging paradigm that combines structured knowledge with language models 
is Graph Retrieval-Augmented Generation (GraphRAG). This approach extends tradi-
tional RAG architectures by incorporating knowledge graph–based retrieval instead of 
relying solely on vector similarity search [36]. In GraphRAG systems, the language 
model interprets the user query and generates structured queries to retrieve relevant 
entities and relationships from a knowledge graph. The retrieved structured knowledge 
is then used as contextual input for generating responses [37]. 

Graph-based retrieval provides several advantages over conventional vector-based 
approaches [38]. First, it enables the system to identify relationships between entities 
that may not be explicitly described within a single document. Second, the structured 
nature of knowledge graphs improves explainability, as retrieved results can be traced 
back to specific nodes and relationships within the graph. Third, graph-based retrieval 
allows the system to combine information from multiple interconnected entities, ena-
bling more comprehensive and context-aware responses. 

Despite these advantages, GraphRAG approaches also introduce new challenges. 
The effectiveness of the system depends on the quality and completeness of the under-
lying knowledge graph [39]. If relationships are missing or incorrectly modelled, the 
retrieval results may be incomplete or misleading. Furthermore, while graph-based re-
trieval improves access to structured relationships, it does not inherently provide rea-
soning capabilities. Therefore, additional mechanisms are required to interpret and uti-
lize the retrieved knowledge for tasks such as hypothesis generation in RCA investiga-
tions. 

2.3.2 Domain Knowledge Integration for Causal Reasoning 

In the context of fault diagnosis and root cause analysis, knowledge graphs have been 
applied to represent causal relationships between system components and failure mech-
anisms. Such representations allow diagnostic systems to trace potential failure propa-
gation pathways across subsystems, supporting investigation processes similar to those 
performed by human engineers [40]. For example, failures originating in one subsystem 
may propagate to other components through mechanical, thermal, or control-system 
interactions, making it essential to understand both intra-system and inter-system rela-
tionships [41]. 

When combined with language models, knowledge graphs can support hypothesis 
generation during RCA investigations by enabling the retrieval of relevant historical 
cases and subsystem relationships. However, knowledge graph retrieval alone is often 
insufficient to support comprehensive RCA reasoning [42]. Engineers typically rely on 
structured methodologies such as the 5 Whys method and Fault Tree Analysis to eval-
uate multiple possible explanations and validate causal relationships. These methodol-
ogies require not only access to data but also domain-specific understanding of how 
systems behave under different conditions [43]. 

To address this limitation, domain knowledge integration plays a critical role in en-
hancing AI-based RCA support systems [44]. By incorporating detailed descriptions of 
turbine subsystems, component interactions, and known causal mechanisms, the sys-
tem can perform more informed reasoning when generating responses. In the approach 
proposed in this thesis, a domain knowledge document is used alongside knowledge 
graph retrieval to support reasoning inspired by RCA methodologies. This enables the 
system to generate multiple hypotheses, reference past cases, and consider both intra-
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section and inter-section causal relationships, thereby providing more investigation-ori-
ented and causally consistent support compared to existing similarity-based chatbot sys-
tems. 

2.4 Human-Centered Evaluation of Domain-Specific Chatbots 

While the technical design of chatbot systems has received significant attention, the 
evaluation of chatbot response quality remains an open methodological challenge, par-
ticularly in domain-specific settings. Generic automated metrics are often insufficient 
for assessing whether chatbot outputs are useful in practice, because they typically do 
not capture contextual grounding, explainability, actionability or domain-specific rea-
soning quality from the user’s perspective [45] [46]. 

This challenge becomes even more pronounced in engineering and other profes-
sional domains, where a “good” chatbot response is not defined only by fluency or 
relevance but by its ability to support domain-specific tasks. Studies on task-oriented 
and domain-specific chatbot systems have shown that response quality is often better 
understood through human-centered and comparative assessment, in which usefulness, 
interactive support and user perception are considered alongside technical performance 
[47] [48]. 

Recent work on AI chatbot evaluation also indicates that conventional generic usa-
bility and service-quality instruments are not sufficient on their own because conversa-
tional systems require assessment of qualities such as information quality, dialogic com-
munication, accessibility to chatbot functions and perceived usefulness [49] [50]. In ad-
dition, qualitative studies of conversational interfaces show that users evaluate chatbots 
not only by whether they function correctly but also by how clearly they communicate 
their capabilities, how understandable their responses are and how effectively they sup-
port the interaction from the user’s point of view [51]. 

This broader perspective is reinforced by comparative evaluation of AI-driven and 
non-AI tools, which show that usability, trust, emotional response and mental workload 
can differ substantially across systems even when they support similar tasks [52]. Taken 
together, these findings justify the use of a human-centered, rubric-based evaluation 
approach in the present thesis. The rubric for exploratory RCA-support tasks is aligned 
with prior work on chatbot usability, information quality, communicative clarity and 
answer helpfulness. Whereas the hypothesis-generation rubric extends this foundation 
with RCA-specific analytical dimensions such as causality, verifiability, prioritization 
and investigative usefulness. The inclusion of mandatory comparative comments is like-
wise consistent with the broader literature, which suggests that perceived interaction 
quality and practical usefulness are not always captured by numerical scores alone. 

Beyond the inclusion of qualitative feedback, recent research highlights the im-
portance of systematically analyzing such data in order to extract meaningful insights. 
Thematic analysis has been widely adopted for this purpose, providing a structured 
method for identifying and interpreting recurring patterns in qualitative responses. As 
outlined by [53], thematic analysis enables the organization of qualitative data into co-
herent themes, supporting a deeper understanding of evaluator perceptions and reason-
ing processes as shown in the methodology presented in Figure 2. 
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In mixed-methods evaluation contexts, thematic analysis is frequently used to com-
plement and explain quantitative findings. In a previous research it was emphasized that 
qualitative thematic analysis can reveal underlying causes of observed scoring patterns 
and provide insights into aspects such as clarity, usefulness and reasoning quality that 
are not fully captured by numerical scores alone [54]. This approach has been applied 
in recent chatbot evaluation studies, where qualitative feedback is used to interpret dif-
ferences in performance across systems. 

For example, a group of researchers combined quantitative ratings of chatbot accu-
racy and empathy with thematic analysis of expert comments to identify key strengths 
and limitations of different systems, demonstrating how qualitative themes can enhance 
the explanatory power of numerical comparisons [55]. Similarly, studies of AI-driven 
interaction systems have employed thematic or inductive analysis to understand user 
perceptions, trust and engagement in a more nuanced manner. These findings support 
the integration of thematic analysis in chatbot evaluation as a means of linking quanti-
tative performance measurements with underlying human judgements. 

Finally, the literature suggests that evaluation of domain-specific chatbot systems 
should be human-centered, multi-dimensional and sensitive to task-specific analytical 
requirements. In particular, prior work emphasizes that chatbot quality in professional 
settings cannot be reduced to fluency or generic usability alone, but should also reflect 
information quality, communication clarity, perceived usefulness, actionability and task 
support. These principles informed the rubric design used in the present study. The 
final evaluation rubrics were therefore literature-informed but domain-tailored, com-
bining established human-centered evaluation dimensions with RCA-specific analytical 
criteria such as grounding in evidence, causal reasoning, verifiability, prioritization and 
investigative usefulness. 

2.5 Research Gap and Motivation 

Existing Root Cause Analysis (RCA) methodologies provide structured frameworks for 
investigating industrial failures; however, they rely heavily on expert knowledge and 
manual analysis of historical documentation. While AI-based knowledge retrieval sys-
tems, such as Retrieval-Augmented Generation (RAG), enable efficient access to large 

 
 

Figure 2 Methodological steps used in Thematic Analysis 
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volumes of historical reports, they often lack explicit representations of system relation-
ships and underlying causal mechanisms. As a result, these systems primarily support 
information retrieval rather than structured reasoning. 

Recent research on knowledge graph–enhanced AI systems has demonstrated the 
potential of combining structured knowledge representations with language model rea-
soning to improve contextual understanding and explainability. However, the applica-
tion of such approaches in the context of turbine RCA investigation support remains 
limited, particularly in integrating domain-specific causal knowledge with structured re-
trieval mechanisms. 

This thesis addresses this gap by exploring a proposed PoC architecture that inte-
grates knowledge graph-guided retrieval, domain-level turbine causal knowledge and 
structured RCA reasoning. The proposed approach aims to enhance both exploratory 
RCA support and structured hypothesis generation, moving beyond similarity-based 
retrieval toward more interpretable, investigation-oriented and causally consistent chat-
bot assistance. 

In addition to this architectural gap in retrieval and reasoning, there is also an eval-
uation gap. Existing chatbot evaluation approaches often emphasize generic usability 
or automated response metrics but provide limited support for assessing whether a do-
main-specific RCA assistant improves evidence-grounded explanation, causal reason-
ing, actionability and practical investigation support. This creates a need not only for a 
knowledge-enhanced architecture but also for an evaluation approach aligned with RCA 
work. 
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3 Method  

This chapter describes the methodology used to investigate how the current Retrieval-
Augmented Generation (RAG)-based RCA chatbot can be enhanced through a pro-
posed PoC architecture that combines knowledge graph-guided retrieval, structured do-
main knowledge and structured RCA reasoning workflows. The study was conducted 
through the development of a Proof-of-Concept (PoC) system that builds upon the 
same historical RCA documentation used by the existing chatbot solution. The method 
follows a stepwise development process consisting of data preparation, knowledge 
structuring, validation with domain experts, knowledge graph construction and chatbot 
implementation. 

3.1 Methodological Approach 

The study adopts a design-oriented and exploratory research methodology to investi-
gate how the integration of structured domain knowledge and hybrid retrieval mecha-
nisms can enhance the quality of the chatbot responses in RCA investigations. The 
chosen approach is motivated by the research gap identified in Chapter 2, where simi-
larity-based RAG systems were shown to lack explicit modeling of system relationships 
and causal reasoning capabilities required for engineering investigations. 

A PoC system was developed as an experimental research artifact. The purpose of 
the PoC is not to replace established RCA practices or human investigators, but to 
evaluate whether the proposed PoC architecture, combining graph-guided structured 
retrieval, filtered semantic retrieval, domain-level turbine causal knowledge and struc-
tured RCA reasoning workflows, improves relevance, interpretability, causal con-
sistency and hypothesis-generation quality compared to the baseline chatbot. In line 
with recent human-centered chatbot evaluation research, the methodological focus is 
therefore placed not only on system functionality but also on the quality, usefulness and 
perceived value of the response produced in realistic investigation settings. 

To assess this, the study uses a comparative mixed-method evaluation in which the 
proposed PoC is assessed against the existing RCA chatbot currently used within the 
organization. The evaluation was conducted as a post-use comparative assessment in 
which participants interacted with both chatbot systems and were subsequently inter-
viewed using structured evaluation forms. This made it possible to capture both ordinal 
ratings and qualitative comparative judgements regarding usefulness, plausibility and 
practical support. 

3.2 Overall Methodological Workflow 

The methodological workflow follows a structured and sequential process designed to 
transform unstructured RCA documentation into a knowledge-enhanced retrieval and 
reasoning system. The work was conducted in the following stages: 

• Collection and preprocessing of historical RCA documents 

• Structured information extraction from unstructured text 

• Canonicalization and expert validation of extracted concepts 
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• Construction of a knowledge graph representing RCA relationships 

• Integration of an existing vector database used by the baseline chatbot 

• Development of a hybrid retrieval chatbot combining graph-based and vec-
tor-based retrieval 

• Comparative post-use evaluation of the PoC and the existing RCA chatbot 
through structured interview-based assessment forms 

Each stage addresses specific limitations of similarity-based retrieval identified in 
Chapter 2, enabling structured, domain-aware and causally grounded investigation sup-
port and broadly shown in Figure 3. 

3.3 Data Collection and Preparation 

The dataset used in this study consists of historical RCA-related documentation that is 
also employed by the existing RCA chatbot within the organization. Due to confiden-
tiality constraints, original source documents were not accessible. Instead, the study 
relied on pre-processed markdown files, which represent standardized and anonymized 
versions of internal documents. 

 
Figure 3 Overview of methodological steps followed in this study 
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The initial corpus comprised of 663 markdown documents. From this collection, 
557 documents were selected based on data availability and relevance to commonly 
deployed turbine models, as shown in Table 1. The selected dataset primarily includes 
investigation cases related to GT1, GT2 and GT3 (actual names hidden due to propri-
etary reasons), which together represent majority of RCA investigations conducted 
within the organization. This selection ensures that the study is grounded in realistic 
investigation scenarios while maintaining consistency with the data sources used by the 
baseline chatbot. 

Table 1. Distribution of markdown files based on engine type and selection status. 

Model Number Markdown File Count Remarks 
(Used/Not Used) 

GTP 1 Not used 

GTX 22 Not used 

GTY 1 Not used 

GTZ 12 Not used 

GT1 100 Used – 100 

GT2 163 Used – 163  

GT3 294 Used – 294  

Total 663 557 

Since the documents are stored in unstructured textual format, an initial prepro-
cessing step was required to prepare them for structured information extraction. Each 
document was processed individually and converted into a standardized format suitable 
for automated analysis. 

3.4 Structured Information Extraction 

To enable structured retrieval and reasoning, an automated information extraction pro-
cess was applied to transform unstructured documentation into a structured dataset. 
This process, shown in Figure 4, employed an LLM as an extraction mechanism oper-
ating under a predefined schema. 

Each markdown document was processed independently, and key RCA elements 
were extracted, including turbine model identifiers, problem descriptions, affected sub-
systems, identified root causes and supporting evidence. The extracted information in-
cluded elements in the format shown in Table 2. 
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Figure 4 Structured extraction using LLM 
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Table 2. Content of the LLM-inferred JSONL (JSON lines) file and their description. 

Field Name Description 

filename Contains the markdown filename from 
which LLM inferred the subsequent fields. 
Example: 1.md 

source_filename Contains the original source file name 
which is available inside each markdown 
file and was extracted using the LLM. 

model_number Contains the model number of the engine 
on which the document is registered. Ex-
ample: GT1. 

problem Contains the problem statement which is 
defined in the markdown document and 
inferred using LLM. 

problem_chunk Contains the chunks/paragraphs which 
was used by the LLM to infer the “prob-
lem” field. 

canonical_problem_labels Contains a canonicalized problem name 
which was inferred by the LLM and based 
on the “problem”. 

canonical_problem_label_explanation Contains the explanation/reasoning by the 
LLM behind selection of the “canoni-
cal_problem_labels” field. 

page Contains the page numbers where the rele-
vant text about the “problem” was found 
and inferred by the LLM. 

involved_subsystem Contains the specific engine compo-
nent/section which was affected and in-
ferred by the LLM. 

canonical_subsystem_labels Contains a canonicalized subsystem name 
which was inferred by the LLM based on 
the “involved_subsystem” field. 

canonical_subsystem_label_explanation Contains the explanation/reasoning by the 
LLM behind selection of the “canoni-
cal_subsystem_labels” field. 

root_cause Contains the root cause found behind the 
“problem” mentioned in the document 
and inferred by the LLM. 

root_cause_chunk Contains the chunks/paragraphs which 
was used by the LLM to infer the 
“root_cause” field. 

evidence Contains the evidence described in the 
document regarding the “root_cause” and 
inferred by the LLM. 

The extracted information was stored in JSON Lines (JSONL) format, with each 
line representing one historical RCA document. This structured representation enabled 
consistent transformation of unstructured text into explicit entities and attributes while 
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preserving traceability to the original source files. This approach also simplified data 
storage and enabled reduction of data from 23.5 mb to 1.1 mb: 

{“filename”:“…”,“source_filename”:“…”,“model_number”:“…”,“prob-
lem”:“…”,“problem_chunk”:“…”,“canonical_problem_labels”:“…”,“canoni-
cal_problem_label_explanation”:“…”,“page”:“…”,“involved_subsys-
tem”:“…”,“canonical_subsystem_labels”:“…”,“canonical_subsystem_label_ex-
planation”:“…”,“root_cause”: “…”,“root_cause_chunk”:“…”,“evidence”:“…”} 

Given the total of 557 documents, the resulting dataset contains 557 structured en-
tries (as shown above in the example), each corresponding to one RCA case. This struc-
tured representation enables further processing and integration into downstream 
knowledge graph. 

3.5 Canonicalization and Expert Validation 

Automated extraction introduced variability in terminology due to differences in docu-
mentation style and linguistic expression across investigation reports. To reduce seman-
tic inconsistency and improve construct validity, selected extracted fields were subjected 
to canonicalization. 

Canonical problem labels and canonical subsystem labels generated by the LLM 
were reviewed and validated by domain experts from the RCA investigation team. This 
validation ensured alignment with established engineering terminology used within the 
organization and reduced ambiguity across investigation cases. Through this process, a 
validated dataset with standardized domain concepts was created, which serves as the 
foundation for the knowledge graph construction. Some cases are shown in Table 3 
below, where validation process ensures the problem and subsystem names are defined 
properly. 

Table 3 Example of validation process by Domain Experts 

Type Wrong Correct 

Examples from 
canonical prob-
lem labels 

when LLM failed to capture critical details 

balance_piston_cracking → balance_piston_disc_cracking 

when LLM misinterpreted the problem type 

fatigue_crack_propagation → compressor_stall 

Examples from 
canonical sub-
system labels 

when LLM failed to capture critical details 

compressor_rotor → compressor_rotor_disc 

when LLM misinterpreted the subsystem 

compressor_guide_vane → insulation_cassette 

3.6 Knowledge Graph Construction 

Following canonicalization and expert validation, a knowledge graph was constructed 
to represent structured relationships between key RCA investigation elements. The 
knowledge graph was implemented using Neo4j Desktop, a graph database specifically 
designed to support relationship-centric data models and expressive graph queries. In 
the graph model and as shown in Figure 5, nodes represent core RCA entities such as 
turbine models, identified problems, affected subsystems, root causes, supporting evi-
dences and metadata. Relationships capture investigation-specific associations between 
these entities, including problem-subsystem associations and causal links between ob-
served issues and identified root causes. This structure enables explicit modeling of 
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system-level relationships that are not inherently represented in unstructured text or 
embedding-based retrieval. 

Neo4j was selected due to its ability to efficiently store and query complex networks 
of interconnected entities using the Cypher query language. This allows the system to 
retrieve investigation cases based on structural and contextual criteria, such as specific 
turbine models or subsystem dependencies, rather than relying solely on textual simi-
larity. 

The knowledge graph serves as the primary structured retrieval mechanism in the 
proposed approach. While it enables context-aware access to historical RCA relation-
ships, it does not replace the need for detailed textual evidence contained in the original 
investigation documents. Instead, the graph acts as a contextual and causal framework 
that guides subsequent semantic retrieval from the vector database, ensuring that re-
trieved evidence is both relevant and consistent with known system relationships. This 
structure allows the system to represent knowledge in a way that explicitly captures 
connections between investigation elements, enabling more context-aware information 
retrieval compared to purely semantic search. The refined JSONL-based dataset served 
as the input for populating the knowledge graph. 

3.7 Extraction and Synthesis of Turbine Causal Relationships 

In addition to the structured RCA cases stored in the knowledge graph, this study re-
quired a complementary source of domain-level causal knowledge describing how tur-
bine subsystems, symptoms and root causes are related. To support this need, a separate 
domain knowledge document, causal_relationships.md was constructed using an auto-
mated analysis pipeline referred to as the Study Agent. The purpose of this document 
was to capture generalized causal relationships derived from historical RCA data and to 
provide engineering context beyond individual case-level retrieval. 

The input to this process was retrieved_all.md, a markdown export of turbine fail-
ure cases obtained from the Neo4j graph database. This file contained structured RCA 
information for multiple turbine models, including subsystem descriptions, canonical 

 
 

Figure 5 JSONL file to Neo4j GraphDB construction 
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subsystem labels, canonical problem labels, root causes, evidence and source filenames. 
The Study Agent first parsed this file and organized the extracted information by tur-
bine model and subsystem. This made it possible to consolidate multiple historical cases 
into subsystem-level groups that could be analyzed for recurring failure patterns. 

After parsing, the extracted cases were aggregated by model-subsystem combination 
in order to identify recurring problem types, repeated root causes, associated evidence 
and linked source documents. During this consolidation step, repeated descriptions, 
problem labels and filenames were deduplicated, while root causes and evidence entries 
were retained to preserve pattern frequency and support downstream analysis. This in-
termediate representation enabled the system to move from isolated RCA cases toward 
a more generalized view of subsystem-specific failure behavior. 

The consolidated subsystem data was then analyzed using Azure OpenAI, which 
was used to identify: 

• Common symptoms observed across cases 

• Recurring root cause patterns and 

• Causal relationships between problems, symptoms and root causes 
For each subsystem, the LLM was prompted with historical RCA evidence and in-

structed to return JSON representation of these relationships. To improve reproduci-
bility, the analysis was performed with a deterministic LLM temperature setting (tem-
perature = 0.0) and a constrained JSON response format. The final output of this pro-
cess was the file causal_relationships.md, a structured markdown document organized 
by turbine model and subsystem. For each subsystem, the document records subsystem 
descriptions, associated problem types, total number of analyzed cases, relevant source 
filenames, common symptoms, root cause patterns and explicit causal relationships be-
tween observed problems and underlying causes. In this way, the generated document 
functions as a form of derived domain knowledge, synthesizing historical RCA evidence 
into a more general causal reference resource and the process steps are represented in 
Figure 6. 

Methodologically, this domain knowledge document played an important role in the 
proposed RCA assistant. While the knowledge graph provided case-specific structured 
retrieval, causal_relationships.md supplied a broader layer of engineering context by 
summarizing subsystem and recurring causal mechanisms across historical investiga-
tions. This made it particularly valuable in Hypotheses Mode, where it was used together 
with retrieved RCA cases and the refined user query to support 5-Why-based hypothe-
sis generation. The domain knowledge document therefore served as a bridge between 
historical case retrieval and more generalized causal reasoning. 

 
Figure 6 Extraction of graph data and synthesis of causal relationships 
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Overall, the turbine relationship domain knowledge document provided an addi-
tional abstraction layer that complemented both case-level retrieval and formal root 
cause analysis. By transforming historical subsystem-level RCA evidence into structured 
causal summaries, it enabled the proposed system to support more context-aware and 
causally grounded investigation assistance. 

3.8 Vector Database Integration 

The proposed approach makes use of an existing vector database infrastructure pro-
vided by the organization, which is also employed by the existing chatbot used in the 
organization. This vector database was implemented using ChromaDB, a vector store 
designed for efficient similarity search over high-dimensional embeddings. The vector 
database forms the semantic retrieval backbone of both the baseline system and the 
proposed PoC, ensuring a controlled and fair comparison. The vector store contains 
semantic embeddings of document chunks derived from pre-processed markdown ver-
sions of historical RCA investigation reports. Each document is segmented into smaller 
textual units (chunks) to improve retrieval granularity and support fine-grained contex-
tual grounding during response generation. These chunks are embedded using Azure 
OpenAI embedding models, resulting in 1536-dimensional vector representation that 
captures semantic similarity between user queries and investigation content. 

In addition to vector embeddings, each stored chunk includes metadata attributes, 
such as the original source filename and chunk identifiers. This metadata enables trace-
ability between retrieved text fragments and their originating investigation documents, 
which is essential for maintaining transparency and supporting explanation-oriented 
RCA chatbot responses. The vector database was not constructed, modified or re-em-
bedded as part of this study. Instead, it was reused in its existing form to preserve con-
sistency with the baseline chatbot system. In the baseline architecture, vector-based se-
mantic retrieval is performed globally across the entire document corpus using embed-
ding similarity alone. This unrestricted retrieval strategy represents the similarity-based 
RAG approach evaluated in this thesis. Accordingly, this baseline provides the compar-
ison point for all three research questions, while the proposed PoC is evaluated as a 
combined architecture rather than as an isolated graph-retrieval component. 

Within the scope of the proposed method, the role of the vector database remains 
unchanged at the infrastructure level; however, its operational usage is methodologically 
refined. Rather than querying the entire vector store, semantic retrieval is constrained 
using structured results obtained from the knowledge graph. This graph-guided filtering 
limits vector search to document chunks associated with contextually relevant investi-
gation cases, turbine models or subsystems. By combining an unchanged ChromaDB 
vector store with structured constraints imposed by the knowledge graph, the proposed 
approach retains the strengths of semantic similarity search while reducing retrieval 
noise and improving causal relevance. This integration directly addresses the limitations 
of purely similarity-based retrieval identified in Chapter 2. 

3.9 Hybrid Retrieval and Chatbot Development 

The chatbot developed in this study was designed as a dual-mode RCA support system 
intended to assist engineers during different stages of investigation. The system oper-
ates in two complementary analytical modes: Chat Mode, which supports interactive 
exploration and question answering, and Hypotheses Mode, which supports structured 
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root cause reasoning based on a 5-Why-inspired workflow. Although both modes are 
part of the same overall analysis architecture and rely on the same underlying RCA 
knowledge base, they differ in retrieval orchestration, reasoning depth and output for-
mat. 

In relation to the research questions, Chat Mode primarily supports the evaluation 
of RQ1 by enabling assessment of response relevance, interpretability and causal con-
sistency in exploratory RCA interaction. Hypotheses Mode primarily supports the eval-
uation of RQ2 by enabling assessment of whether domain-level turbine causal 
knowledge and structured RCA reasoning improve hypothesis-generation quality. Ex-
pert evaluation of both modes contributes to RQ3. 

3.9.1 Chat Mode – Hybrid Retrieval for Exploratory Investigation 

Chat Mode was developed to support interactive and exploratory RCA investigation. 
Its purpose is to enable engineers to ask natural-language questions about historical 
failures, compare turbine models, explore subsystem-specific issues and continue the 
discussion through follow-up questions. In contrast to a static search interface, Chat 
Mode is designed for conversational investigation support and quick evidence-based 
responses. 

When a user submits a query in Chat Mode, the system first performs query under-
standing and context management. This includes extraction of turbine model identifi-
ers, loading of canonical problem labels associated with the detected model and key-
word extraction from the query using an LLM. If the query is identified as a context-
change instruction rather than a technical question, the active model context is updated 
without triggering retrieval. In addition, the system maintains session-level model 
memory so that follow-up questions can reuse previously established turbine context. 

After the query has been interpreted, Chat Mode performs structured retrieval using 
the Neo4j knowledge graph. The graph database stores RCA relationships in the form 

Model → Problem → Subsystem → Root Cause, and the system generates a Cypher 
query that retrieves relevant historical RCA cases, associated subsystems, root cause, 
evidence and source filenames. The retrieved source filenames serve as bridge between 
graph-based RCA structure and subsequent document-level retrieval. 

Chat Mode then performs a second retrieval stage based on the organization’s ex-
isting vector infrastructure. In this stage, the source filenames obtained from Neo4j are 
mapped to document chunk identifiers through a SQLite-based document-to-chunk 
mapping layer, after which a ChromaDB vector search is performed only on the filtered 
subset of chunks associated with those files. The ChromaDB store contains 1536-di-
mensional Azure OpenAI embeddings of document chunks together with metadata 
such as document name and chunk identifier. This design allows semantic retrieval to 
remain focused on graph-relevant documents rather than the full vector corpus. 

In addition to this filtered search mechanism, Chat Mode applies an adaptive chunk 
retrieval strategy during vector search. The number of retrieved chunks is adjusted ac-
cording to the nature of the query. Standard single-model queries retrieve a small num-
ber of focused chunks (top 5 semantically similar chunks), whereas comparison queries 
(top 5 semantically similar chunks from each model category) and multi-model “top 
reasons” queries retrieve a larger number of chunks (top 10 semantically similar chunks 
from each model category) to ensure balanced contextual coverage across models. This 
adaptive strategy improves both contextual adequacy and retrieval efficiency by tailor-
ing the amount of semantic evidence to the analytical demands of the query. 
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Following retrieval, Chat Mode performs context construction, in which structured 
RCA case data from Neo4j is combined with semantically retrieved document excerpts 
from ChromaDB. The resulting context contains both case-level RCA relationships and 
detailed source-traceable textual evidence. This unified context is then passed to the 
LLM, which generates a conversational response designed to be concise, technically 
relevant and explicitly grounded in the retrieved sources. Chat Mode therefore imple-
ments a full hybrid retrieval pipeline, in which structured graph retrieval guides filtered 
semantic search and response generation. 

A further characteristic of Chat Mode is its support for follow-up optimization. 
When a new user query is classified as a continuation of the existing discussion, the 
system reuses cached Neo4j results, vector retrieval outputs and source-file context in-
stead of executing a fresh retrieval pipeline. This design reduces latency and API over-
head while maintaining conversational continuity and preserving the same evidentiary 
basis across related questions. 

3.9.2 Hypotheses Mode – Structured Root Cause Hypothesis Generation 

Hypotheses Mode was developed to support formal root cause analysis rather than 
conversational exploration. Its objective is to generate multiple evidence-based root 
cause hypotheses through a structured workflow aligned with the 5-Why methodology. 
Compared with Chat Mode, which emphasizes rapid question answering and explora-
tory access to historical RCA knowledge, Hypotheses Mode is intended for deeper an-
alytical reasoning and more formal investigative output. 

Hypotheses Mode begins with an initial data retrieval phase, initiated through a ded-
icated query route. In this phase, the system extracts turbine model information from 
the user query, loads canonical problem labels from Neo4j, identifies matching problem 
labels and executes a graph query to retrieve relevant historical RCA cases. The re-
trieved data includes model numbers, problem descriptions, affected subsystems, root 
causes, evidence and source filenames. These results are saved to retrieved.md, which 
serves as the primary historical evidence base for the later analytical stages. The Hy-
potheses Mode guide explicitly characterizes retrieved.md as containing Neo4j query 
results. 

After the initial retrieval phase, Hypotheses Mode performs query specificity analy-
sis and interactive refinement. The system evaluates whether the user query is suffi-
ciently specific for structured RCA reasoning and if necessary, asks targeted clarifying 
questions concerning affected subsystem, symptoms, or operating conditions. The ad-
ditional details provided by the user are appended to the original query in order to create 
a more focused analytical formulation. This refinement stage is constrained to a limited 
number of iterations in order to balance analytical quality with usability. 

Once the query has been refined, the system performs a model-specific versus 
cross-model analysis decision. If model-specific analysis is selected, the domain 
knowledge used for later reasoning is filtered to the detected turbine model. If cross-
model analysis is chosen, domain-level causal relationships from multiple turbine mod-
els are included. This mechanism reflects the engineering premise that some failure 
modes are highly model-dependent, whereas others may recur across turbines that share 
similar subsystem behavior. 

The core analytical stage of Hypotheses Mode is a 5-Why-inspired reasoning pro-
cess performed by the language model. This stage takes three primary inputs: re-
trieved.md, which contains retrieved historical RCA cases; causal_relationships.md, 
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which contains domain knowledge regarding subsystem interactions and failure mech-
anisms; and the refined user query, which defines the specific investigation problem to 
be analyzed. Based on these inputs, the system generates multiple plausible hypotheses, 
structures them into causal chains, assigns likelihood assessments and cites the support-
ing evidence sources used in the analysis. 

The output of Hypotheses Mode is structured hypothesis report rather than a con-
versational response. The generated report includes the original and refined query, a 
concise problem summary, multiple root cause hypotheses, causal chains, likelihood 
ratings, source references and supporting domain knowledge context. An optional ad-
ditional stage extends this output by extracting investigation actions from source doc-
uments and appending them to the hypothesis report to support practical validation of 
the proposed explanations. 

3.9.3 Methodological Distinction Between the Modes 

The distinction between the two modes is methodologically significant. Chat Mode is 
designed for exploratory investigation and therefore uses the complete hybrid retrieval 
pipeline, including Neo4j graph retrieval, SQLite-based document-to-chunk mapping, 
ChromaDB semantic search, adaptive chunk retrieval, context construction and con-
versational answer generation. Hypotheses Mode, in contrast, is designed for formal 
reasoning and is most accurately characterized as using retrieved structured RCA cases 
from Neo4j, saved in retrieved.md, together with domain causal knowledge and a re-
fined user query to generate structured root cause hypotheses. 

This separation of modes allows the proposed system to support two complemen-
tary phases of RCA work. Chat Mode enables broad knowledge exploration, rapid clar-
ification and interactive troubleshooting, whereas Hypotheses Mode supports deeper 
analytical reasoning, alternative hypothesis generation and more formal RCA documen-
tation. In this way, the chatbot extends beyond conventional similarity-based retrieval 
and functions as a more investigation-oriented RCA assistant. 

3.10 Tools and Technologies 

The PoC system developed in this study integrated several software tools and platforms 
selected for their suitability in supporting structured knowledge representation, seman-
tic retrieval and LLM-assisted reasoning within RCA investigation setting. The selected 
tools and platforms were used to implement and test the proposed method; however, 
they were not themselves the focus of the research. 

Azure OpenAI was used as the primary language-model service throughout the sys-
tem. GPT-4o supported multiple stages of the method, including structured infor-
mation extraction, query understanding, Chat Mode response generation, Hypotheses 
Mode 5-Why reasoning and subsystem-level causal synthesis through the Study Agent. 
In addition, Azure OpenAI embedding models were used to generate the 1536-dimen-
sional embeddings stored in the organization’s ChromaDB vector database for seman-
tic retrieval over document chunks. 

Neo4j was used as the graph database for representing structured RCA relationships 
between turbine model, problem, subsystem and root cause. Its graph-oriented struc-
ture made it suitable for retrieving historical RCA cases based on explicit system rela-
tionships rather than relying solely on similarity-based retrieval. This was particularly 
important for constraining analysis to structurally relevant investigation cases and for 
supporting subsystem-aware reasoning. 
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The semantic retrieval layer in Chat Mode relied on the organization’s existing Chro-
maDB vector store, which contained embeddings of markdown document chunks de-
rived from historical RCA reports. In Chat Mode, this vector store was queried only 
after graph-based scope definition, thereby enabling filtered semantic retrieval over 
graph-relevant source documents. A SQLite mapping layer was used to convert source 
filenames into chunk identifiers so that ChromaDB search could be limited to relevant 
chunks only. The later analytical stage in Hypotheses Mode, however, is described pri-
marily in terms of retrieved Neo4j cases stored in retrieved.md, domain knowledge in 
causal_relationships.md, and the refined user query, rather than in terms of the full Chat 
Mode vector retrieval sequence. 

The system was implemented in Python, which was used for data pre-processing, 
database interaction, orchestration of retrieval pipelines, integration with Azure 
OpenAI services and generation of intermediate and final analysis artifacts. Additional 
supporting resources included the markdown-based domain knowledge document 
causal_relationships.md and markdown output files used for transparency and report-
ing. Together, these tools enabled the development of a modular and reproducible RCA 
support system for comparative evaluation. 

3.11 Experimental Setup and Comparative Evaluation Design 

The proposed PoC system was evaluated through a comparative expert-based assess-
ment against the chatbot currently used within the organization. The purpose of the 
evaluation was to determine whether the proposed PoC architecture improved RCA 
investigation support relative to the similarity-based baseline, with specific attention to 
response relevance, interpretability and causal consistency for RQ1, hypothesis-gener-
ation quality for RQ2 and expert-perceived usefulness, actionability and investigative 
value for RQ3. 

The evaluation was explicitly structured around the two categories of RCA support 
tasks: exploratory RCA related question-answering task and structured root cause hy-
pothesis-generation task. In the proposed PoC system, these task categories were oper-
ationalized through Chat Mode and Hypotheses Mode, respectively. The existing chat-
bot, however, did not implement an equivalent mode separation and was therefore eval-
uated through its general response-generation workflow for both categories of tasks. 
Figure 7 also represents the workflow adopted to assess the existing chatbot and PoC 
chatbot. From a methodological perspective, the existing chatbot in the organization 
was treated as a practitioner-oriented production baseline rather than as a fully frozen 
experimental baseline. Its internal prompt design, retrieval tuning and deployment-spe-
cific configuration were not manipulated or standardized within the scope of this thesis. 
The comparative evaluation should therefore be interpreted as an assessment of the 
proposed PoC against an existing operational system in realistic organizational use, ra-
ther than a strict model-ablation comparison under fully controlled architectural condi-
tions. To administer the comparative assessment in a controlled and structured way, 
standardized assessment forms were used during post-use interviews. Following a pe-
riod of hands-on interaction with both chatbot systems, the participants were inter-
viewed and their comparative judgements were recorded in structured forms. Separate 
forms were used for the exploratory RCA task and the hypothesis-generation task, each 
containing criterion-based comparative ratings for both existing chatbot and PoC, an 
overall performance rating and a mandatory qualitative comment. 
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The evaluation therefore did not follow a common-item multi-rater design, nor it 
was based on a single shared benchmark query set. Instead, participants interacted with 
both chatbots in realistic RCA-oriented usage settings and then compared the two sys-
tems through post-use assessment. This design choice reflects the niche and expertise-
dependent nature of RCA chatbot usage, where evaluation is better grounded in realistic 
investigative interaction than in generic prompt benchmarking. 

The structure of the assessment forms ensured direct paired comparison of the two 
systems. For each assessed task, the participants rated both existing chatbot and PoC 
on the same rubric criteria within the same form. This made it possible to compare the 
two systems directly within each participant’s post-use judgement while also capturing 
qualitative explanations for the assigned ratings. 

Five domain experts participated in the evaluation, where for each completed as-
sessment form, the evaluators compared the performance of the existing chatbot and 
the PoC chatbot using task-specific ordinal rubrics on a five-point scale. Since the two 
task categories support different forms of RCA work, separate rubrics were applied 
rather than a single generic assessment instrument. Exploratory RCA-support tasks fo-
cused on grounded explanation, technical correctness, impact-oriented reasoning and 
operational usefulness, whereas hypothesis-generation tasks focused on causal ade-
quacy, specificity, verifiability, prioritization and investigation support. This distinction 
reflects both the methodological design of the PoC and the domain-specific analytical 
requirements of RCA investigations. In addition to the numerical ratings, a mandatory 
comparative comment was required so that strengths, weaknesses and practical differ-
ences between the two systems could be documented qualitatively. In qualitative com-
ments section, for exploratory Chat Mode, “Chatbot A” corresponds to the proposed 
PoC chatbot and for Hypotheses Mode, “Chatbot B” corresponds to the PoC chatbot. 

To ensure systematic interpretation of the qualitative feedback, thematic analysis 
was applied to the expert comments collected during the evaluation. Following the ap-
proach proposed by [53], qualitative responses were reviewed, coded and organized into 
recurring themes reflecting evaluator perceptions of chatbot performance using the 
open-source codebase by [56], whose workflow is attached in Appendix B:4. In line 

 
Figure 7 Comparative evaluation workflow for exploratory RCA support and hypoth-
esis-generation tasks 
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with mixed-methods evaluation practices, this qualitative analysis was used to comple-
ment and interpret the quantitative rubric scores. As highlighted in the literature, the-
matic analysis enables the identification of underlying factors influencing evaluator 
judgments, particularly in aspects of reasoning clarity, usefulness and interaction quality 
that are not fully captured by numerical ratings alone. The derived themes were later 
used to support the interpretation of quantitative findings presented in Chapter 5. 

Since the two task categories support different forms of RCA work, separate rubrics 
were applied rather than a single generic assessment instrument. Exploratory RCA-sup-
port tasks focused on grounded explanation, technical correctness, impact-oriented rea-
soning and operational usefulness, whereas hypothesis-generation tasks focused on 
causal adequacy, specificity, verifiability, prioritization and investigation support. This 
distinction reflects both the methodological design of the PoC and the domain-specific 
analytical requirements of RCA investigations. 

3.12  Evaluation Rubrics for Exploratory RCA Support and Hy-
pothesis-Generation Tasks 

Since exploratory RCA support and structured hypothesis generation serve different 
analytical purposes, separate evaluation rubrics were defined. These rubrics were de-
signed to reflect the practical requirements of RCA investigations while remaining con-
sistent with human-centered chatbot evaluation research, which emphasizes multi-di-
mensional judgement of chatbot quality rather than dependence on a single generic 
score. In the final evaluation setup, the rubrics were implemented through a structured 
post-use assessment form, in which participants compared both chatbot systems after 
hands-on interaction and recorded their judgements through criterion-based ordinal 
ratings, an overall performance rating and a mandatory qualitative comment. 

The exploratory RCA-support rubric primarily operationalizes RQ1 and RQ3 by 
assessing whether the PoC produces relevant, interpretable, causally consistent and 
practically useful responses compared to the similarity-based baseline chatbot used in 
the organization. The hypothesis-generation rubric primarily operationalizes RQ2 and 
RQ3 by assessing whether domain-level turbine causal knowledge combined with struc-
tured RCA reasoning improves the quality, specificity, verifiability and investigative use-
fulness of generated hypotheses. 

The rubric dimensions were informed by prior research on chatbot usability, infor-
mation quality, communicative clarity, answer helpfulness and perceived usefulness in 
human-centered chatbot evaluation, as reviewed in Chapter 2 and shown in Table 4. At 
the same time, the final criteria were adapted to the RCA context in order to capture 
domain-specific analytical qualities that are not fully addressed by generic chatbot eval-
uation instruments alone. The resulting rubrics should therefore be understood as lit-
erature-informed and domain-tailored rather than as direct reproductions of any single 
pre-existing scale. 
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Table 4. Literature Support for the Evaluation Rubric Criteria 

Mode Rubric Criterion 
Supporting Litera-
ture 

Chat  

Context Grounding and Evidence Use [45] [47] [49] [51] [57] 

Technical Accuracy and RCA Reasoning 
[7] [10] [11] [12] [13] 
[43] 

Impact Analysis [7] [10] [13] [43] [49] 

Actionability and Decision Support 
[7] [10] [13] [43] [47] 
[49] [52] [57] 

Operational Usability and Prompt Compli-
ance 

[48] [49] [50] [51] [52] 

Hypotheses 

Causality 
[7] [10] [11] [12] [13] 
[40] [41] [43] [44] 

Specificity and Precision [7] [10] [13] [43] [47] 

Testability/Verifiability [7] [10] [11] [43] 

Likelihood Prioritization Quality [7] [10] [13] [40] [43] 

Investigative Actions 
[7] [10] [13] [40] [43] 
[49] [57] 

3.12.1 Evaluation Rubric for Hypothesis-Generation Tasks 

Hypothesis-generation tasks were evaluated using a rubric focused on the quality of 
generated root cause hypotheses. Five criteria were assessed on a five-point ordinal 
scale: 

• Causality – whether the hypothesis explains a genuine causal mechanism 
rather than merely restating an observable symptom or problem 

• Specificity and Precision – whether the hypothesis identifies a concrete pro-
cess step, condition or mechanism that can be meaningfully investigated 

• Testability / Verifiability – whether the hypothesis can be confirmed or dis-
proven through identifiable records, observations or other evidence path-
ways 

• Likelihood Prioritization Quality – whether the hypotheses are clearly pri-
oritized according to their estimated likelihood of being true and whether 
that prioritization is justified by context, evidence or historical knowledge. 

• Investigative Actions – whether the hypothesis included concrete and exe-
cutable actions that could be used to validate or investigate the proposed 
hypotheses further. 

In addition to these five analytical criteria, evaluators also assigned a performance 
rating on a five-point scale ranging from very poor to excellent in order to provide an 
overall judgement of hypothesis quality. A mandatory qualitative comment accompa-
nied each evaluation entry so that experts could describe comparative strengths, weak-
nesses and possible improvements that were not fully captured through numerical scor-
ing alone. This rubric builds on prior chatbot evaluation research that highlights useful-
ness, information quality and task support as key dimensions of conversational system 
quality, while extending that foundation with RCA-specific reasoning criteria such as 
causal adequacy, verifiability and prioritization. The qualitative comments associated 
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with each evaluation were subsequently analyzed using thematic analysis to identify re-
curring strengths, limitations and patterns in expert judgement. 

3.12.2 Evaluation Rubric for Exploratory RCA Support 

Exploratory RCA support was evaluated using a five-dimensional scoring rubric, with 
each dimension rated on a scale from 1 to 5. The criteria were defined as follows: 

• Context Grounding and Evidence Use – whether the response was clearly 
grounded in the retrieved context and cited relevant source filenames ap-
propriately 

• Technical Accuracy and RCA Reasoning – whether the response demon-
strated sound gas turbine knowledge and applied RCA reasoning correctly 

• Impact Analysis – whether the response clearly explained the effects of the 
identified failure or root cause on turbine performance, reliability, or af-
fected components 

• Actionability and Decision Support – whether the response provide practi-
cal and operationally useful guidance for investigation, mitigation or pre-
vention 

• Operational Usability and Prompt Compliance – whether the response was 
clearly structured, followed required formatting and citation rules and was 
suitable for direct use in RCA or operational workflows 

As in the hypothesis-generation evaluation, evaluators also assigned an overall per-
formance rating on a five-point scale and provided a mandatory qualitative comment 
for each query. This combination of numerical and qualitative evaluation reflects prior 
work showing that chatbot quality in practice depends not only on usability and infor-
mation quality but also on communicative clarity and answer helpfulness from the 
user’s perspective. These qualitative observations were further analyzed using thematic 
analysis to extract recurring themes that support the interpretation of the quantitative 
evaluation results. 

3.12.3 Comparative Interpretation of the Rubrics 

The two rubrics were designed to reflect two different RCA support functions. The 
rubric for exploratory RCA support emphasizes evidence-grounded explanation, tech-
nical correctness, impact-oriented reasoning and operational usefulness in conversa-
tional investigation support. The rubric for hypothesis-generation tasks, by contrast, 
emphasizes causal depth, precision, verifiability, prioritization of likely truth and action-
able investigation planning in formal RCA. Together, these rubrics provide a structured 
basis for comparing the baseline chatbot and the proposed PoC system across both 
exploratory and hypothesis-driven RCA tasks. 

In this way, the two rubrics reflect the same human-centered evaluation philosophy 
while being tailored to two different RCA support functions – exploratory evidence-
grounded investigation support and structured causal hypothesis generation. Therefore, 
the two rubrics provide the empirical bridge between the research questions and the 
results presented in Chapter 5. 
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3.13  Source of Errors and Limitations 

Several potential sources of error and methodological limitations are associated with 
the proposed approach. First, several stages of the system rely on LLM-based interpre-
tation, including information extraction, query understanding, Chat Mode response 
generation, subsystem-level causal synthesis in the Study Agent and 5-Why hypothesis 
generation in Hypotheses Mode. Although deterministic settings were used in some 
stages to improve consistency, such processes remain sensitive to prompt design, in-
complete context and model-level uncertainty. 

Second, the effectiveness of retrieval depends on the coverage and correctness of 
the Neo4j graph representation. If historical RCA cases are incomplete, incorrectly ca-
nonicalized or unevenly distributed across turbine models and subsystems, the graph 
retrieval stage may omit relevant evidence or overrepresent certain failure patterns. 
Since Chat Mode uses graph results to restrict the document scope for vector retrieval, 
limitations in the graph layer may also propagate into later semantic retrieval. 

Third, the semantic retrieval component used in Chat Mode depends on the organ-
ization’s existing vector database and on graph-guided document filtering. While this 
filtered retrieval design improves precision by excluding unrelated documents, it also 
introduces the possibility that relevant chunks may be missed if their source files were 
not surfaced through graph retrieval. In addition, the adaptive chunk retrieval strategy 
used in Chat Mode remains a heuristic mechanism; although it improves contextual 
adequacy by adjusting the number of retrieved chunks to query type, it may not always 
retrieve the optimal amount of evidence for every investigation scenario. 

Fourth, the domain knowledge file causal_relationships.md was generated through 
an AI-assisted synthesis process rather than fully manual expert formalization. The 
Study Agent derived this document by parsing Neo4j-derived historical RCA cases, 
consolidating subsystem-level evidence and using Azure OpenAI to infer common 
symptoms, root cause patterns and problem-symptoms-cause relationships. Since only 
a limited subset of root causes and evidence entries could be submitted per subsystem 
due to token constraints, the resulting domain knowledge may not always capture the 
complete range of historical variation. It should therefore be interpreted as a supportive 
reasoning layer rather than as an independently verified engineering standard. 

Fifth, Hypotheses Mode depends strongly on the specificity of the user’s query for-
mulation. The architecture includes a refinement stage to mitigate this limitation, but 
broad or underspecified queries may still produce weak or overly generic hypotheses. 
Furthermore, the option to include cross-model causal knowledge introduces a trade-
off between broader historical insight and the risk of incorporating patterns that are not 
fully applicable to the selected turbine model. 

An additional limitation concerns attribution of effects within the PoC architecture. 
The proposed system combines graph-guided retrieval, filtered semantic retrieval, query 
refinement, structured RCA reasoning, domain-level causal knowledge and task-specific 
interface design. Therefore, the evaluation can assess the combined effect of the pro-
posed PoC architecture compared to the similarity-based baseline chatbot, but it cannot 
isolate the independent contribution of each individual component. This limitation is 
particularly relevant for interpreting RQ1 and RQ2. 

Finally, the evaluation itself is constrained by the size of the participant group, the 
post-use nature of the assessment process and the subjectivity inherent in expert judge-
ment. Since participants first interacted with both chatbot systems and were then inter-
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viewed using structured comparative forms, the results reflect post-use perceptions ra-
ther than real-time item-by-item judgement during interaction. This design improves 
ecological realism, but it may also introduce recall effects, recency effects and inter-
viewer-mediated interpretation when responses are written down in the forms [52]. In 
addition, differences in how extensively each participant explored the two systems out 
of their very busy work schedule before the interview may have influenced the resulting 
ratings. Although the comparative rubrics provide a structured basis for assessing both 
chatbot systems, the evaluation still relies on ordinal expert scoring and mandatory 
qualitative comparative comments. The findings of this study should therefore be in-
terpreted as human-centered comparative evidence within the studied RCA setting, ra-
ther than as purely objective measurement or as a claim of universal generalizability 
across all industrial chatbot applications. 
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4 Work 

This chapter describes the practical work carried out to implement the proposed PoC 
Chatbot for RCA assistance. While Chapter 3 presented the methodological framework 
of the study, the present chapter focuses on the actual development activities through 
which that framework was realized. The work included preparation of a structured RCA 
dataset from historical markdown documents, implementation of a Neo4j-based 
knowledge graph, derivation of subsystem-level causal relationship knowledge and de-
velopment of a dual-mode chatbot consisting of Chat Mode for exploratory investiga-
tion support and Hypotheses Mode for structured root cause analysis. The chapter also 
describes how these components were integrated into a completed PoC system that 
could be evaluated against the chatbot currently used within the organization. 

4.1 Overview of the Implemented Proof-of-Concept 

The development work carried out in this study resulted in a functional PoC system 
designed to extend RCA chatbot support beyond similarity-based document retrieval. 
The implemented system combined multiple knowledge resources and processing com-
ponents, including a structured RCA case dataset, a Neo4j-based knowledge graph, a 
turbine causal relationship knowledge document, an interactive Chat Mode and a struc-
tured Hypotheses Mode for 5-Why-inspired reasoning. Together, these components 
formed an integrated RCA assistant intended to support both exploratory investigation 
and formal root cause analysis. 

The practical development work focused on converting the methodological design 
described in Chapter 3 into an operational system. This required implementing data 
transformation pipelines, knowledge representation structures, reasoning support re-
sources and task-specific interaction workflows. The completed PoC therefore repre-
sents the practical realization of the thesis objective of evaluating a combined PoC ar-
chitecture against a similarity-based baseline, with emphasis on response relevance, in-
terpretability, causal consistency and structured hypothesis-generation quality. 

4.2 Development of the Structured RCA Case Base 

The first major development task involved preparing a structured case base from the 
historical markdown documents available within the organization. These files repre-
sented pre-processed and anonymized versions of internal RCA-related records and 
formed the accessible documentary basis for the study. 500-plus files were selected for 
implementation work, focusing on GT1, GT2 and GT3, which together represented 
the majority of historical RCA activity relevant to the project. 

To transform this material into a form suitable for machine-supported retrieval and 
reasoning, an extraction pipeline was implemented in which each markdown document 
was processed individually through an LLM-based schema. The implementation cap-
tured core RCA fields including model number, problem description, involved subsys-
tem, canonical problem label, canonical subsystem label, root cause, evidence and 
source filename. The extracted output was stored in JSONL format, with one structured 
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record per document. This created a compact and machine-readable RCA case base 
that could be used for subsequent graph construction and knowledge synthesis. 

An important practical consideration in this stage was traceability. In addition to the 
intended RCA elements, the structured case entries preserved references to source files, 
supporting text chunks and page-level provenance where available. This made it possi-
ble for later parts of the PoC to relate generated outputs back to original documentary 
evidence. The resulting JSONL case base therefore did not merely simplify the docu-
ment collection; it provided the operational foundation for the graph layer, the causal 
knowledge synthesis stage and later chatbot reasoning workflows. 

4.3 Implementation of the Neo4j Knowledge Graph 

The structured RCA case base was then used to implement a knowledge graph in Neo4j. 
The graph was designed to make RCA relationships explicit by representing turbine 
model, problem, subsystem and root cause as connected entities. In the implemented 

structure, the main path of interest followed the relationship pattern Model →Prob-

lem → Subsystem → Root Cause, which reflected how historical RCA cases need to 
be queried during chatbot use. 

A key implementation decision in this stage was to rely on validated canonical labels 
when constructing graph nodes and relations. Since the historical documentation con-
tained variation in naming and terminology, the canonicalized problem and subsystem 
labels made it possible to store and retrieve RCA cases more consistently. This im-
proved the reliability of graph queries and supported later retrieval based on engineering 
relevant concepts rather than raw text fragments alone. 

In practical use, the Neo4j graph served as the primary structured retrieval layer of 
the PoC system. It enabled retrieval of historical RCA cases based on turbine model, 
failure type, subsystem and associated root-cause information, while also returning 
source filenames linked to the underlying evidence. These source references later func-
tioned as the bridge between graph-based case scoping and document-level evidence 
access in Chat Mode. As a result, the graph implementation provided both a structured 
knowledge representation and a retrieval-control mechanism for the overall PoC. As 
shown in Figure 8, the graph structure was designed to expose case-level engineering 
relationships explicitly rather than relying solely on semantic similarity. This made it 
possible to retrieve RCA cases on the basis of subsystem relevance and previously ob-
served causal associations, which later became important for both Chat Mode and Hy-
potheses Mode. 
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4.4 Development of the Turbine Causal Relationship 
Knowledge Resource 

To complement the case-specific knowledge stored in Neo4j, a second development 
task focused on creating a more generalized causal knowledge resource describing re-
curring subsystem-level symptoms, cause patterns and problem-cause relationships. 
This was implemented through a dedicated analysis pipeline referred to as the Study 

 
Figure 8 Implemented Neo4j knowledge graph schema, node relationships and exam-
ple query logic for historical RCA case retrieval 
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Agent, which generated the markdown document causal_relationships.md. The pur-
pose of this implementation was to provide a derived domain knowledge layer that 
could support structured reasoning beyond retrieval of individual cases. Figure 9 sum-
marizes the workflow through which graph-derived RCA cases were consolidated and 
transformed into the subsystem-level knowledge document. 

The Study Agent used retrieved_all.md as input, which contained a broader export 
of historical RCA cases obtained from the graph database. The implementation parsed 

 
Figure 9 Implemented workflow for generating the subsystem-level causal relationship 
knowledge resource 
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this file, grouped entries by turbine model and subsystem and consolidated recurring 
descriptions, problem types, root causes, evidence entries and source filenames. This 
consolidation step was important because it allowed subsystem-level analysis of recur-
ring behavior instead of treating every RCA case as an isolated event. 

After consolidation, Azure OpenAI was used to synthesize common symptoms, 
root-cause patterns and explicit causal relationships between problems, symptoms and 
causes for each subsystem. The output of this process was written to causal_relation-
ships.md, organized by turbine model and subsystem. In practical terms, this file be-
came a reusable domain knowledge resource that complemented the case-specific graph 
data and provided an additional reasoning input for Hypotheses Mode. The implemen-
tation of this resource therefore represented a major step in moving from historical case 
retrieval toward more generalized causal support. 

4.5 Implementation of Chat Mode 

Chat Mode was implemented as the exploratory interaction workflow of the PoC sys-
tem. Its purpose was to support natural-language questioning, clarification, comparison 
and evidence-grounded explanatory responses during RCA work. In contrast to a sim-
ple semantic search interface, the implemented Chat Mode combined structured case 
retrieval, filtered semantic evidence access, contextual response generation and conver-
sational continuity support. The operational workflow of this implementation is shown 
in Figure 10. 

The implementation began with query understanding and context management. At 
this stage, the system extracted model identifiers, loaded canonical problem labels for 
the relevant model and identified problem-related keywords from the user query. Ses-
sion-based model memory was also implemented so that follow-up questions could 
reuse previously established context. In addition, a context-change check enabled the 
user to switch without triggering a full retrieval cycle. This made Chat Mode more usa-
ble in practical multi-turn investigation scenarios. 

Once the query was interpreted, Chat Mode performed structured case retrieval in 
Neo4j. Relevant historical RCA cases were returned together with subsystem infor-
mation, root causes, evidence and source filenames. These source filenames were then 
passed to a SQLite mapping layer, which converted them into chunk identifiers linked 
to organization-provided ChromaDB vector store. A filtered semantic search was sub-
sequently executed over those chunk identifiers only, ensuring that vector retrieval re-
mained constrained to graph-relevant documents. This implementation preserved the 
strengths of semantic search while preventing retrieval from unrelated parts of the cor-
pus. 
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Figure 10 Implemented Chat Mode workflow for hybrid exploratory RCA support 
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A further practical feature of Chat Mode was the implementation of adaptive chunk 
retrieval. The number of retrieved document chunks was adjusted according to query 
type. Standard single-model queries used a smaller evidence set, while comparison-ori-
ented or multi-model “top reasons” queries retrieved a broader chunk set to ensure 
better contextual coverage across models. The retrieved graph data and vector-based 
text excerpts were then merged into a unified context and provided to the language 
model for answer generation. This enabled Chat Mode to act as a grounded technical 
assistant rather than a simple vector store chatbot. 

An additional implementation feature was follow-up optimization as shown in Fig-
ure 10. When the system detected that a new question was a continuation of the previ-
ous discussion, it reused cached Neo4j and vector retrieval results instead of executing 
the full retrieval pipeline again. This reduced response latency, lowered unnecessary 
API usage and made the interaction more natural from an engineering perspective. 

4.6 Implementation of Hypotheses Mode 

Hypotheses Mode was implemented as the structured RCA reasoning workflow of the 
PoC. Its objective was to generate multiple evidence-based root cause hypotheses for a 
given issue using a process aligned with the 5-Why methodology. This made Hypothe-
ses Mode one of the most distinctive parts of the PoC system, since although the chat-
bot currently used within the organization could respond to hypothesis-oriented 
prompts, it did not provide an equivalent dedicated workflow for structured hypothesis 
generation. The implemented sequence is illustrated in Figure 11. 

This implemented workflow begins with a graph-based retrieval stage in which the 
system extracts model information from the user query, identifies relevant problem la-
bels, retrieves historical RCA cases from Neo4j and saves the resulting structured case 
evidence in retrieved.md. This file functions as the primary historical evidence base for 
the rest of the workflow. By separating case retrieval from later reasoning, the imple-
mentation provided a more stable and traceable basis for hypothesis generation than a 
direct conversational response alone. 

After retrieval, Hypotheses Mode performs query specificity analysis and where 
needed, interactive refinement of the query. If the user query is too broad, the system 
asks clarifying questions concerning component, subsystem, symptoms or operating 
conditions in order to produce a more focused problem statement. Once this refine-
ment is complete, the workflow supports a model-specific versus cross-model reason-
ing decision, allowing the user to choose whether the reasoning should remain limited 
to the detected turbine model or include subsystem-level patterns from multiple mod-
els. 
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Figure 11 Implemented Hypotheses Mode workflow for structured root cause hypoth-
esis generation 
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The core analytical stage combines three inputs: retrieved.md, causal_relation-
ships.md and the refined user query. Based on the inputs, the language model generates 
several plausible hypotheses, structures them as causal chains, assigns qualitative likeli-
hood levels and cites supporting evidence sources. The resulting analysis is formatted 
into hypotheses.md. An optional post-processing stage then loads source documents 
and extracts investigation actions, producing an expanded file, hypotheses_to_ac-
tions.md, that links hypotheses to suggested validation steps. This implementation 
transformed Hypotheses Mode into a complete RCA-oriented analytical workflow ra-
ther than a general chat response feature. 

4.7 Integration of the Complete PoC System 

Although the PoC was developed through several distinct implementation stages, the 
completed system was designed to operate as one integrated RCA assistant. In its final 
form, the system combined three major knowledge resources: the Neo4j knowledge 
graph for structured historical RCA case retrieval, the existing ChromaDB vector store 
for graph-guided semantic evidence access in Chat Mode and the causal relationship 
knowledge document for subsystem-level causal reasoning in Hypotheses Mode. These 
resources were connected through LLM-based query understanding and response-gen-
eration workflows to create a coherent support system for RCA investigations. Figure 
12 summarizes the relationship between the implemented components and the outputs 
generated by the two workflows. 

The integration of the system was also reflected in the output artifacts produced by 
the different workflows. Chat Mode generated user-facing grounded answers together 
with transparency files such as retrieved_chunks.md and retrieved_data_for_analy-
sis_chat.md, while Hypotheses Mode produced retrieved.md, hypotheses.md and hy-
potheses_to_actions.md. These artifacts were important for system transparency, 
source traceability and later comparative evaluation. The integrated view shown in Fig-
ure 12 makes clear that the PoC was not implemented as a collection of isolated scripts, 
but as a coherent RCA support system with shared knowledge resources and task-spe-
cific outputs. 

From an implementation perspective, the completed PoC realized the central aim 
of the thesis: to create an RCA assistant that combines structured retrieval, semantic 
evidence access and domain-informed causal reasoning in a way that is more aligned 
with investigation practice than the existing similarity-based baseline. The work carried 
out in this chapter therefore transformed the methodological ideas of Chapter 3 into a 
usable, proof-of-concept RCA assistant for comparative assessment against the existing 
chatbot. 
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Figure 12 Integration of the implemented PoC components and outputs 
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4.8 Summary 

This chapter described the practical work carried out to implement the proposed PoC 
RCA assistant. The completed work included preparation of a structured RCA case 
base, implementation of a Neo4j-based knowledge graph, generation of a subsystem-
level causal relationship knowledge resource and development of two complementary 
workflows: Chat Mode for exploratory investigation support and Hypotheses Mode for 
structured hypothesis generation. These components were then integrated into a com-
pleted PoC system for comparative evaluation against the chatbot currently used within 
the organization. 

The next chapter presents the results of the comparative assessment and discusses 
the extent to which the implemented PoC improved chatbot usefulness, explainability 
and RCA-oriented analytical support relative to the existing chatbot currently used 
within the organization. 
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5 Results and discussion 

 
This chapter reports the results of the comparative evaluation performed between the 
proposed PoC and the existing chatbot in the organization. In line with the methodo-
logical design described in Chapter 3, the findings are presented separately for Chat 
Mode and Hypotheses Mode, since these two modes address different RCA support 
functions. The analysis combines criterion-level descriptive statistics, overall perfor-
mance comparison, composite task scores, paired difference summaries and thematic 
analysis of qualitative comments in order to provide a structured assessment of the two 
systems. The objective of this chapter is both to determine whether the PoC outper-
formed the existing chatbot and to clarify in which dimensions of RCA support the 
most meaningful differences were observed. The results indicate that the PoC’s added 
value was more limited in Chat Mode, whereas much stronger advantages were ob-
served in Hypotheses Mode. 

The results are interpreted in relation to the three research questions. Chat Mode 
results are used primarily to address RQ1, because this mode evaluates how the pro-
posed PoC architecture affects response relevance, interpretability and causal con-
sistency compared to the similarity-based architecture of the baseline chatbot. Hypoth-
eses Mode results are used primarily to address RQ2, because this mode evaluates 
whether domain-level turbine causal knowledge combined with structured RCA rea-
soning improves the quality of generated hypotheses. Both quantitative and qualitative 
analysis across the two modes are used to address RQ3 by examining expert perceptions 
of usefulness, actionability and investigative value. 

5.1 Analysis Approach 

The collected evaluation data were analyzed separately for Chat Mode and Hypotheses 
Mode, using paired scores for the proposed PoC and the existing chatbot (CB) in the 
organization across six scored criteria, including the overall performance score. The 
scores provided by the experts are listed in Table 5 for Chat Mode and Hypotheses 
Mode respectively. The analysis focused on criterion-level descriptive statistics, overall 
performance comparison, composite task scores, paired differences, win-tie-loss sum-
maries and thematic analyses. Since the number of evaluators was small (n = 5), infer-
ential tests were not included, and the main interpretation was based on descriptive and 
comparative patterns together with complementary qualitative thematic analysis of the 
evaluator comments. 

To summarize task-level performance, a composite score was calculated for each 
evaluator and task category. The composite score was defined as the arithmetic mean 
of the six scored criteria in the corresponding assessment form (see Appendix A), in-
cluding the Overall Performance Score. This was done separately for the PoC and for 
the existing chatbot in the organization. In addition, a composite difference score was 
calculated as the mean of the criterion-level differences (PoC minus CB), which is 
equivalent to the difference between the two composite means. This composite meas-
ure was used as a descriptive indicator of overall task performance, while the Overall 
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Performance Score was also examined separately in order to preserve its role as an ex-
plicit evaluator-provided summary judgement. For each evaluator and task type, the 
composite score was calculated as: 

 
Composite Score = (C1 + C2 + C3 + C4 + C5 + C6) / 6 
 
Where C1-C6 represents the six scored criteria in the assessment form, including 

the Overall Performance Score. The composite difference was calculated as: 
 
Composite Difference = Composite PoC – Composite CB 

Table 5. Expert Scores for Chat Mode and Hypotheses for each Criterion 

Expert 
ID 

Criterion 
Score for 
PoC 

Score for 
CB 

1 Context Grounding and Evidence Use 4 4 

1 Technical Accuracy and RCA Reasoning 3 4 

1 Impact Analysis 4 4 

1 Actionability and Decision Support 4 4 

1 Operational Usability and Prompt Compliance 4 4 

1 Overall Performance Score 4 5 

2 Context Grounding and Evidence Use 4 4 

2 Technical Accuracy and RCA Reasoning 4 4 

2 Impact Analysis 4 3 

2 Actionability and Decision Support 4 4 

2 Operational Usability and Prompt Compliance 5 4 

2 Overall Performance Score 5 4 

3 Context Grounding and Evidence Use 3 4 

3 Technical Accuracy and RCA Reasoning 4 3 

3 Impact Analysis 3 2 

3 Actionability and Decision Support 3 1 

3 Operational Usability and Prompt Compliance 3 2 

3 Overall Performance Score 3 2 

4 Context Grounding and Evidence Use 4 3 

4 Technical Accuracy and RCA Reasoning 4 4 

4 Impact Analysis 4 4 

4 Actionability and Decision Support 4 4 

4 Operational Usability and Prompt Compliance 4 4 

4 Overall Performance Score 4 5 

5 Context Grounding and Evidence Use 3 3 

5 Technical Accuracy and RCA Reasoning 4 3 

5 Impact Analysis 3 3 

5 Actionability and Decision Support 4 4 

5 Operational Usability and Prompt Compliance 4 4 

5 Overall Performance Score 4 4 

 
At a high level, the quantitative results indicate that the PoC outperformed the ex-

isting chatbot in the organization in both task categories but with different strengths. 
In Chat Mode, the PoC showed only a small composite advantage, while in Hypotheses 
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Mode the composite advantage was clearly larger. This suggests that the proposed ar-
chitecture provides greater added value for structured hypothesis generation than for 
exploratory conversational RCA support. 

5.2 Results for Chat Mode 

The results for Chat Mode indicate that the comparative performance of the two sys-
tems was relatively balanced. Although the PoC achieved a small positive composite 
difference overall, the magnitude of this advantage remained limited and several of the 
detailed criteria showed either small improvements or no clear difference. In particular, 
the updated descriptive summaries suggest that the PoC’s benefits in Chat Mode are 
concentrated in practical support dimensions such as impact analysis, actionability and 
operational usability, while context grounding and overall performance remain broadly 
comparable to the existing chatbot in the organization. The following subsections there-
fore examine Chat Mode in more detail, beginning with the composite task-level results 
and then moving to criterion-level and paired-comparison patterns. 

5.2.1 Composite Task Performance 

In Chat Mode, the mean composite score for the PoC was 3.800, compared with 3.567 
for the existing chatbot (CB) used within the organization, giving a mean composite 
difference of +0.233. The median composite scores were 3.833 for the PoC and 3.833 
for the existing chatbot, with a median composite difference of +0.167. These values 
indicate only a slight overall advantage for the PoC in exploratory RCA support. Ex-
pert-level composite scores further show that the pattern was not uniform: three ex-
perts favoured the PoC, one expert favoured the existing chatbot and one expert 
showed no difference. Table 6 summarizes the composite median scores, ordered in 
the consecutive columns and differences which had been elaborated earlier. 

Table 6. Composite Score Summary and Comparison of PoC and Existing Chatbot for the Chat Mode 

 A  B  A - B  

Expert 
ID 

Compo-
site PoC 
(Median) 

Ordered 
Score 

Composite 
CB 
(Median) 

Ordered 
Score 

Compo-
site Dif-
ference 

Ordered 
Score 

1 3.833 3.167 4.167 2.333 -0.333 -0.333 

2 4.333 3.667 3.833 3.500 0.500 0.000 

3 3.167 3.833 2.333 3.833 0.833 0.167 

4 4.000 4.000 4.000 4.000 0.000 0.500 

5 3.667 4.333 3.500 4.167 0.167 0.833 

Mean 
Score 

3.800  3.567  0.233  

5.2.2 Criterion-level Comparison 

The criterion-level statistics show that the PoC improved some dimensions of explor-
atory RCA support, but not all of them equally. The criterion name and their name 
codes are given in Table 7, and the criterion-level scores are summarized in Table 8. 
There was no observed difference in Context Grounding and Evidence Use, where 
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both systems achieved a mean score of 3.600 and the mean difference was 0.000. The 
PoC showed a slight advantage in Technical Accuracy and RCA Reasoning, where PoC 
scored 3.800 and existing chatbot scored 3.600 resulting in mean difference of +0.200. 
More noticeable but still moderate advantages were observed in Impact Analysis, Ac-
tionability and Decision Support and Operational Usability and Prompt Compliance, 
each with a mean difference of +0.400 in favour of the PoC. However, the Overall 
Performance Score was identical on average being 4.000 for both systems, indicating 
that the criterion-level improvements did not translate into a clear overall expert pref-
erence in Chat Mode. 

Table 7. Criterion Score and their Name Codes 

Criterion Name Criterion Code 

Context Grounding and Evidence Use 1 

Technical Accuracy and RCA Reasoning 2 

Impact Analysis 3 

Actionability and Decision Support 4 

Operational Usability and Prompt Compliance 5 

Overall Performance Score 6 

Table 8. Criterion-level Descriptive Statistics for Chat Mode 

Criterion Mean Score PoC Mean Score CB 
Mean 
Difference 

1 3.6 3.6 0.0 

2 3.8 3.6 0.2 

3 3.6 3.2 0.4 

4 3.8 3.4 0.4 

5 4.0 3.6 0.4 

6 4.0 4.0 0.0 

 
The radar plot in Figure 13 supports this interpretation visually. It shows that the 

PoC performs somewhat better than the existing chatbot used within the organization 
on several practical criteria, particularly impact analysis, actionability and operational 
usability, but the overall shape of the two profiles remains relatively similar. The radar 
pattern is therefore consistent with a modest improvement rather than a strong or uni-
form change in exploratory performance. 
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5.2.3 Win-tie-loss Analysis 

The win-tie-loss results reinforce the same conclusion. For Technical Accuracy and 
RCA Reasoning, the PoC achieved 2 wins, 2 ties and 1 loss as shown in Table 9. For 
Impact Analysis and Operational Usability, the PoC achieved 2 wins and 3 ties, with no 
losses. In Actionability Support and Decision Support, the PoC recorded only 1 win 
and 4 ties, indicating that the systems were often judged similarly on this dimension. 
Most importantly, the Overall Performance Score was balanced with 2 PoC wins, 1 tie 
and 2 wins for the existing chatbot used within the organization. These results suggest 
that the PoC was often competitive or slightly better but not decisively preferred overall 
in Chat Mode. 

Table 9. Win-Tie-Loss Counts for Chat Mode 

Criterion Name PoC wins Ties CB wins 

Context Grounding and Evidence Use 1 3 1 

Technical Accuracy and RCA Reasoning 2 2 1 

Impact Analysis 2 3 0 

Actionability and Decision Support 1 4 0 

Operational Usability and Prompt Compliance 2 3 0 

Overall Performance Score 2 1 2 

5.2.4 Interpretation of Chat Mode 

Taken together, the Chat Mode results suggest that the PoC provides incremental im-
provements rather than a fundamental shift in exploratory RCA support. The clearest 
benefits appear in criteria related to practical explanation and usability, while context 
grounding and overall expert preference remain broadly comparable to the existing 

 
Figure 13 Radar Plot for Chat Mode 
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chatbot in the organization. This indicates that, although the PoC improves how ex-
ploratory information is structured and operationalized, the existing chatbot remains 
competitive in general conversational investigation support. 

In relation to RQ1, these findings indicate that the proposed PoC architecture pro-
duced modest improvements in exploratory chatbot response quality compared to the 
existing chatbot’s similarity-based retrieval architecture. The strongest observed bene-
fits were related to practical interpretation of RCA information, impact-oriented expla-
nation and operational usability, while context grounding and overall expert preference 
remained broadly comparable to the baseline. 

5.3 Results for Hypotheses Mode 

In contrast to Chat Mode, the results for Hypotheses Mode show a much clearer and 
more consistent advantage for the PoC. Both the composite score summary and the 
criterion-level statistics indicate that the PoC outperformed the existing chatbot in the 
organization across all evaluated dimensions, with the largest gains appearing in causal-
ity, specificity and precision and overall performance. The consistency of this pattern 
across experts suggests that the proposed architecture is especially effective when the 
RCA task requires structured causal reasoning and formal hypothesis generation. The 
following subsections therefore present the Hypotheses Mode findings in greater detail, 
beginning with the composite task-level comparison and then examining the criterion-
specific patterns that explain this stronger overall advantage. 

5.3.1 Composite Task Performance 

The Hypotheses Mode results show a much clearer advantage for the PoC, as summa-
rized in Table 10. The mean composite score for the PoC was 3.967, compared with 
3.200 for the existing chatbot in the organization, resulting in a mean composite differ-
ence of +0.767. The corresponding median composite scores were 4.000 for the PoC 
and 2.833 for the existing chatbot, with a median composite difference of +0.833. Un-
like Chat Mode, every evaluator favoured the PoC on the composite score, indicating a 
strong and consistent improvement in structured hypotheses generation support. 
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Table 10. Composite Score Summary and Comparison of PoC and Existing Chatbot for the Hypotheses 
Mode 

 A  B  A - B  

Expert 
ID 

Compo-
site PoC 
(Median) 

Ordered 
Score 

Composite 
CB 
(Median) 

Ordered 
Score 

Compo-
site Dif-
ference 

Ordered 
Score 

1 4.667 3.333 4.167 2.500 0.500 0.167 

2 4.167 3.667 4.000 2.500 0.167 0.500 

3 3.667 4.000 2.833 2.833 0.833 0.833 

4 4.000 4.167 2.500 4.000 1.500 0.833 

5 3.333 4.667 2.500 4.167 0.833 1.500 

Mean 
Score 

3.967  3.200  0.767  

5.3.2 Criterion-level Comparison 

The strongest gains in Hypotheses Mode were observed in Causality, Specificity and 
Precision and Overall Performance Score. For Causality, the PoC achieved a mean score 
of 4.000 versus 3.000 for the existing chatbot used within the organization, giving a 
mean difference of +1.000. For Specificity and Precision, the PoC scored 4.400 com-
pared with 3.200 for the existing chatbot, giving the largest criterion-level difference of 
+1.200. The Overall Performance Score showed the same gap – 4.000 for the PoC 
versus 3.200 for the existing chatbot, also a difference of +1.200. The PoC additionally 
outperformed the existing chatbot on Testability/Verifiability, Likelihood Prioritization 
Quality and Investigative Actions, each with a mean difference of +0.400. Thus, the 
PoC scored higher than the existing chatbot on all six evaluated dimensions in Hypoth-
eses Mode. Table 7 shows the name codes for the criterions and the criterion-level 
scores are summarized in Table 11. 

Table 11. Criterion-level Descriptive Statistics for Hypotheses Mode 

Criterion Mean Score PoC Mean Score CB 
Mean 
Difference 

1 4.0 3.0 1.0 

2 4.4 3.2 1.2 

3 3.4 3.0 0.4 

4 4.0 3.6 0.4 

5 3.6 3.2 0.4 

6 4.4 3.2 1.2 
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The radar plot makes this pattern immediately visible in Figure 14. Compared with 
the Chat Mode radar plot, the Hypotheses Mode profile shows a clearly larger area for 
the PoC, particularly on Causality, Specificity and Precision and Overall Performance 
Score. It also shows stronger performance for all other scores – Testability/Verifiabil-
ity, Investigative Actions and Likelihood Prioritization Quality. The visual pattern sup-
ports the interpretation that the proposed system’s strongest added value lies in struc-
tured reasoning and formal root cause generation rather than in open exploratory in-
teraction roles. 

5.3.3 Win-tie-loss Analysis 

The win-tie-loss analysis confirms the consistency of the Hypotheses Mode advantage. 
For Specificity and Precision, the PoC achieved 5 wins, 0 ties and 0 losses, indicating 
unanimous expert preference as shown in Table 12. The Overall Performance Score 
showed the same pattern, with 5 wins and no ties or losses. For Causality, the PoC 
achieved 3 wins and 2 ties, with no losses. Even the most mixed criterion, Investigative 
Actions, still favoured the PoC overall, with 2 wins, 2 ties and 1 loss. These results show 
that the PoC’s advantage in Hypotheses Mode is both larger and more consistent than 
in Chat Mode. 

Table 12. Win-Tie-Loss Counts for Hypotheses Mode 

Criterion Name PoC wins Ties CB wins 

Causality 3 2 0 

Specificity and Precision 5 0 0 

Testability/Verifiability 2 3 0 

Likelihood Prioritization Quality 2 3 0 

Investigative Actions 2 2 1 

Overall Performance Score 5 0 0 

 

 
Figure 14 Radar Plot for Hypotheses Mode 
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5.3.4 Interpretation of Hypotheses Mode 

The Hypotheses Mode results strongly suggest that the proposed knowledge-enhanced 
architecture is particularly beneficial when the RCA task requires causal formulation, 
specific hypothesis articulation and structured reasoning support. The largest improve-
ments were observed in exactly those dimensions that the PoC was designed to 
strengthen – namely, moving beyond similarity-based retrieval toward more explicit and 
causally grounded RCA assistance. The findings therefore support the thesis argument 
that the proposed architecture is most useful in formal hypothesis-driven RCA work, 
rather than simply improving general conversational access to past cases. 

In relation to RQ2, these findings indicate that integrating domain-level turbine 
causal knowledge with structured RCA reasoning improved hypothesis-generation 
quality compared to the similarity-based baseline. The improvement was strongest in 
causality, specificity and precision, and overall performance, suggesting that the pro-
posed workflow was particularly effective for formal, hypothesis-driven RCA tasks. 

5.4 Cross-Task Comparison 

A comparison of the two task categories shows that the PoC’s value is clearly task de-
pendent. In Chat Mode, the PoC improved a few practical criteria but did not achieve 
an overall expert-rated advantage relative to the existing chatbot used within the organ-
ization. In Hypotheses Mode, by contrast, the PoC outperformed the existing chatbot 
on all six criteria and achieved a clear overall expert preference. This difference is visible 
in the composite score summary and overall performance summary tabulated in Table 
13 and Table 14 and represented in Figure 15 and Figure 16, the mean-difference plot 
shown in Figure 17, the radar plots in Figure 13 and Figure 14, and the win-tie-loss 
summary depicted in Figure 18. 

Table 13. Composite Score Summary 

Task 
No. of 
Experts 

Mean 
PoC 

Mean 
CB 

Mean 
Differ-
ence 

Median 
PoC 

Median 
CB 

Median 
Differ-
ence 

Chat 
Mode 

5 3.800 3.567 0.233 3.833 3.833 0.167 

Hypothe-
ses Mode 

5 3.967 3.200 0.767 4.000 2.833 0.833 

Table 14. Overall Performance Summary 

Task 
No. of 
Experts 

Mean 
PoC 

Mean 
CB 

Mean 
Differ-
ence 

Median 
PoC 

Median 
CB 

Median 
Differ-
ence 

Chat 
Mode 

5 4.0 4.0 0.0 4.0 4.0 0.0 

Hypothe-
ses Mode 

5 4.4 3.2 1.2 4.0 3.0 1.0 
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The cross-task comparison is visible first in the composite score summary. The av-

erage composite advantage of the PoC in Chat Mode was only +0.233, whereas in Hy-
potheses Mode it increased to +0.767. In other words, the PoC’s average advantage in 
hypothesis-generation task was more than three times larger than in exploratory Chat 
Mode. The same pattern appears in overall performance comparison. In Chat Mode, 
the mean overall performance score was identical for the two systems – 4.0 for the PoC 
and 4.0 for the existing chatbot. This indicates that experts did not perceive one system 
as clearly superior overall in exploratory use. In Hypotheses Mode, however, the PoC 
achieved a mean overall performance score of 4.4 compared with 3.2 for the existing 
chatbot, corresponding to a mean difference of +1.2 and indicating a clear overall pref-
erence for the PoC in structured hypothesis-generation tasks. 

 

 
Figure 15. Composite Summary Comparison 

 
Figure 16 Overall Performance Comparison 
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The criterion-level mean-difference plot further clarifies where these task-level dif-
ferences originate. In Chat Mode, the mean differences remain small across most crite-
ria. Context grounding shows no observed difference between the systems, and tech-
nical accuracy shows only a slight PoC advantage. The strongest Chat Mode gains are 
moderate rather than large, appearing in impact analysis, actionability and operational 
usability, each with mean differences of +0.4. This suggests that, in exploratory inter-
action, the PoC mainly improves how RCA-relevant information is structured and op-
erationalized, rather than fundamentally changing the evaluators’ overall judgement of 
chatbot quality. In Hypotheses Mode, the criterion-level profile is clearly different. The 
largest gains are concentrated in causality (+1.0), specificity and precision (+1.2), and 
overall performance (+1.2), while even the remaining criteria still favour the PoC. This 
indicates that the proposed architecture is especially effective when the task requires 
explicit causal formulation, specific hypothesis articulation and more structured analyt-
ical reasoning. 

The win-tie-loss analysis provides an additional perspective on the consistency of 
these differences across evaluators. In Chat Mode, the PoC’s advantages are compara-
tively fragile and often accompanied by ties. For example, impact analysis and opera-
tional usability each show two PoC wins and three ties, while actionability shows only 
one PoC win and four ties. Most notably, the overall performance score in Chat Mode 
is evenly split, with two wins for the PoC, one tie and two wins for the existing chatbot. 
This pattern confirms that the observed Chat Mode differences are present but not 
decisive. By contrast, the Hypotheses Mode win-tie-loss results are much more one-
sided. The PoC won all five expert comparisons for Specificity and Precision and all 
five overall performance comparisons. It also dominated causality, with three wins and 

 
Figure 18 Win-Tie-Loss by Criterion 

 
Figure 17 Mean Difference by Criterion 
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two ties, and showed no outright losses for testability and prioritization. Even investi-
gative actions, which was the most mixed criterion in Hypotheses Mode, still favoured 
the PoC overall. These results show not only that the PoC scored higher on average in 
hypothesis-generation tasks, but also that this advantage was more consistent across 
experts. 

Taken together, these findings suggest that the contribution of the PoC should not 
be interpreted as a universal improvement across every kind of RCA chatbot interac-
tion. Instead, the results point to a more specific and more defensible conclusion – the 
architecture introduced in this thesis is particularly beneficial when the RCA task re-
quires formal, structured analytical reasoning rather than general exploratory access to 
existing RCA knowledge. In exploratory Chat Mode, the PoC provides incremental 
gains in practical explanation and usability, but the overall performance remains com-
parable to the existing chatbot in the organization. In Hypotheses Mode, however, the 
PoC provides a substantially stronger form of support by helping experts generate more 
specific, more causally grounded and overall higher-quality root cause hypotheses. Ta-
ble 15 summarizes the evidence that supports the research questions of this study. 

Table 15 Mapping of Research Questions to Cross-Task Findings 

Research 
Question 

Main Evidence 
in Chapter 5 

Result Interpretation 

RQ1 

Chat Mode com-
posite scores, cri-
terion-level com-
parison and win-
tie-loss results 

The proposed PoC architecture produced modest 
gains compared to the similarity-based baseline, 
mainly in impact analysis, actionability and opera-
tional usability. Context grounding and overall 
performance remained comparable. 

RQ2 

Hypotheses 
Mode composite 
scores, criterion-
level comparison 
and win-tie-loss 
results 

Domain-level turbine causal knowledge combined 
with structured RCA reasoning clearly improved 
hypothesis-generation quality, especially causality, 
specificity and overall performance. 

RQ3 

Quantitative ex-
pert ratings and 
complementary 
thematic analysis 
of expert com-
ments across 
Chat Mode and 
Hypotheses 
Mode 

Experts perceived the PoC as useful and investi-
gation-oriented, especially for structured RCA 
tasks. Quantitative ratings showed that the PoC 
was broadly competitive in Chat Mode and clearly 
preferred in Hypotheses Mode, while the comple-
mentary thematic analysis explained these percep-
tions through themes such as guided reasoning, 
structured hypothesis generation, references, in-
vestigative actions and process support. 

5.5 Thematic Analysis of Comparative Comments 

In addition to the quantitative score analysis, the evaluators’ mandatory comparative 
comments were examined through a semi-automated thematic analysis supported by 
computational text-processing tools to identify recurring qualitative patterns in how the 
PoC and the existing chatbot in the organization were experienced and judged. While 
computational tools supported preprocessing and initial theme extraction, final theme 
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identification, interpretation and consolidation were performed manually by the re-
searcher. The analysis followed a thematic analysis approach with [53], involving sys-
tematic review, coding and grouping of recurring concepts into higher-level themes. In 
line with the mixed-methods design of this study, these qualitative themes were used to 
support and interpret the quantitative comparison results presented earlier. In this 
sense, the thematic analysis was treated as a complementary qualitative study rather than 
as a replacement for the quantitative expert ratings. The quantitative scores indicate 
how experts evaluated the two systems across predefined criteria, while the thematic 
analysis helps explain the reasoning behind those evaluations. The computational im-
plementation of this thematic analysis was based on an adapted open-source Python 
repository available on Github [56]. 

The original repository was designed to process PDF-based text sources, but for 
the purposes of the present study it was modified to analyze evaluator comments stored 
in plain-text format (.txt). The repository was used as a technical framework for pre-
processing, semantic matching, and automated theme extraction, while the selection of 
analytic seed concepts, mode-specific thematic analysis prompts aligned with the formal 
research questions, interpretation of the outputs and consolidation of the final themes 
were carried out within the scope of this thesis. The purpose of this qualitative layer 
was not to replace the score-based comparison, but to explain why the two systems 
were evaluated differently in Chat Mode and Hypotheses Mode. Since only five evalu-
ator comments were available for each task category, the thematic results should be 
interpreted as focused qualitative support rather than as a large standalone qualitative 
study. In the generated thematic outputs, the theme counts represent semantic match 
frequencies across coded text segments rather than the number of evaluators, which is 
evident from the fact that several theme counts exceed the number of experts involved 
in the evaluation. As described in the evaluation setup, chatbot labels were mode-spe-
cific: in Chat Mode, Chatbot A corresponds to the PoC, while in Hypotheses Mode, 
Chatbot B corresponds to the PoC. 

5.5.1 Themes in Chat Mode 

The Chat Mode thematic output suggests that the evaluators’ judgements were shaped 
primarily by a trade-off between interface quality, practical RCA support and evidential 
trustworthiness. The thematic output (derived through semantic coding and grouping 
of evaluator comments) suggests that the most prominent semantic theme was interac-
tion design, followed closely by decision support, operational usability and user inter-
face, while actionability and response structure also appeared repeatedly across the com-
ments as seen in theme count plot in Figure 19. Less frequent but still relevant themes 
included readability, technical accuracy, references and RCA reasoning. Taken together, 
these patterns indicate that experts were not only comparing the two systems in terms 
of what they said but also in terms of how clearly and effectively the interaction was 
presented. 



Degree Project for Master of Science with specialization in AI and Automation 
Optimizing Chatbot Response Quality for Root Cause Analysis Investigation 

with Domain – Grounded AI - Results and discussion 

 

 58 

The first major qualitative pattern therefore concerns interface and interaction qual-
ity. The thematic output repeatedly associates the PoC with better readability, intuitive 
features, clearer response structure and stronger usability. Several example sentences in 
the output explicitly note that one chatbot offered “much better readability”, “more 
intuitive features”, and a “much more structured manner”, including tabular summaries 
and clearer presentation. These findings are closely aligned with the quantitative Chat 
Mode pattern, in which the PoC showed moderate gains in operational usability and 
prompt compliance, but not a decisive overall advantage. Qualitatively, the PoC appears 
to have been appreciated for how it supported the interaction, even when this did not 
always translate into a substantially higher overall score. 

A second major qualitative pattern concerns practical RCA usefulness and decision 
support. The themes decision support and actionability show that evaluators frequently 
judged the systems according to how well they helped ongoing RCA work. In the the-
matic summaries, the existing chatbot in the organization is sometimes described as 
more helpful for specific questions or for the immediate RCA context, even when the 
PoC is praised for structure and usability. This helps explain why the quantitative Chat 
Mode results remained mixed – the PoC appears to provide a better interaction experi-
ence and clearer presentation, while the existing chatbot may still be perceived as more 
immediately useful for certain context-specific exploratory tasks. 

A third qualitative pattern concerns references, technical trustworthiness and 
grounding in available data. Although these themes appear less frequently than the us-
ability-related themes, they remain important because they relate to why experts trust a 
response. The thematic output highlights references, technical accuracy and RCA rea-
soning as distinct themes and the example sentences show that evaluators paid attention 
to whether the chatbot provided relevant references, reflected the available data accu-
rately, avoided irrelevant cases and supported RCA reasoning credibly. This qualitative 
pattern is consistent with the quantitative finding that context grounding showed no 
clear advantage for the PoC in Chat Mode, even though some evaluators still considered 
references and detailed evidence presentation to be valuable strengths of the system. 
Table 16 shows some consolidated themes, comments excerpts and interpretations of 
the mandatory qualitative comment collected during the evaluation. Original evaluator 
comments and thematic results are attached to the Appendix B. 

 
Figure 19 Theme Counts from Thematic Analysis of Chat Mode 
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Collectively, in relation to RQ3, the Chat Mode themes suggest that experts experi-
enced the comparison as a trade-off. The PoC was often associated with stronger inter-
face quality, readability, response structure and references, whereas the existing chatbot 
in the organization was sometimes perceived as more helpful in the immediate RCA 
context or more directly aligned with particular exploratory questions. This helps ex-
plain why Chat Mode showed only modest quantitative differences overall – the two 
systems were often valued for different reasons rather than one being uniformly pre-
ferred. 

Table 16. Consolidated Thematic Results from Comparative Comments for Chat Mode 

Theme Comment Excerpts Interpretation 

Interface and 
Interaction 
Quality 

“The user interface was better for 
Chatbot A as it has much better 
readability and provides much more 
intuitive features” 
 
“Chatbot A presents the response in 
a much more structured manner, espe-
cially the tabular summary at the end 
of the process” 

A dominant recurring pattern 
in Chat Mode was the im-
portance of readability, struc-
ture and interface quality. The 
PoC was often perceived as 
easier to interact with, espe-
cially in terms of presentation 
and response organization. 

Practical RCA 
support and 
Actionability 

“Chatbot B provides more help with 
current RCA work in the given con-
text” 
 
“Both Chatbot A and Chatbot B 
show good clarity and provides actions 
that are very practical" 

Chat Mode comments suggest 
a trade-off between better 
presentation and task-specific 
RCA usefulness. While one 
system was often praised for 
structure and usability, the 
other was sometimes seen as 
more helpful for immediate 
exploratory RCA work and 
practical support. 

Grounding, 
References 
and Technical 
Support 

“Chatbot A provides much more ref-
erences which makes it more usable” 
“Chatbot B does not show enough 
and relevant documents and refer-
ences” 
 
“Chatbot A have more clear answers 
and have more thorough results” 

Experts also evaluated Chat 
Mode in terms of trustworthi-
ness and evidential support. 
Relevant references, detailed 
evidence and technically credi-
ble reasoning were important 
for judging whether the re-
sponse could be relied on in 
exploratory RCA work. 

5.5.2 Themes in Hypotheses Mode 

The thematic output for Hypotheses Mode shows a markedly different qualitative pat-
tern. The thematic output (derived through semantic coding and grouping of evaluator 
comments) suggests that the most prominent themes are guided reasoning, interaction 
design, root cause hypothesis and user interface, followed by guided process, process 
improvement, causal relationship, causality, investigative actions and specificity as seen 
in theme count plot in Figure 20. Compared with Chat Mode, the Hypotheses Mode 
themes are much more directly centered on the quality of the hypothesis-generation 
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process itself, especially the degree to which the system supports structured reasoning 
and helps produce better root cause hypotheses. 

The strongest theme in Hypotheses Mode is guided reasoning. The thematic sum-
mary emphasizes that evaluators valued a structured and iterative process for generating 
high-quality hypotheses, and the example text repeatedly highlights the benefit of being 
able to add information and refine probable hypotheses during the ongoing study. 
Closely related themes such as guided process and process improvement reinforce this 
interpretation, suggesting that experts did not see the PoC merely as a better answer 
generator, but also as a better hypothesis-generation workflow. This qualitative finding 
aligns strongly with the quantitative results, where the PoC showed much larger gains 
in Hypotheses Mode than in Chat Mode. 

A second major pattern concerns causal and hypothesis quality. The themes root 
cause hypothesis, causal relationship, causality and specificity all point in the same di-
rection – evaluators perceived the PoC as generating hypotheses that were more caus-
ally robust, more specific and more useful for process improvement. The thematic sum-
maries explicitly state that the PoC was perceived as better at producing stronger causal 
relationships and more effective reasoning, whereas the other system was described as 
relying more on what was stated in existing RCA reports or as producing more generic 
outputs. These findings provide a strong qualitative explanation for the quantitative 
gains observed in causality, specificity and precision and overall performance in Hy-
potheses Mode. 

A third pattern concerns interface and interaction design, which also remains im-
portant in Hypotheses Mode. The thematic outputs for interaction design and user in-
terface emphasize that the more interactive and structured process of the PoC contrib-
uted positively to the hypothesis-generation experience. At the same time, some exam-
ples also indicate a trade-off between more detailed and more concise responses, with 
existing chatbot sometimes perceived as more compact and easier to work with, while 
the PoC was described as more extensive, more complete or more ambitious. This sug-
gests that the PoC’s advantage in Hypotheses Mode is not only about better reasoning 
quality, but also about the way the reasoning process is presented and guided through 
interaction. Table 17 shows some consolidated themes, comments excerpts and inter-
pretations of the mandatory qualitative comment collected during the evaluation. Orig-
inal evaluator comments and thematic results are attached to the Appendix B. 

 
Figure 20 Theme Counts from Thematic Analysis of Hypotheses Mode 
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Unlike Chat Mode, however, the overall qualitative picture in Hypotheses Mode is 
much less balanced. In relation to RQ3, the thematic output repeatedly positions the 
PoC as better suited to structured hypothesis generation, better at causal articulation 
and more supportive of iterative refinement. Even where trade-offs are mentioned – 
such as verbosity versus conciseness, the themes still point toward a clear overall ad-
vantage for the PoC in the task of formal RCA hypothesis generation. This is fully 
consistent with the quantitative findings, where the PoC outperformed the existing 
chatbot in the organization across all six evaluated criteria and achieved unanimous 
overall preference in win-tie-loss analysis for the overall performance score. 

Table 17. Consolidated Thematic Results from Comparative Comments for Hypotheses Mode 

Theme Comment Excerpts Interpretation 

Guided Rea-
soning and 
Process Sup-
port 

“The guided process to obtain the 
hypotheses was especially good” 
 
“It was good to have the feature to 
add additional information as it will 
be helpful in iterating the probable 
hypotheses during the ongoing study” 

The most prominent qualita-
tive pattern in Hypotheses 
Mode was the value of a 
guided and iterative hypothe-
sis-generation process. The 
PoC was perceived as 
stronger because it supported 
more structured reasoning 
and refinement during the 
RCA workflow. 

Causal and 
Hypothesis 
Quality 

“Chatbot B provided much better 
hypotheses with better causal rela-
tionships and will be good for process 
improvement” 
 
“Chatbot B provides causal mecha-
nism based on reasoning” 

Experts repeatedly associated 
the PoC with better causal 
relationships, stronger rea-
soning and higher quality 
root cause hypotheses. This 
theme directly supports the 
quantitative finding that the 
PoC was strongest in Hy-
potheses Mode on causality, 
specificity and overall perfor-
mance. 

Response 
Style and In-
vestigative 
Usefulness 

“Chatbot A provides concise an-
swer, but Chatbot b is much more 
descriptive and provides too much in-
formation” 
 
“Investigative actions by Chatbot B 
are more resourceful as they show 
full range of possible actions that can 
be taken whereas Chatbot A pre-
sents a much smaller subset” 

In Hypotheses Mode, evalua-
tors also described a trade-
off in response style. The 
PoC was often seen as more 
complete, more resourceful 
and more useful for follow-
up investigation, while the 
other chatbot could some-
times be experienced as more 
concise and easier to handle. 

5.5.3 Cross-Mode Qualitative Interpretation 

When the two task types are viewed together, the thematic analysis helps clarify why 
the PoC showed only modest gains in Chat Mode but much stronger gains in Hypoth-
eses Mode. In Chat Mode, the dominant themes revolve around interface quality struc-
ture, usability and practical contextual support, indicating that exploratory evaluation is 
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shaped by a broad mix of interactional and task-specific factors. In Hypotheses Mode, 
by contrast, the dominant themes revolve around guided reasoning, root cause hypoth-
esis quality and causal articulation, which are much more directly aligned with the spe-
cific architectural goals of the proposed system. In other words, the qualitative findings 
show that the PoC’s strongest perceived benefits emerge not simply from making the 
interface better, but from supporting a more structured and analytically useful reasoning 
process when the RCA task requires explicit hypothesis generation. 

These thematic findings therefore complement the quantitative results by explaining 
why the expert ratings differed across the two modes. The quantitative results showed 
that the PoC was only modestly better in Chat Mode but clearly stronger in Hypotheses 
Mode, while the thematic analysis explains this pattern through differences in interac-
tion design, reasoning structure, causal articulation and hypothesis-generation capabil-
ity. In relation to RQ3, the combined quantitative and qualitative evidence indicates 
that experts perceived the PoC as most valuable when it supported structured reason-
ing, guided hypothesis generation and investigation-oriented action planning, while its 
value in exploratory Chat Mode was more dependent on usability, readability, references 
and immediate contextual usefulness. 

5.5.4 Failure Cases and Misleading Hypothesis Patterns 

Although the PoC showed a clear overall advantage in Hypotheses Mode, the qualita-
tive comments also indicate that this stronger performance was not without limitations. 
A recurring failure pattern concerns cases in which the PoC produced responses that 
were more extensive and more causally ambitious, but not always better balanced in 
scope or prioritization. In the evaluator comments, the PoC was sometimes described 
as “much more descriptive and provides too much information”, “more extensive and 
complete but perhaps over ambitious”, and as elaborating on a wider range of possible 
root causes, some of which appeared unlikely. These observations suggest that the same 
reasoning depth that strengthened the PoC in many hypothesis-generation tasks could 
also lead to overly broad or weakly bounded hypothesis sets in some cases. 

This limitation is particularly visible when the user query remains broad or only 
partially specified. As discussed in the methodological limitations, Hypotheses Mode 
depends strongly on the specificity of the user’s query formulation, and although the 
architecture includes a refinement stage, underspecified queries may still produce weak, 
overly generic, or partially misaligned hypotheses. The option to include cross-model 
causal knowledge may further increase this risk by introducing subsystem patterns that 
are historically relevant but not fully applicable to the selected turbine context. In such 
cases, the PoC may generate plausible but overextended causal chains that broaden the 
hypotheses space rather than narrowing it in a practically useful way. 

The evaluator comments provide an illustrative example of this pattern. In Hypoth-
eses Mode, one evaluator noted that the existing chatbot was easier to work with be-
cause it “just answers the question and not more”, whereas the PoC “says a lot and 
covers more important hypotheses better”, but is also “more extensive and complete 
but perhaps over ambitious”. Another evaluator similarly observed that the PoC pro-
vided a richer range of investigative actions and stronger causal mechanisms, but at the 
cost of producing more information than necessary. These remarks indicate that a 
stronger reasoning-oriented design does not automatically guarantee a better balance 
between completeness, prioritization and usability in every case. 

The importance of this failure pattern is that it qualifies the interpretation of the 
positive Hypotheses Mode results. The PoC does appear to support more structured 
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and causally grounded RCA reasoning overall, but it can also over-generate or overex-
tend hypotheses when evidence is sparse, when the query is insufficiently focused, or 
when broader causal patterns are allowed to dominate the reasoning process. This sug-
gests that future refinement of the architecture should focus not only on improving 
causal richness, but also on strengthening mechanisms for hypothesis filtering, evi-
dence-trace enforcement and sharper prioritization of the most plausible explanation. 

This failure pattern qualifies the interpretation of RQ2 and RQ3 by showing that 
improved hypothesis-generation quality and perceived investigative usefulness depend 
on sufficient query specificity, appropriate scope control and effective prioritization of 
generated hypotheses. 

5.6 Discussion 

The combined quantitative and qualitative findings indicate that the proposed PoC adds 
value beyond the capabilities of the existing chatbot used within the organization, but 
that this value is not distributed evenly across all forms of RCA support. Instead, the 
results reveal a task-dependent pattern in which the impact of the proposed PoC archi-
tecture compared to the baseline chatbot is relatively modest in exploratory conversa-
tional support and substantially stronger in structured hypothesis generation. This in-
terpretation is supported not only by the criterion-level scores, composite comparisons 
and win-tie-loss summaries, but also by the thematic analysis of the evaluators’ com-
parative comments. 

In Chat Mode, the quantitative results showed only a slight overall composite ad-
vantage for the PoC and no observed difference in the overall performance score. Cri-
terion-level gains were concentrated in impact analysis, actionability and decision sup-
port and operational usability, whereas context grounding remained equal between the 
two systems. The thematic analysis helps explain why these improvements did not result 
in a stronger overall preference. The Chat Mode comments were dominated by themes 
related to interface and interaction quality, practical support and grounding or reference 
quality. This suggests that experts evaluated exploratory RCA support through a trade-
off between how clearly and comfortably the system supported the interaction and how 
helpful it was in the immediate RCA context. In other words, the PoC appears to have 
been appreciated for readability, structure and usability, while the existing chatbot was 
still sometimes perceived as more directly useful for context-specific exploratory work. 

This more limited gain in Chat Mode is consistent with the nature of exploratory 
RCA interaction. Exploratory use often involves broad, open-ended questioning rather 
than strictly structured analytical reasoning and therefore may depend heavily on a com-
bination of presentation quality, contextual familiarity and practical retrieval of relevant 
information. In that setting, the proposed PoC architecture appears to provide incre-
mental improvement but not a transformation of the evaluators’ overall perception of 
chatbot usefulness. The PoC therefore seems to strengthen exploratory support in se-
lected practical dimensions without fully displacing the existing chatbot in the organi-
zation as the preferred general-purpose conversational tool. 

The findings for Hypotheses Mode are considerably stronger. Quantitatively, the 
PoC outperformed the existing chatbot in the organization across all six evaluated cri-
teria, with the clearest gains observed in causality, specificity and precision and overall 
performance. These differences were also more consistent across evaluators, as shown 
by the win-tie-loss results and the composite score summary. The thematic analysis 
reinforces this pattern by showing that the dominant qualitative themes in Hypotheses 
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Mode were guided reasoning and process support, stronger causal relationships and 
better support for forming useful root cause hypotheses. Collectively, these findings 
suggest that the proposed architecture is especially effective when the RCA task requires 
structured reasoning and explicit causal formulation rather than broad exploratory ques-
tioning alone. 

One of the most important implications of the results is that the PoC’s contribution 
lies not merely in providing more information but in supporting a different mode of 
analytical work. In Hypotheses Mode, the PoC appears to help experts move from 
loosely framed problem understanding toward more specific, causally coherent and 
practically useful root cause hypotheses. The strong gains in specificity and precision 
and the thematic emphasis on guided reasoning indicate that the system is not only 
producing different answers but is also supporting a more structured investigation pro-
cess. This is highly relevant for RCA practice, where the transition from exploratory 
understanding to formal hypothesis generation is often one of the most analytically 
demanding stages of the workflow. 

At the same time, the findings should be interpreted with appropriate caution. The 
number of evaluators remains small, so inferential tests were not included, and the find-
ings should not be interpreted as statistically conclusive. In addition, the qualitative 
theme counts should not be interpreted as participant frequencies, since they represent 
semantic match frequencies across coded text segments rather than the number of ex-
perts who mentioned a theme. For this reason, the results should be understood pri-
marily as structured expert-informed comparative evidence rather than as definitive sta-
tistical proof of superiority. Even so, the consistency of the descriptive and thematic 
patterns is strong enough to support a clear practical conclusion – the PoC is broadly 
competitive in exploratory Chat Mode and distinctly stronger in Hypotheses Mode. 

Viewed against the research questions, the findings provide partial support for RQ1, 
strong support for RQ2 and clear mixed-methods support for RQ3. RQ1 is partially 
supported because the proposed PoC architecture improved selected dimensions of 
exploratory response quality compared to similarity-based baseline, particularly impact 
analysis, actionability and operational usability, but did not produce a clear overall per-
formance advantage in Chat Mode. RQ2 is strongly supported because Hypotheses 
Mode showed consistent improvements in causality, specificity and precision, and over-
all performance, indicating that domain-level turbine causal knowledge combined with 
5-Why-inspired structured RCA reasoning improved hypothesis-generation quality. 
RQ3 is supported by both the quantitative expert ratings and thematic analysis of qual-
itative expert comments. The ratings show that experts judged the PoC as broadly com-
petitive in Chat Mode and clearly stronger in Hypotheses Mode, while the thematic 
analysis explains these perceptions through themes such as guided reasoning, structured 
outputs, references, investigative actions and process support, alongside limitations re-
lated to verbosity and possible over-generation. 

Overall, the discussion supports a nuanced conclusion. The proposed PoC should 
not be described as a universally superior chatbot across every RCA use case. Rather, 
its main contribution lies in strengthening the parts of RCA support that depend on 
structured reasoning, causal articulation and formal hypothesis formulation. In explor-
atory Chat Mode, the PoC remains broadly comparable to the existing chatbot used 
within the organization while offering targeted gains in explanation, usability, and ac-
tion-oriented support. In Hypotheses Mode, however, the PoC provides a substantially 
stronger form of assistance and therefore represents the clearest practical contribution 
to the architectural refinement introduced in this thesis. 
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5.7 Summary of Findings 

This chapter presented the comparative evaluation results for the proposed PoC and 
the existing chatbot in the organization across Chat Mode and Hypotheses Mode. The 
analysis combined quantitative expert ratings with complementary thematic interpreta-
tion of the evaluators’ comments. Overall, the results show that the PoC was competi-
tive in both task types, but its advantage was clearly stronger in Hypotheses Mode than 
in Chat Mode. 

In relation to RQ1, the results indicate that the proposed PoC architecture produced 
modest improvements in exploratory RCA support compared to the similarity-based 
baseline chatbot. In Chat Mode, the PoC showed gains in practical dimensions such as 
impact analysis, actionability and operational usability, but did not achieve a clear overall 
expert-rated advantage. The thematic results suggest that these more limited gains re-
flect a trade-off between improved interface and interaction quality on the one hand 
and context-specific RCA usefulness on the other. 

In relation to RQ2, the results indicate that the integration of domain-level turbine 
causal knowledge with structured RCA reasoning improved hypothesis-generation 
quality more substantially. In Hypotheses Mode, the PoC achieved higher scores across 
all six criteria, with the strongest gains in causality, specificity and precision, and overall 
performance. The thematic analysis reinforced this pattern by showing that evaluators 
associated the PoC with stronger guided reasoning, better causal and hypothesis quality 
and more effective support for structured RCA work. 

In relation to RQ3, the expert perception of the PoC was assessed through both 
quantitative expert ratings and complementary thematic analysis of qualitative expert 
comments. The quantitative results show that experts rated the PoC as broadly com-
petitive in Chat Mode and clearly stronger in Hypotheses Mode. The thematic analysis 
explains these perceptions by showing that experts valued the PoC for guided reason-
ing, structured hypothesis generation, references, investigative actions and process sup-
port. At the same time, experts also noted limitations related to verbosity, over-gener-
ation and the need for stronger prioritization and scope control. 

Finally, the findings indicate that the proposed architecture adds meaningful value 
to RCA chatbot support, but that its strongest contribution lies in structured, hypothe-
sis-driven investigation rather than exploratory conversational use alone. The next sec-
tion builds on these findings by returning to the overall research objectives, reflecting 
on the contribution of the proposed approach and discussing the implications, limita-
tions and possible future directions of the study. 
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6 Conclusion 

The overall aim of this thesis was to investigate how a Retrieval-Augmented Generation 
(RAG)-based chatbot can be enhanced to move beyond similarity-driven information 
retrieval toward more accurate, explainable and causally grounded support for Root 
Cause Analysis (RCA) investigations in turbine systems. To address this aim, the study 
designed and evaluated a proof-of-concept (PoC) architecture that combined graph-
guided retrieval, structured turbine domain knowledge, and a Turbine Expert Agent 
workflow for hypothesis-oriented RCA support. 

The findings show that the proposed PoC improved chatbot support quality, but 
not in the same way across all RCA tasks. In Chat Mode, the PoC provided only modest 
gains, particularly in impact analysis, actionability and operational usability, while the 
overall performance score remained comparable to the existing chatbot in the organi-
zation. In Hypotheses Mode, however, the PoC outperformed the existing chatbot 
across all evaluated criteria, with the strongest improvements observed in causality, 
specificity and precision, and overall performance. The thematic analysis reinforced this 
pattern by showing that Chat Mode judgements were shaped mainly by trade-offs be-
tween interface quality and immediate contextual usefulness, whereas Hypotheses 
Mode comments emphasized guided reasoning, stronger causal relationships, and bet-
ter hypothesis quality. Together, these results indicate that the PoC’s strongest contri-
bution lies in structured, reasoning-intensive RCA support rather than in exploratory 
conversational support alone. 

With respect to RQ1, the study indicates that the proposed PoC architecture pro-
duced modest improvements in the relevance, interpretability and causal consistency of 
chatbot responses compared to similarity-based baseline chatbot. In exploratory Chat 
Mode, this was visible mainly through improvements in impact-oriented explanation, 
actionability and operational usability. However, the PoC did not achieve a stronger 
overall expert-rated preference in Chat Mode, and context grounding remained com-
parable to the baseline. This suggests that the proposed architecture improves selected 
dimensions of exploratory RCA support but should not be interpreted as universally 
superior for all conversational RCA interactions. 

With respect to RQ2, the study supports the conclusion that integrating domain-
level turbine causal knowledge with structured RCA reasoning improves hypothesis-
generation quality beyond similarity-based baseline. The PoC achieved higher scores 
across all Hypotheses Mode criteria, with especially strong gains in causality, specificity 
and precision, and overall performance. The thematic analysis also showed that evalu-
ators associated the PoC with stronger guided reasoning, clearer causal relationships, 
and more useful hypotheses refinement. These findings indicate that the domain-level 
causal knowledge layer and structured reasoning workflow contributed to the genera-
tion of more specific, more causally grounded, and overall, more valuable RCA hypoth-
eses. 

With respect to RQ3, the expert evaluations indicate that domain experts perceived 
the PoC chatbot outputs as useful, actionable and investigation-oriented, particularly 
for structured RCA tasks. This conclusion is supported by both quantitative expert rat-
ings and complementary thematic analysis of qualitative expert comments. In Chat 
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Mode, the perceived added value was present but limited, reflecting incremental im-
provements in readability, response structure, references and practical support. In Hy-
potheses Mode, however, experts perceived the PoC as more valuable because it sup-
ported guided reasoning, iterative refinement, causal articulation and investigation-
ready actions. At the same time, the qualitative feedback also showed that the PoC can 
become verbose or over-ambitious when queries are broad or when the hypothesis 
space is insufficiently constrained. 

Overall, the thesis concludes that combining graph-guided retrieval with structured 
turbine domain knowledge is a promising way to improve the usefulness of AI-based 
RCA assistants. The contribution of the work should not be interpreted as a universal 
improvement across every chatbot use case, but rather as a task-dependent enhance-
ment with its strongest benefits in structured hypothesis generation and causally 
grounded RCA reasoning. From both an academic and industrial perspective, the study 
shows that knowledge-enhanced conversational systems can contribute meaningfully to 
engineering investigation support when they are designed not only to retrieve infor-
mation, but also to reflect system structure and causal logic. 

6.1 Future Work and Research 

Several directions for future work follow naturally from the findings of this thesis. First, 
the comparative evaluation could be expanded to include a larger number of domain 
experts and a broader range of RCA cases in order to improve the stability of the find-
ings and reduce the influence of evaluator-specific variation. Second, future studies 
should include a more systematic analysis of failure cases, particularly in situations 
where the PoC produces overly broad, incomplete, or potentially misleading causal 
chains. Third, the architecture could be strengthened by incorporating more explicit 
causal validation mechanisms, such as evidence-trace enforcement, stronger subsystem 
dependency constraints, or interactive verification steps during hypothesis generation. 

A further development direction concerns multimodal RCA support. During dis-
cussions around future use of the AI assistant, stakeholders expressed interest in ex-
tending the system with the ability to upload and interpret image-based inputs. In prac-
tical terms, this could include tasks such as image classification, visual inspection sup-
port, recognition of turbine-component damage patterns, or interpretation of inspec-
tion photographs. Such functionality would allow the assistant to move beyond text-
only interaction and support RCA work in cases where relevant evidence is partly visual 
rather than purely document-based. This would represent a natural extension of the 
current architecture toward multimodal investigation assistance. 

Another promising direction is the integration of automated sensor-data analytics. 
In many RCA situations, engineers know which turbine unit has experienced an issue 
and approximately when the event occurred. A future version of the assistant could use 
this information to retrieve and analyze relevant operational or sensor data for the af-
fected time period. This would make it possible to combine historical RCA knowledge, 
structured causal reasoning, and operational evidence within the same analytical work-
flow. Such an extension could be particularly valuable for narrowing hypothesis spaces, 
validating suspected failure mechanisms, and improving the timeliness of investigation 
support. 

Stakeholders also expressed interest in extending the assistant with support for au-
tomated Fault Tree Analysis (FTA). Since FTA is a well-established RCA methodology 
for modelling logical relationships between system failures and their contributing 
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causes, such functionality could provide a more formal mechanism for representing 
failure propagation pathways and for structuring causal reasoning in complex investi-
gations. An AI-supported FTA capability could help engineers move from conversa-
tional hypothesis generation toward more semi-structured failure logic models, thereby 
improving traceability, consistency, and methodological alignment with existing RCA 
practice. The current PoC already supports structured RCA reasoning through a 5-
Why-inspired workflow in Hypotheses Mode, and automated FTA can therefore be 
seen as a natural step toward more formalized investigation support. 

6.2 Critical Discussion 

A major strength of this thesis is that it addresses a real industrial need through a con-
crete and implemented proof-of-concept rather than through a purely conceptual pro-
posal. The work demonstrates that combining graph-guided retrieval with structured 
turbine domain knowledge can improve RCA-oriented chatbot support in practice, par-
ticularly for formal hypothesis generation. At the same time, the study also has im-
portant limitations. The evaluation is based on a small number of experts and relies on 
human comparative judgement rather than on large-sample statistical validation. For 
this reason, the contribution of the study should be understood as design-oriented and 
expert-evaluated rather than as a statistically causal demonstration of improvement. 

Another limitation is that the existing chatbot in the organization was treated as a 
practitioner-oriented production baseline rather than as a fully frozen research baseline 
with experimentally controlled internal settings. This reflects the industrial context of 
the study, but it also limits the extent to which the comparison can be interpreted as a 
strict architectural ablation. In addition, the domain knowledge resource causal_rela-
tionships.md was generated through AI-assisted synthesis and should therefore be un-
derstood as a supportive reasoning layer rather than as a formally verified engineering 
standard. Despite these limitations, the consistency of the quantitative and thematic 
findings is strong enough to support the conclusion that the proposed architecture pro-
vides meaningful added value in structured RCA reasoning tasks. 

A related limitation concerns attribution of effects within the proposed PoC archi-
tecture. The system combines several enhancements, including graph-guided retrieval, 
filtered semantic retrieval, structured RCA reasoning, domain-level causal knowledge, 
query refinement and task-specific interaction design. Therefore, the evaluation assesses 
the combined effect of the proposed architecture compared to the similarity-based 
baseline, but it cannot isolate the independent contribution of each individual compo-
nent. This is particularly important when interpreting RQ1 and RQ2, since the observed 
improvements should not be attributed to graph-guided retrieval or domain knowledge 
alone. A future ablation study would be required to determine the separate contribution 
of each architectural component. 

A further limitation is that the present PoC remains primarily text-centered. The 
system was designed around historical RCA documentation, graph-structured retrieval, 
and language-model-based reasoning over textual evidence. While this was appropriate 
for the research aim of strengthening knowledge-grounded retrieval and causal reason-
ing, it also means that other evidence channels frequently used in RCA work – such as 
inspection images, operational sensor data and formal failure-logic representations such 
as Fault Tree Analysis – were outside the scope of the present implementation. The 
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stakeholder interest in these capabilities highlights that the current PoC should be un-
derstood as an important step toward a broader RCA investigation assistant rather than 
as a complete solution for all forms of evidence handling and analytical support. 

6.3 Generalization of the result 

The results of the study are best understood as conditionally generalizable rather than 
universally applicable. The proposed architecture was developed and evaluated in a tur-
bine-specific RCA setting characterized by structured historical documentation, identi-
fiable subsystem relationships, and an established investigation process. For this reason, 
the findings should not be interpreted as directly transferable to every industrial chatbot 
application. 

The approach is most likely to be useful in other structured, asset-heavy engineering 
domains where failure investigation depends on historical case documentation, subsys-
tem-level relationships, and recurring fault patterns. In such contexts, the combination 
of graph-guided retrieval, domain-level causal knowledge and structured RCA reason-
ing may help move chatbot support beyond document retrieval toward more investiga-
tion-oriented reasoning. This is particularly relevant in settings where engineers need 
not only access to prior reports but also support structured hypothesis generation and 
causal interpretation. 

At the same time, the findings are less likely to transfer directly to loosely docu-
mented or low-RCA-maturity environments, where structured evidence, stable subsys-
tem relationships, or formal investigation practices are limited. The task-dependent pat-
tern observed in this thesis is also important for generalization – the PoC showed only 
modest gains in exploratory Chat Mode, but much stronger gains in Hypotheses Mode. 
This suggests that the proposed approach is most valuable in domains where users re-
quire structured analytical support rather than general conversational access to docu-
ments alone. 

The study is also unique in the way that it combines multiple contributions within 
one industrial RCA support setting. It not only compares a knowledge-enhanced chat-
bot with an existing operational chatbot but also distinguishes between exploratory 
RCA support and formal hypothesis-generation support and evaluates both quantita-
tively and qualitatively through expert judgement. In this sense, the thesis contributes 
not only a turbine-specific proof-of-concept, but also a methodological example of how 
knowledge-enhanced conversational systems can be evaluated in reasoning-intensive 
engineering work. 
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A. Appendix 

Assessment Form for Chat Mode 
 
Evaluator ID: 
Date: 
Task / Query: 
Scenario / Case: 

 
1) Context Grounding and Evidence Use  

Score for 
Chatbot A 

Score for 
Chatbot B 

Rating Descriptors  

  1 – Very poor (Response includes unsupported claims, hallucinated information, 
or no references to the provided context) 
2 – Poor (Response loosely aligns with context but lacks clear references or cor-
rect source citations) 
3 – Adequate (Response is generally grounded in context with at least one rele-
vant reference but misses applicable cases or sources) 
4 – Good (Response is well grounded, references relevant cases, and cites most 
applicable sources correctly) 
5 – Excellent (Response is fully grounded in the provided context, explicitly refer-
ences relevant cases, and cites all applicable sources using the correct filename 
format) 

 
2) Technical Accuracy and RCA Reasoning 

Score for 
Chatbot A 

Score for 
Chatbot B 

Rating Descriptors  

  1 – Very poor (Demonstrates incorrect or misleading understanding of turbine 
operation or RCA principles) 
2 – Poor (Shows limited technical understanding with flawed RCA logic or incor-
rect failure mechanisms) 
3 – Adequate (Demonstrates generally correct technical understanding but with 
incomplete RCA reasoning or weak causal explanation) 
4 – Good (Demonstrates solid knowledge of gas turbine operation and applies 
RCA methodologies with mostly sound reasoning) 
5 – Excellent (Demonstrates strong knowledge of turbine operation and consist-
ently applies correct RCA methodologies with clear, well-reasoned causal mecha-
nisms) 

 
3) Impact Analysis 

Score for 
Chatbot A 

Score for 
Chatbot B 

Rating Descriptors  

  1 – Very poor (Does not describe any effects of the failure or root cause) 
2 – Poor (Mentions impacts vaguely without linking them to turbine performance 
or components) 
3 – Adequate (Describes general impacts, but with limited detail or weak linkage 
to specific turbine behavior) 
4 – Good (Clearly describes performance or component-level impacts with rea-
sonable detail) 
5 – Excellent (Clearly and thoroughly explains operational, performance, and 
component-level impacts, explicitly linking root causes to consequences using 
contextual evidence) 
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4) Actionability and Decision Support 

Score for 
Chatbot A 

Score for 
Chatbot B 

Rating Descriptors  

  1 – Very poor (Provides theoretical explanation only; no practical use for deci-
sion-making) 
2 – Poor (Provides minimal or generic advice without clear applicability) 
3 – Adequate (Provides some actionable insight, but recommendations are incom-
plete or lack clarity) 
4 – Good (Provides clear and practical actions that would support investigation or 
mitigation) 
5 – Excellent (Provides specific, actionable insights that directly support investiga-
tion, mitigation, or prevention decisions in real operational settings) 

 
5) Operational Usability and Prompt Compliance 

Score for 
Chatbot A 

Score for 
Chatbot B 

Rating Descriptors  

  1 – Very poor (Response is unclear, poorly structured, and violates multiple for-
matting or citation rules) 
2 – Poor (Some structure present, but formatting, clarity, or citation rules are in-
consistently followed) 
3 – Adequate (Generally clear and structured, though with noticeable deviations 
from formatting or citation requirements) 
4 – Good (Well structured, clear, and mostly compliant with formatting and cita-
tion rules) 
5 – Excellent (Clear, concise, well structured, and fully compliant with all format-
ting, citation, and stylistic requirements, enabling direct use in RCA or operational 
documentation) 

 
6) Overall Performance Rating 

Score for 
Chatbot A 

Score for 
Chatbot B 

Rating Descriptors  

  1 – Very poor (Response quality is very poor) 
2 – Poor (Response quality is poor) 
3 – Adequate (Response quality is adequate) 
4 – Good (Response quality is good) 
5 – Excellent (Response quality is excellent) 

 
7) Mandatory Qualitative Comment 

 
Comment comparing how the chatbots performed. Users can describe their experience and suggest improvements. 
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Assessment Form for Hypotheses Mode 

 
Evaluator ID: 
Date: 
Task / Query: 
Scenario / Case: 

 
1) Causality  

Score for 
Chatbot A 

Score for 
Chatbot B 

Rating Descriptors  

  1 – Not causal (Restates the problem or an observable symptom only) 
2 – Weak causality (Suggests a cause but is mostly descriptive or superficial) 
3 – Plausible but incomplete cause (Identifies a possible cause but lacks a clear 
causal mechanism) 
4 – Strong causal explanation (Explains a credible cause with a clear link to the 
problem) 

5 – Clear root cause (Explicitly explains why the issue occurred, with a well‑de-
fined causal mechanism) 

 
2) Specificity and Precision 

Score for 
Chatbot A 

Score for 
Chatbot B 

Rating Descriptors  

  1 – Very vague (Uses generic terms with no detail) 
2 – Broad and unclear (Points to an area but lacks detail) 
3 – Moderately specific (Identifies a process or stage but lacks precision) 
4 – Specific and mostly precise (References a particular process or condition, with 
minor gaps) 
5 – Highly specific and precise (Clearly identifies process step, condition, and 
mechanism) 

 
3) Testability / Verifiability 

Score for 
Chatbot A 

Score for 
Chatbot B 

Rating Descriptors  

  1 – Not testable (No realistic way to verify) 
2 – Weakly testable (In theory testable, but no clear evidence path) 
3 – Testable with effort (Evidence could exist, but validation approach is unclear) 
4 – Clearly testable (Can be verified through identifiable data or records) 
5 – Explicitly verifiable (Clearly defined evidence and validation method) 

 
4) Likelihood Prioritization Quality 

Score for 
Chatbot A 

Score for 
Chatbot B 

Rating Descriptors  

  1 – No prioritization (Hypotheses are listed with no ordering, likelihood, or prior-
itization logic) 
2 – Weak or implicit prioritization (Some ordering is implied, but likelihood is un-
clear or unjustified) 
3 – Basic prioritization (Hypotheses are ranked or labelled, but justification is 
shallow or generic) 
4 – Clear prioritization (Hypotheses are clearly ordered or classified with reasona-
ble justification based on context) 
5 – Strong, justified prioritization (Hypotheses are explicitly prioritized with clear, 
evidence-based reasoning tied to facts, context, or historical cases) 
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5) Investigative Actions 

Score for 
Chatbot A 

Score for 
Chatbot B 

Rating Descriptors  

  1 – No actions (No investigation or validation steps suggested) 
2 – Very generic actions (Actions are vague with no linkage to hypotheses) 
3 – Basic actionable steps (Actions are relevant but high-level; limited specificity 
or weak linkage to hypotheses) 
4 – Clear and actionable steps (Concrete investigation steps clearly linked to hy-
potheses; feasible in RCA practice) 
5 – Strong, investigation-ready actions (Detailed, hypothesis-specific actions; may 
reference documents, inspections, tests, or data sources) 

 
6) Overall Performance Rating 

Score for 
Chatbot A 

Score for 
Chatbot B 

Rating Descriptors  

  1 – Hypothesis quality is very poor 
2 – Hypothesis quality is poor 
3 – Hypothesis quality is adequate 
4 – Hypothesis quality is good 
5 – Hypothesis quality is excellent 

 
7) Mandatory Qualitative Comment 

 
Comment comparing how the chatbots performed. Users can describe their experience and suggest improvements. 
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B. Appendix 

Evaluator Comments for Chat Mode 

Expert ID Expert Comment 

1 Both the chatbots are good but Chatbot B was better for one of the ques-
tions. The User Interface was better for Chatbot A as it has much better 
readability and provides much more intuitive features. 

2 Chatbot A consistently gives good results with very good response struc-
ture, but Chatbot B provides more help with current RCA work in the 
given context. Both Chatbot A and Chatbot B show good clarity and pro-
vides actions that are very practical. Chatbot A presents the response in a 
much more structured manner, especially the tabular summary at the end 
of the response. 

3 Chatbot A have more clear answers and have more thorough results. Chat-
bot show better awareness of the available data as it did not state any ex-
plicit reference to significant failures or abnormalities in stage 4 and shows 
that it does not hallucinate. It is good to see that Chatbot A provides Ac-
tionable Prevention Strategies. Both Chatbot A and Chatbot B have good 
answers, but Chatbot B have a slightly better insight in stationary gas tur-
bines and how they are connected to the grid. Chatbot B have a more gen-
eral approach and include all the gas turbine sections, but Chatbot A pro-
vides more details about the compressor and inlet with references. Overall, 
Chatbot A is slightly better. 

4 Chatbot B provides more specific and to the point response. Chatbot A 
elaborates on quite good ideas. Chatbot B generates irrelevant cases. For 
some responses, Chatbot B has a better format. Both Chatbot A and Chat-
bot B provides good responses. 

5 Chatbot A has a better user interface. Both are quite good. Chatbot A pro-
vides more references, which makes it more usable. Chatbot B does not 
show enough and relevant documents and references. 
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Evaluator Comments for Hypotheses Mode 

Expert ID Expert Comment 

1 The User Interface for Chatbot B was better as it was much more interac-
tive and structured. The guided process to obtain the hypotheses was espe-
cially good. It was good to have the feature to add additional information 
as it will be helpful in iterating the probable hypotheses during the ongoing 
study. Even though Chatbot A gave good hypotheses, Chatbot B provided 
much better hypotheses with better causal relationships and will be good 
for process improvement. 

2 Chatbot A provides concise answers, but Chatbot B is much more descrip-
tive and provides too much information. Causal mechanisms shown by 
Chatbot A are based on what is said in the RCA reports, but Chatbot B 
provides casual mechanisms based on reasoning. Investigative actions by 
Chatbot B are more resourceful as they show full range of possible actions 
that can be taken whereas Chatbot A presents a much smaller subset. Chat-
bot B provides information similar to how commercial GPTs provide re-
sponses. 

3 Chatbot A has better presentation, more compact response and clearly for-
matted. Chatbot A also provided spot on responses about possible hypoth-
eses. 

4 Chatbot A just answers the question not much more while Chatbot B elab-
orates and all the relevant information are given. Chatbot A only answers 
the question and not more, which makes it easier to work with. Chatbot B 
is on point regarding which RCA document is referred to. Chatbot A is 
more generic and elaborates more on different root causes but some of 
them seems rather unlikely. Chatbot A misses a few important hypotheses, 
but Chatbot B says a lot and covers more important hypotheses better. 
Chatbot A is on point in identifying specific root causes while Chatbot B 
thinks more for itself. Chatbot B would be preferable if the RCA is com-
pletely unknown and Chatbot A is better for identifying comparable cases. 
Chatbot B is more extensive and complete but perhaps over ambitious. 

5 Chatbot B provides hypotheses which seems more well informed. The 
guided process in Chatbot B is a good approach. Chatbot A provides hy-
potheses which seems more generic in nature. 
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Parameters for Thematic Analysis of Chat Mode 

Thematic Analysis Prompt Themes/Concepts 

What are the key differences in explora-
tory RCA support between the PoC and 
the existing chatbot in the organization 
according to expert evaluations? 

[ 
    "context grounding", 
    "evidence use", 
    "technical accuracy", 
    "RCA reasoning", 
    "impact analysis", 
    "actionability", 
    "decision support", 
    "operational usability", 
    "response structure", 
    "readability", 
    "references", 
    "practical RCA support", 
    "user interface", 
    "interaction design" 
] 
 

 

Parameters for Thematic Analysis of Hypotheses Mode 

Thematic Analysis Prompt Themes/Concepts 

What are the key differences in hypoth-
esis-generation quality between the 
PoC and the existing chatbot in the or-
ganization according to expert evalua-
tions? 

[ 
    "causality", 
    "causal relationship", 
    "specificity", 
    "precision", 
    "testability", 
    "verifiability", 
    "prioritization", 
    "likelihood", 
    "investigative actions", 
    "root cause hypothesis", 
    "guided process", 
    "guided reasoning", 
    "process improvement", 
    "user interface", 
    "interaction design" 
] 
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Thematic Analysis Report for Chat Mode 

Overall Conclusion: 

The dominant themes identified are *interaction design* (8 occurrences) and *decision sup-

port* (7 occurrences), closely followed by *operational usability*, *user interface*, and *ac-

tionability* (all with 7 or 6 occurrences). Expert evaluations reveal that Chatbot A excels in 

user interface design, offering superior readability and intuitive features, while Chatbot B 

provides stronger contextual support and relevance for exploratory RCA tasks. The key dif-

ference lies in the trade-off between Chatbot A's structural clarity and enhanced usability 

versus Chatbot B's task-specific assistance and actionable insights for RCA exploration. 

Total Themes: 10 

Total Occurrences: 48 

Top 5 Themes: 

1. interaction design (Count: 8) 

Keywords: chatbot, better, good, said, evaluator 

Summary: The theme of interaction design highlights that while both chatbots were deemed 

effective, Chatbot A excelled in user interface design with superior readability and intuitive 

features, whereas Chatbot B was preferred for its contextual support and relevance to ex-

ploratory RCA tasks. Expert evaluations emphasized the trade-off between structural clarity 

and task-specific assistance. 

2. decision support (Count: 7) 

Keywords: chatbot, better, good, provides, said 

Summary: The theme of decision support highlights that while both chatbots are effective, 

Chatbot A excels in user interface design and response structure, offering better readability 

and intuitive features. In contrast, Chatbot B is perceived as more helpful for specific RCA 

tasks, providing better contextual support for exploratory work. 

3. operational usability (Count: 7) 

Keywords: chatbot, better, said, evaluator, good 

Summary: The theme of operational usability highlights that while both chatbots are effec-

tive, Chatbot A excels in user interface design, readability, and response structure, whereas 

Chatbot B is better suited for context-specific RCA tasks, offering more targeted support for 

exploratory work. 

4. user interface (Count: 7) 

Keywords: chatbot, better, good, said, evaluator 
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Summary: The theme of "user interface" highlights that while both chatbots were effective, 

Chatbot A stood out for its superior readability and intuitive features, enhancing user expe-

rience. However, Chatbot B was noted for its contextual support in RCA tasks, indicating a 

trade-off between interface design and task-specific functionality. 

5. actionability (Count: 6) 

Keywords: chatbot, better, provides, said, evaluator 

Summary: The theme of actionability highlights that both chatbots provide practical and 

clear actions, but Chatbot B is perceived as better for specific questions, while Chatbot A 

stands out for its intuitive user interface and enhanced readability, which supports more ac-

tionable insights. 

 

Thematic Analysis Report for Hypotheses Mode 

Overall Conclusion: 

The dominant themes, guided reasoning (11 occurrences) and interaction design (10 occur-

rences), emphasize Chatbot B's superiority in hypothesis generation due to its structured, 

interactive interface and ability to produce high-quality, causally robust hypotheses. Experts 

highlighted that Chatbot B's iterative refinement capabilities and contextual input signifi-

cantly enhanced the hypothesis-generation process compared to the existing chatbot. Thus, 

Chatbot B demonstrates a clear advantage in facilitating more effective and detailed hypoth-

esis generation, aligning with expert preferences for guided and interactive processes. 

Total Themes: 10 

Total Occurrences: 57 

Top 5 Themes: 

1. guided reasoning (Count: 11) 

Keywords: chatbot, provides, hypotheses, good, process 

Summary: The theme guided reasoning highlights the importance of a chatbot's ability to 

facilitate a structured and iterative process for generating high-quality hypotheses. Experts 

noted that while both chatbots provided good hypotheses, Chatbot B excelled by offering 

more robust causal relationships and supporting process improvement through additional 

contextual input. 

2. interaction design (Count: 10) 

Keywords: chatbot, better, provides, said, good 

Summary: The theme of interaction design highlights that Chatbot B was perceived as supe-

rior due to its more interactive and structured user interface, as well as its ability to generate 

better hypotheses with stronger causal relationships. However, while Chatbot B provided 
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more detailed responses, some evaluators noted that its descriptiveness could be excessive 

compared to Chatbot A's concise answers. 

3. root cause hypothesis (Count: 8) 

Keywords: chatbot, hypotheses, provides, good, generic 

Summary: The root cause hypothesis theme highlights the quality and utility of hypotheses 

generated by chatbots, with experts noting that while both chatbots provided generally good 

hypotheses, one demonstrated superior causal reasoning and process improvement potential, 

particularly when supported by features allowing iterative refinement. 

4. user interface (Count: 7) 

Keywords: chatbot, better, provides, information, rca 

Summary: The theme User Interface highlights that Chatbot B's more interactive and struc-

tured design enhances the hypothesis-generation process by facilitating better causal relation-

ships and process improvement. Additionally, features like adding supplementary infor-

mation support iterative refinement of hypotheses, making it superior to Chatbot A. 

5. guided process (Count: 5) 

Keywords: good, chatbot, process, hypotheses, guided 

Summary: The theme guided process highlights the importance of a structured and support-

ive approach in hypothesis generation, with experts valuing chatbots that facilitate iterative 

refinement and provide high-quality, causally robust hypotheses to improve research pro-

cesses. 

 

Comparative Thematic Analysis Report 

Chat Mode - Most Dominant Theme: interaction design (8 occurrences) 

Hypotheses Mode - Most Dominant Theme: guided reasoning (11 occurrences) 

Common Themes Across Both Modes (2): 

  - Interaction Design 

  - User Interface 


