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Abstract 
 

Object oriented software development is the main choice when 
developing business software today. For distributed storage of 
data they mostly use relational databases. The relational model 
however is not fully natural from an object oriented development 
perspective. The natural selection would be to use object oriented 
databases, however their development has not been as fast as 
their relational predecessors. The rise in popularity of smaller, 
fully object oriented languages such as Ruby and Python and 
open source projects developed with them are adding to the 
awareness of persistent object storage. This paper describes the 
current and future solutions for data storage in applications, 
their pros and cons and additionally shows an implementation 
of a native object persistence framework written in Ruby that 
supports indexing for self-optimizing. 

 

1 Introduction 
 
Object oriented programming languages are a big part 
of software development today. Their nature allows 
developers to build robust applications and they have 
features which promote re-use of code, thereby 
lowering development costs. An integral part of 
almost every type of program is the saving and 
loading of data. Most programming languages lack 
built in functionality for this so instead they rely on 
libraries or packages that the programmers have 
either developed themselves or obtained from a third 
party. 
 
This paper examines the use of databases, from the 
traditional relational ones [1] through bridging 
solutions using ORMs [2] (Object Relational 
Mapping) to fully object oriented databases [3] (the 
terms persistent object storage or persistence layers 
will be used interchangeably in the text referring to 
object databases) for storing data in applications in 
object oriented languages and compares their benefits 
and drawbacks. The paper also covers if developers 
can somehow benefit from the flexibility of new and 
extensible object oriented programming languages 
from the perspective of data storage. Furthermore an 
implementation of a native object database written in 

a dynamic programming language will be described 
and benchmarked to conclude whether or not the 
self-optimizing works. Finally a discussion regarding 
the current research and development and future of 
object oriented databases concludes the paper. 
 

2 Method 
 
To accomplish the goal of the thesis the main 
objective will be to acquire information about the 
current state and technology used in the object 
oriented and relational database field. Much of the 
most current information is freely available on the 
Internet and therefore that will be the main source 
for reading material. Many providers of object 
oriented database technology have homepages that in 
detail describe the functionality of their products. 
That material will also be studied. The information 
acquired will be used when comparing the different 
data storage solutions available and discussing their 
pros and cons. The software development part will be 
realized using an agile, iterative model where the 
object database will be built part by part and tested to 
ensure its functionality. 
 

3 Background 
 
For many applications, like for example word 
processors, it is enough to be able to store the 
processed data locally. This requires the programmer 
to come up with a format for saving the data. By 
using this format the data can easily be loaded and 
saved but the programmer must manually make sure 
that it is in a consistent state with regard to data 
corruption and such problems. This method works 
and is efficient with regard to speed considerations. 
However, it is not very efficient in terms of memory 
resource usage if the file is large and it is being kept in 
memory all at once. If the data contains similar object 
types repeated many times it is obvious some savings 
could be made if the necessary objects were loaded 
into memory only when they are needed. 
 

mailto:jpluukkonen@gmail.com
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A solution for dynamically storing and accessing data 
is to use relational-, object-relational and object 
databases. For example in distributed applications 
such as web stores a database can be used so that 
multiple clients can access the same data. The 
database keeps everything in a consistent state by 
using techniques such as transactions, which means 
operations are recorded in a log and can be rolled 
back in case of power failures and other disastrous 
conditions.  
 
The use of databases for storing data is common in 
software today. The advent of the oldest of these 
concepts, the relational database concept, meant that 
storing data in an efficient and structured manner was 
easily possible. The relational database concept stores 
data in tables and the relations between those tables 
make it possible to use a query language such as SQL 
(Structured Query Language) to issue commands to 
retrieve, manipulate and present the data in different 
ways. In object oriented programming the relational 
database model is being used with the help of 
libraries for accessing them, but this is not totally 
natural from an object oriented viewpoint.  
 
This contrast between object oriented programming 
and the relational data model is sometimes referred to 
as an “impedance mismatch” [4], an expression which 
refers to the conceptual difference between the views 
of the two data models. The programmer has to 
know two different languages, the programming 
language that is being used and also the query 
language, in most cases SQL. 
 
Another reason for this mismatch is that the data 
retrieved from the database has to be translated into 
objects while the application runs. The saving and 
retrieving of data between objects and the database 
must be done manually. This means that when you 
want to save an object into a relational database you 
traverse through each object in a collection, pick out 
each value from its instance variables and save them 
to the relevant column of a table [5]. When retrieving 
the object you have to do the opposite, you build an 
object by retrieving a row of data from the database 
and filling a new object with the corresponding data. 
This two-way translation process can add significant 
overhead to the performance of the application. 
 
For storing data there are, besides storing each object 
manually into tables, some middle road solutions 
such as object relational mapping with databases. It 
would be desirable to have a native solution in the 
object oriented programming languages to store the 
created objects themselves for later retrieval, hence 
the advent of object databases for persistent storage 
of objects. 
 

4 Techniques for 
relational- and object 
databases 

 
To understand how databases in general and object 
databases in particular are constructed and used the 
following section describes some techniques that 
often are employed to improve their usability, stability 
and performance. Understanding these details will 
help when looking at the broad perspective of 
databases later on. 
 
 

4.1 Query By Example 
 
Query By Example is a technique originating from 
IBM’s database products which allows the retrieval of 
data without the user having to know any special 
query language such as SQL. It is described as “QBE 
is a high-level data base management language that 
provides the user with a convenient and unified 
interface to query, update, define, and control a data 
base.“ [6]. 
 
In database applications this simple to understand 
method has been used by presenting the user with a 
table grid containing column names and values for 
each of them. If for example the user wants to 
retrieve all rows where the zip code field equals 
12345, he can fill in “=12345” into the column 
corresponding to the zip code field. When the query 
gets executed all rows where the zip code field was 
equal to 12345 are presented. Consider the following 
table as an example of how QBE might look in a 
database application. 
 

Person 
Name  
Age >50 
Address  
Zip code =12345 
 
The query above would retrieve all persons’ 
information whose age is over 50 and zip code equals 
12345. 
 
This method can be applied to object databases in 
programming uses too. In the code you create a new 
object which you will use as the example. You set the 
instance variables to values you want to match with 
and the rest to null values. You then pass this 
example object to the opened connection which 
returns the matching objects from the database. 
 
The following code fragment describes how QBE is 
implemented and used in DB4O. 
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// User class definition 
 
public class User 
{ 
   private String name; 
   private int age; 
 
   public User(String name, int age) 
   { 
      this.name = name; 
      this.age = age; 
   } 
   public getName() 
   { 
      return name; 
   } 
   public getAge() 
   { 
      return age; 
   } 
} 
 
// Create an example User that you 
// want to retrieve 
 
User u = new User(“John Doe”, 55); 
 
// Get the set of results. Assumes db 
// is an open connection 
 
ObjectSet result = db.get(u); 
 
// Display the results 
 
listResult(result); 
 
 
Examining this simple fragment for a moment and 
considering how QBE works, it becomes clear that 
while QBE is an elegant solution it is not possible to 
do all the possible operations that SQL has in source 
code. For example how can you get all users whose 
age is over 30? In DB4O there is a more advanced 
query API available for such cases. 
 
 
// Assumes db is an open connection 
 
Query query = db.query(); 
 
// Constrain to User class objects 
 
query.constrain(User.class); 
 
// Retrieve those Users whose age is 
// greater than 30 
 
query.descend("age").constrain(new 
Integer(30)).greater(); 
 
// Get the set of results 
 
ObjectSet result = query.execute(); 
 
// Display the results 
 
listResult(result); 
 
 
By using the combination of DB4O’s Query By 
Example and its advanced query API, it is possible to 

do the operations programmers are used to from 
SQL and relational databases. 
 
 

4.2 ACID 
 
ACID [7] is a term often used in the relational 
database realm and it refers to the security or 
trustworthiness of the database system. If a database 
is ACID compliant you can trust that it is safe against 
power outages, inconsistent states between 
operations and such. The letters in the acronym stand 
for: 
 
 

• Atomicity – When executing a series of 
tasks, the database makes sure that if any 
one of them fails, the rest also fail and the 
results are thus rolled back. 

• Consistency – The database can have a set 
of rules that any transaction can not break, 
for example certain values may be illegal to 
store etc. 

• Isolation – All transactions are ran isolated, 
it is impossible to see intermediate results 
such as two bank accounts being in the 
midst of a payment therefore the accounts 
haven’t been properly updated to reflect the 
changes in both accounts. 

• Durability – Once a transaction has been 
performed it can reliably be trusted that the 
changes done are permanent.  

 
ACID compliance is something that all databases 
strive for when there is need for security. 
 
 

4.3 Indexing 
 
To increase the speed of access to the stored objects, 
the storage system can use indexing. This usually 
means keeping a separate file from the serialized 
objects with pointers to the beginning of each object 
within the serialized file. The following picture 
illustrates the idea. 
 

Index file
Serialized objects 

stored in a data file

Index file
Serialized objects 

stored in a data file

 
Figure 1 - Indexing of an object storage 

 
Indexing can significantly improve the access speed 
to objects thanks to reduced I/O access by the 
database. One simple indexing method that could be 
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implemented is ISAM [8] (Indexed Sequential Access 
Method) which was developed by IBM. ISAM 
specifies that the length of records must be fixed; this 
would not be suitable when storing objects which can 
grow dynamically so the implementation should be 
modified slightly to allow dynamic sizes. For example 
IBM’s DB2 relational database uses an indexing 
method called VSAM (Virtual Storage Access 
Method) that supports dynamic sizes of rows. To 
further speed up the access the indexing can use 
counting of the frequency of requests for each object 
in the storage so that it is possible to determine the 
most requested objects and thereby sort the index on 
a most used basis. 
 

4.4 Query optimization 
 
When a user wants to retrieve data from the database 
a query with conditions for which columns are to be 
selected is passed to the database engine. The same 
queries are often repeated continuously so the 
database can employ query optimization techniques 
to optimize response times. The database can “learn” 
what to expect after a certain type of query has been 
executed, for example that after accessing Table A it 
is very probable that Table B will be accessed. 
Another query optimization method is to keep certain 
mostly static data in memory when queries join 
information from several tables. 
 
A typical method is to generate statistics on the 
queries; the subsequent queries will then be broken 
into pieces and matched against the previously 
executed plans list in the query optimizer. The most 
efficient plan is selected and used for data retrieval 
[9]. A lot of research efforts are put into trying to 
perfect this solution by creating more efficient 
optimizing techniques. 
 
 

5 Current data storage 
methods 

 
Currently there are three main database based 
methods available for storing data in applications. 
They will be reviewed and compared in the next 
section. 
 

5.1 Relational databases 
 
Relational databases are an old and proven way of 
storing data in applications. The relational model 
provides an easy way to store data and express 
relations between entities of data. The data is stored 
in tables, one for each type of entity. Each table 

contains rows with a number of columns that 
describes one entity of saved data. The columns can 
be used to map data between objects in the 
application and the database. Relational databases are 
usually client/server applications which are accessible 
via the Internet by using TCP/IP. This client/server 
architecture must therefore accommodate for the 
possibility that several clients connect at once. This 
increases the resource usage of relational database 
management systems (RDBMS). The following 
illustration shows how relational databases can be 
accessed from an application. Each class can open a 
connection to the database when something is needed 
from it and then finally closing the connection. 
 

Class Class

Database

Class Class

Class Class

Database

Class Class

Class Class

Database

Class Class

 
Figure 2 - A relational database 

 
Here is an example of how programming for a 
relational database in Java can look like. 
 
 
// Open connection to a MySQL database 
// running on the local computer 
 
String url = 
"jdbc:mysql://localhost/testdb"; 
 
// Initialize the MySQL driver 
 
Class.forName("com.mysql.jdbc.Driver")
.newInstance(); 
 
// Open connection on localhost with 
// supplied username and password 
 
Connection conn = 
DriverManager.getConnection(url, 
"username", "password"); 
 
// Create a statement object 
 
Statement stmt = 
conn.createStatement(); 
 
// Get a result set containing all 
// fruits 
 
ResultSet rs = 
stmt.executeQuery("SELECT * FROM 
fruits"); 
 
// Do some work on result set with the 
// fruits that were returned 
  ... 

 
 
From a programming perspective, this method 
usually mixes the programming language used and the 
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use of SQL clauses to insert and retrieve data to and 
from the database. The good point about this is that 
you can exploit the full potential of all of the 
databases features. This may be important for some 
parties who want to use a database such as Oracle 
which has more advanced features than for example 
the free MySQL database has. The downside is that 
when you insert lots of SQL clauses into source code 
files, your application becomes heavily coupled to the 
selected database vendor’s product. If at a later point 
you want to migrate to a database with a lesser feature 
set, you may have to do a lot of modifications on the 
source code in order to make workarounds for the 
unsupported features. 
 
One solution is to have a gateway class for the data 
being passed to and from the database. You make a 
class that connects with the database and you make 
your application use that class always when it needs 
the database. This way it is for example possible to do 
dynamic translation of the SQL clauses the 
application uses to fit them to the new database that 
is being used. This is somewhat related to the next 
solution, the object relational database.  
 

5.2 Object-relational 
databases 

 
Following the industry’s growing interest in object 
oriented solutions, some relational database vendors 
such as Oracle, IBM’s DB2 and some third party 
developers have introduced object-relational 
functionality. This functionality can come in the form 
of programming interfaces using a technique called 
object-relational mapping (ORM). These are really an 
extension of the traditional relational databases to 
include a mapping layer between objects and the 
database and thereby freeing the programmers from 
reinventing the wheel by making their own gateway 
classes or mappers. This object-relational layer 
essentially makes it easy for the developer to access 
data that is stored in a relational database seemingly 
as they were stored serialized like in a real object 
oriented database. 
 
The same downside exists for this as the purely 
relational database though; the translation is being 
done by a software component which adds overhead 
to the performance of the application. The reason 
why this overhead sometimes can be very significant 
is that objects in programming can be very complex 
and dynamic, growing and shrinking since the may 
contain collections of other data types within them. 
Therefore mapping a complex data structure to two 
dimensional tables in a database can become very 
time consuming. 
 

The following illustration shows the idea behind 
ORM functionality in combination with a relational 
database. 
 

Class Class

Database

Object to Db layer

Class Class

Database

Object to Db layer

Class Class

Database

Object to Db layer

Class Class

Database

Object to Db layer

 
Figure 3 - An object relational database 

One of the main reasons that real object databases 
have not yet made a big breakthrough is that the 
relational databases are so well established that the 
development of object oriented databases from the 
big database vendors has not been very fast. This 
however is changing slowly even though object 
databases still have somewhat of a niche market. 
 
 

5.3 Object databases 
 
Object databases or persistence storage of objects are 
from a programming viewpoint the most natural way 
to store data in object oriented development. This 
method allows one to store and load data in an 
intuitive syntax that closely resembles the 
programming language that is being used, thereby 
getting rid of the first aspect of the impedance 
mismatch problem. The second aspect, which was 
performance, is also solved because there is no 
translation between objects and the tables of a 
relational database that needs to be done. Some 
additional advantages of object oriented databases 
compared to relational ones are support for complex 
data types, support for composite data types and no 
worries about primary keys [10]. 
 
Most of the available object persistence layers that are 
usually used for storing of objects locally on the 
computer, these include products such as: 
 

• Zope Objects Database (ZODB) – a part 
of the Zope application server written in 
Python 

• DB4O – a persistence layer for Java and 
C# that is free for use in non commercial 
projects 

• Prevayler – an open source object 
prevalence layer for Java 
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• Madeleine – an open source object 
prevalence layer for Ruby. It is based on the 
same principles as Prevayler. 

 
These four products will be introduced in more detail 
in a later section. 
 
One of the commercial object oriented database 
solutions is GemStone/S [11] which is based on 
Smalltalk, one of the oldest object oriented 
programming languages which has heavily influenced 
other object oriented programming languages such as 
Ruby, Java and C#. 
 
Another commercial solution which has had success 
[12] is Objectivity/DB [13]. The solutions that 
Gemstone/S and Objectivity/DB have been used in 
are extremely heavy with big performance 
requirements and this has proven that object 
databases work well performance wise. 
 
The following illustration shows how a persistent 
object layer works in programming. All objects (with 
some exceptions depending on the layer) can be 
saved directly into secondary storage and easily be 
retrieved. 
 

Class Class

Secondary storage

Object database

interface

Class Class

Secondary storage

Object database

interface

 
Figure 4 - An object database 

 
As an example of how intuitive the use of a purely 
object oriented storage system can be, here is a code 
sample of how the DB4O object database can be 
accessed. [14] 
 
 
// Open an ObjectContainer 
// Create it if it does not exist 
 
ObjectContainer studentDB = 
DB4o.openFile("studentDB.YAP"); 
 
// Create a new Student object and 
// populate its fields. The 
// constructor takes as arguments: ID, 
// year, name, and GPA. So, John Doe’s 

// student ID is 100, he is a 
// sophomore, and he has a 4.0 GPA 
 
student = new Student(100, 2, “John 
Doe”, 4.0); 
 
// Put the student into the database 
 
studentDB.set(student); 
 
// A transaction is automatically 
// started when the ObjectContainer is 
// opened. Before closing, we should 
// commit() the transaction that 
// included the set() 
 
studentDB.commit(); 
studentDB.close(); 

 
If we contrast this code fragment with the previous 
example from the relational database which employed 
the use of SQL, the syntax is clearly easier to 
understand for someone who is unfamiliar with SQL 
but knows object oriented programming. 
 
 

5.4 General comparison 
 
If we compare these three methods and their 
illustrations, the relational database based methods 
use a different approach for storing data compared to 
the object oriented solution. We can see that the last 
one is the one we likely would most rather use if we 
want the programmers to have the most intuitive 
experience. We can assume that allowing 
programmers to forget about complex SQL clauses 
and only focus on object oriented thinking should 
reduce bugs and thus lower development time and 
costs. However many projects may have requirements 
where a relational database is needed. In those cases 
the use of an ORM component could be a good 
middle road solution. Only using a relational database 
without any form of gateway gives a strong coupling 
to the database vendor, lots of database code that is 
spread out and it probably is more prone to 
programming defects as well and is therefore not 
recommended. The Object Management Group 
(OMG) which is well known in the computer 
industry for their contributions to for example data 
modeling using UML (Unified Modeling Language) 
has also developed an application development 
specification. The specification is called MDA (Model 
Driven Architecture) and it shows how to separate 
business logic and application logic from the 
underlying platform technology [15]. It consists of 
among other techniques the use of ORMs to blend 
modern object oriented programming languages with 
the legacy relational databases that many older 
applications rely on. They suggest the use of ORMs 
to make better use of the capabilities in modern 
object oriented languages. [16] 
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The object relational mapping technique means we 
do not have to save the data manually into tables, this 
is handled by the object to database layer but still 
there is an overhead even though it is transparent 
from a programmer’s point of view. The following 
are summary tables for the three methods. 
 
 
 
 Relational database 
Accessibility Can be accessed over a network 
Resource 
usage 

Heavy. Uses a server process which 
requires lots of memory for 
multiple users, databases etc. 

Easy of use 
in 
programming 

Requires the programmer to write 
SQL queries to retrieve and 
manipulate data 

 
 
 Object-relational database 
Accessibility Can be accessed over a network 
Resource 
usage 

Heavy. Uses a server process which 
requires lots of memory for 
multiple users, databases etc. 

Easy of use 
in 
programming 

A relatively transparent object to 
table mapping layer is provided. 
The complex queries are however 
executed in the background 
anyway. 

 
 
 Object database 
Accessibility Typically only used locally on the 

computer but some solutions are 
network enabled. 

Resource 
usage 

Lightweight. Only one user per 
application unless using a 
distributed object database. 

Easy of use in 
programming 

Doesn’t require knowledge of SQL 
making it easier to use. 

 
 
One point of interest is that typically the relational 
databases are not bound to any particular 
programming language whereas object databases 
usually are made for one specific programming 
language. It is not necessarily possible to load the 
saved data from a Ruby persistence layer into an 
application that uses C# for example. If such 
interoperability is needed, the two programming 
languages must have a similar feature set and the data 
should be stored in a portable way, for example in 
XML files. A fully object oriented programming 
language such as Ruby, where everything is an object 
has the advantage of being fully modifiable even 
while an application runs. Using a native database 
solution with a specific programming language makes 
it possible to extract the most performance and also 
makes the programmer more comfortable because 
there is no additional syntax of a query language to 

learn. This effectively means the impedance mismatch 
is not an issue at all for native solutions. 
 
 
 

5.5 Emerging technologies 
 
While the solutions discussed before are the most 
common today there are technologies that are just 
being developed or gaining use and interest in the 
data storage field. The following section takes a brief 
look at two of them. 
 

5.5.1 Content repositories 
 
Content repositories are a new technology; they are a 
high level information management system that 
extends the current object storage technology further. 
Regular relational and object databases lack many 
features that would be desirable in application 
development and during an application’s lifespan. 
 
Content repositories bring in these features, such as: 
 

• Object management – the storage of objects 
in persistent storage. 

• Version management – allows the history of 
objects to be stored and viewed. 

• Object relationship definitions – defining 
the relations between objects on the object 
level, not in the database schema level as is 
the case with relational databases. 

• Configuration management – allows the 
repository to be divided up into separate 
entities much like relational databases. You 
might divide the repository into data from 
different departments of a company for 
example. 

 
An open source content repository for Java called 
Apache Jackrabbit [17] is being developed. Apache 
Jackrabbit is using the reference implementation [18] 
made by the JCP (Java Community Process) as its 
seed and the work is currently being planned and the 
development team is seeking additional contributors. 
The Java Content Repository will mainly be aimed at 
large, server based projects. 
 
 

5.5.2 XML storage and databases 
 
Thanks to the advent of XML (eXtensible Markup 
Language) easy storage of data in structured text files 
was possible. Storing data in XML is simple and the 
documents are easy to understand because it is a text 
based format. 
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There are several different methods to use XML for 
storage; one is the storage in text XML files, to map 
data between XML documents and a relational 
database or to use a native XML database. For the 
first method one might use a transformation language 
like XSLT (XSL Transformations) [19] to transform 
an XML document into a new document in another 
format, for example XHTML in a web application. 
The second method is similar to the ORMs, the data 
is stored in relational tables but mapped into XML 
documents automatically. The final method can use a 
query language like XQuery [20] to retrieve data from 
the XML storage and then the data can be used 
directly or transformed via XSLT. 
 
The positive side of using XML is that it is easily 
extensible to handle new types of data. A negative 
side is that since it is all in text format it can be 
difficult to represent binary data (although there are 
solutions available for that) and that performance 
while searching in XML is not so good [21]. 
 
 

6 Development 
comparison 

 
When comparing the ease of programming for any 
particular solution of those mentioned before, there 
are certain factors that can be considered. Those can 
be for example ease of source code maintenance, 
performance and costs. The first option, using a 
relational database with SQL code in different files 
can therefore directly be discarded because of its 
problems with source code maintenance. It has 
already been established that using an object database 
is the most natural selection when thinking about 
pure programming aspects, but one also has to 
consider questions such as portability and scalability. 
If one should use an object database from some 
vendor and the performance limit or capabilities is 
exceeded by the application one has to be able to 
either scale the database to multiple servers or be able 
to migrate to another product. In relational databases 
most vendors have similar capabilities thanks to the 
old and proven concept of the relational database and 
SQL. In pure object databases however the data 
storage format may be vastly different between 
products and migrating to another vendor might be 
difficult depending on the situation, how tight the 
coupling is between the database and the source code 
for example. 
 
Looking from the perspective of performance, Ruby 
on Rails [22] which is a web framework written in the 
dynamic scripting language Ruby [23] uses a 
component called Active Record [24] as its object 
relational mapper. One could easily be fooled into 
thinking that running a large website on an 

interpreted, dynamic language such as Ruby, which 
on top of that uses a component for translating 
between the relational database and the application 
would be too slow for heavy usage, but Rails has in 
fact been successfully used in web applications like 
Basecamp [25] that get hundreds of hits per second. 
Thanks to the low prices of processing power and 
RAM memory today, using Ruby on Rails and ORMs 
like Active Record that use a dynamic scripting 
language is a valid choice. The fully object oriented 
nature of Ruby makes programming web applications 
with Rails a very intuitive experience, there is no 
static type checking needed and the source code is 
short and expressive. This should naturally lead to 
more maintainable source code and lowered 
development costs thanks to time savings because the 
application consists of less lines of code. 
 
 

7 State of the art object 
database solutions 

 
Here follows a brief overview and description of the 
features and capabilities of some of the object 
oriented data storage solutions that are available 
today. 
 
 

7.1 ZODB 

Zope Object Database is a part of the Zope [26] 
application server which is an open source project 
for building content management systems, intranets 
and other applications. It is written in the Python 
[27] programming language, which is an interpreted 
programming language created by Guido van 
Rossum in 1990. The current stable version of 
ZODB is 3.4.1. 

 
ZODB is a persistent storage system that gives the 
user the power to easily save their Python objects 
without having to write their own solutions. ZODB 
complies with the ACID features specification which 
contains the four features previously described. 
Considering those tough rules, ZODB is a fully 
featured object database. 
 
ZODB contains a component called ZEO (Zope 
Enterprise Objects) which enables ZODB to act as 
server for remote access of Python objects via the 
Internet. ZODB however performs best at storing 
objects on the local machine because the ZEO 
component is aimed at being significantly faster in 
reads than writes due to some design choices made 
[28]. 
 



Self-optimizing native object database for a dynamic programming language 
 

  15 

 
 

7.2 DB4O 
 
DB4Objects, or DB4O [29] for short is an open 
source object database that is available for both the 
Java and C# programming languages and its current 
version is 4.5. It is licensed under the GPL license 
and its creator Db4objects Inc. lets anyone use it for 
free in non commercial or personal projects. For 
those who want to use it in commercial or non GPL 
licensed projects they also provide a commercial 
license. DB4O, like ZODB, adheres to the 
requirements for ACID compliance.  
 
The authors claim that DB4O has as low memory 
footprint as 350kB making it possible to use it on 
thin clients as well. It also contains a mode for 
distributed use which lets clients access data from a 
remote machine running a DB4O server. It supports 
several query methods such as Query By Example, 
S.O.D.A [30] and is in preparation for getting SQL92 
support. 
 
 

7.3 Prevayler and Madeleine 
 
Prevayler [31] is a free, open source object persistence 
layer for Java; its current version is 2.02.006. The 
developers’ goal with Prevayler is that it should be 
easy to use. The unique characteristic with Prevayler 
is that it stores the objects in RAM memory the 
whole time until the application is ended. Whenever 
the user modifies an object the action is recorded to a 
log, this log file contains all the changes. The 
commands the server receives get converted to 
serialized objects. At specified times a snapshot of the 
current objects are saved. By using a combination of 
the log file and this snapshot it is possible to recover 
from catastrophic failures such as power outages. 
 
Because it maintains most of the data in RAM 
memory, skeptics on the Prevayler site’s wiki (which 
acts as a discussion forum between the developers 
and users) doubt the feasibility of using such a 
method in big applications due to a too high RAM 
consumption. The site also contains speed 
comparisons with relational databases like MySQL 
and some users find the comparison unfair since 
Prevayler keeps the data in RAM whereas MySQL 
uses hard drives as its main data storage. 
 
Madeleine [32] is an open source, BSD licensed 
implementation of the object prevalence idea that 
Prevayler put forth. Madeleine is written in Ruby, a 
fully object oriented programming language which 
was created by the Japanese programmer Yukihiro 
Matsumoto in 1993 [33]. Madeleine’s current version 

is 0.7.1 and it implements most of the functionality of 
Prevayler except notably the ability to roll back 
changes from the log. The last version of Madeleine 
was released in August 22nd of 2004 so the 
development of it seems to have slowed down. 
 
 

8 An object persistence 
solution in a dynamic 
programming language 

 
To demonstrate some of the technologies described 
in the paper an object persistence layer was 
developed. The language of choice was Ruby. The 
decision to use Ruby was based on its flexibility and 
ease of programming. Ruby is like previously 
mentioned a genuine object oriented dynamic 
programming language and has all the features such 
as garbage collection and reflection that one would 
expect from a modern object oriented language. It 
also has other features such as mixins that are lacking 
in more popular object oriented languages like Java or 
C#. Mixins allow the programmer to enjoy the 
benefits of multiple inheritance which is available in 
Java and C# but using mixins are less confusing to 
understand than complex inheritances between 
classes. One of the main differences between those 
languages and Ruby is that Ruby is a dynamically 
typed language. The user does not have to check for 
the data types that are passed into functions for 
example; everything is an object in Ruby. 
 

8.1 Odb – a basic Ruby object 
persistency layer 

 
The first step of developing the object persistence 
layer was to decide how the data should be saved. To 
reduce the amount of memory needed the decision 
was made to keep the objects stored in a file until 
they were requested for use. This is a different 
method than what Prevayler and Madeleine use since 
they keep all objects in memory as long as the 
program is running. While this reduces memory 
consumption it also means that access to objects is 
not as fast as in those solutions. To speed up disk 
access some kind of implementation of indexing 
would need to be incorporated. It was decided to use 
a custom indexing method that stores the location 
and size of each object in the index file. In addition to 
that it also contains a status code and an SHA-1 
(Secure Hash Algorithm) hash for each object. The 
index files are loaded and kept in RAM memory 
when the object connection is opened and stored 
when the connection is closed. This is a middle road 
solution between keeping everything in RAM and 
keeping everything in secondary storage. This way the 
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access to objects is sped up while still not having to 
store lots of objects in memory. The following 
picture shows how the persistence layer is built (a 
more detailed class view that includes parameters to 
functions is available in Appendix B). 
 

 
Figure 5 – Class view of Odb 

 

8.1.1 Odb’s object storage method 
 
Ruby has built in functionality to create a binary 
representation of an object so that it can be saved for 
later retrieval. In Ruby this is called marshaling, in 
some other programming languages it is called object 
serialization. Odb saves the marshaled objects 
sequentially in a file that is named as 
{class_name}.db. Each class that is stored gets a 
separate file. 
 

8.1.2 Odb’s index storage method 
 
The indexes variable in Odb is a hash that contains a 
key for each data type that points to an array of 
IndexRow objects. Each IndexRow contains five 
instance variables: 
 

• pos: starting position of this object within the 
.db file 

• size: the size of the marshaled object in bytes 

• accesses: the number of times this object has 
been loaded from the storage 

• state: a code that denotes the object’s status 
(explained below) 

• sha1: an SHA-1 hash for each object 
(explained below) 

 
The state variable can be one of three: 
 

• “o”: the object has been saved and is in the 
index 

• “x”: the object has been written to the .db 
file but is new during this run 

• “d”: the object has been marked for deletion 
and will be deleted from the .db file when 
close() is called 

 
The sha1 variable holds a 160-bit digest created by the 
SHA-1 algorithm [34] that is unique for each different 
object. This digest is used when the user calls the 
Odb.find method. The user passes a clone of the 
object they want to find and the method creates a 
marshaled copy of the object, compares its SHA-1 
digest to the one in the indexes, retrieves the objects 
from storage and returns them in an array to the user. 
By using the SHA-1 hash, object retrieval time is 
optimized because it is not necessary to load all 
objects one by one for comparison. 
 
The indexes are dynamic, they grow and shrink 
automatically when the user adds or deletes objects 
from the storage. When an object is deleted, its code 
in its IndexRow object is set to “d” and afterwards 
the index array of the type of object that was deleted 
is cleared from all IndexRows that are marked with 
“d”. Here is an illustration of how the indexing works. 
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”Person”

”Vehicle” Array

IndexRow

IndexRow

IndexRow

IndexRow

pos: 150

size: 25

accesses: 5

state: ”o”

sha1: 32f62e638…
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IndexRow
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IndexRow

IndexRow

pos: 248
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sha1: ef1b9db5…
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Array

IndexRow

IndexRow

IndexRow
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Figure 6 - Indexing in Odb 

Each data type has a key in the indexes hash that 
points to an array filled with IndexRow objects, one 
for each object in store. Using these arrays it is 
possible to find the exact location and size of each 
object in the corresponding .db file, how many times 
it has been accessed and its SHA-1 digest. 
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8.1.3 Self optimizing in Odb 
 
When the database connection is closed, Odb scans 
through each of the indexes for the data types that 
have been accessed. First the index is optimized so 
that the most often accessed objects (the number is 
stored in the IndexRow objects’ accesses instance 
variable) are stored first in the index. After that the 
objects that are in the index are copied from the old 
object file to a new file named {class_name}.tmp.db. 
The objects that have been deleted are no longer in 
the index and are therefore not copied. When the 
new .db file is ready, the old one is deleted and the 
new one gets the name {class_name}.db. Even while 
the indexes are in RAM memory they are pruned 
from deleted objects so they do not occupy 
unnecessary memory and the searching of objects is 
faster. 
 

8.1.4 Demonstration on how to use 
Odb 

 
The following code shows how to use Odb in Ruby 
programs. 
 
person.rb 
 
class Person 
  attr_accessor :name, :age, :address, 
:phone_number 
   
  def initialize(name, age, address, 
phone_number) 
    @name = name 
    @age = age 
    @address = address 
    @phone_number = phone_number 
  end 
   
  def to_s 
    "Name: " + @name + "\n" + 
    "Age: " + @age.to_s + "\n" + 
    "Address: " + @address + "\n" + 
    "Phone number: " + @phone_number 
  end 
end 
 
 
odb_save.rb 
 
require ‘odb’ 
require ‘person’ 
 
# Open object storage connection in 
# the directory called storage/ 
odb = Odb::Odb.new(“storage”) 
 
# Create a new Person 
person = Person.new(“John”, 50, “The 
Street 5, 12345 Town”, “555-1234”) 
 
# Save it into the database 
odb.save(person) 
 
# Close connection. Re-indexing and 

# optimizing of the database will 
# occur 
odb.close 
 
 
odb_load.rb 
 
require ‘odb’ 
require ‘person’ 
 
odb = Odb::Odb.new(“storage”) 
 
persons = Odb.find_all(Person) 
 
# Print out data about the saved 
persons 
persons.each { |person| 
  puts person.to_s 
} 
 
odb.close 
 

8.1.5 Examples of using the query 
function 

 
# Find max 10 persons whose age is 
# less than 30 
persons = Odb.query(:FIND, Person, 
“age”, 30, :LT, 10) 
 
# Delete all persons whose name is 
# John 
Odb.query(:DELETE, Person, “name”, 
“John”, :EQ) 
 
The query method is the most powerful in Odb and it 
can currently handle the operations :FIND and 
:DELETE. It can handle the usual and familiar 
comparison conditions to match objects it searches 
for: 
 

• :LT – Less than 
• :LTE – Less than or equal 
• :GT – Greater than 
• :GTE – Greater than or equal 
• :EQ – Equal 
• :NOT – Not equal 

 

8.1.6 Benchmarking Odb 
 
To test whether or not the self optimizing works as 
planned a test was constructed and done. The test 
consisted of three steps. 
 

1. Create a new database with 10000 simple 
test objects. Each object contains a unique 
number between 0-9999. 

2. Measure the time to fetch 500 randomly 
selected objects from the database. 

3. Copy the data files to a new location (to 
minimize the possibility of disk caching) and 
repeat step 2. 
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The test computer had an AMD Athlon XP2100 
CPU running at 1.733 GHz, 512 MB PC133 SDRAM 
running at 133 MHz, one Seagate ST380021A 80 GB 
hard drive and one Maxtor 33073U4 hard drive. The 
tests were run on the Seagate hard drive. The OS 
used was Windows XP Professional SP2. For more 
detailed hardware specifications, see appendix C. 
 
The random seed in the benchmark program was 
always set to be 1234 so that the random numbers 
that were used to pick the objects to fetch would be 
the same in every run. To ensure that each object 
would only be picked once, an array containing 
numbers between 0-9999 was created. After that the 
array was randomized. While searching for objects 
the 500 first numbers in the array were picked. In the 
second half of the tests the numbers in the index 
array locations 500-1000 were used. The results from 
the 25 test runs were the following: 
 

Odb benchmark

0

2

4

6

8

10

12

14

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25

Test run

T
im

e
 (

s
e

c
o

n
d

s
)

 
 
The tests were run a total of 25 times. The output 
from the first time that the program fetches objects at 
random shows that it takes longer for it to find the 
objects because none of the objects have been 
retrieved before and thus are spread out in the .db 
file: 
 
Run User System Total Real 

1 6.380000 0.190000 6.570000 6.890000 
 
It took 6.89 seconds to fetch the 500 objects. In the 
next run when the index contains those 500 objects 
first the output was: 
 
Run User System Total Real 

2 0.431000 0.130000 0.561000 0.561000 
 
Here we can see how much faster access is after the 
index and database file has been optimized. The test 
was executed another eight times with this setting and 
the times were staying close to 0.56 seconds during all 
of them. For full details about the tests, see appendix 
D. 
 
In the 11th run, the benchmarking program was 
modified to select the next 500 objects from the 
array. Now it is again possible to see that it takes 
longer to find the new objects: 

 
Run User System Total Real 
11 11.547000 0.170000 11.717000 11.777000 

After this run, these 500 objects should be sorted in 
position 501 and upwards in the index and access to 
them was faster: 
 
Run User System Total Real 
12 1.142000 0.160000 1.302000 1.302000 

 
The times kept close to 1.26 seconds in the eight 
subsequent tests. After that the times should improve 
when these 500 objects moved ahead of the ones 
accessed in runs 1-10: 
 
Run User System Total Real 
22 0.421000 0.120000 0.541000 0.541000 

 
The testing proved that the sorting of the indexes and 
re-arranging of the database file improved access 
times to the randomly selected objects. The 
performance of Odb is not good enough at this point 
for real world usage except perhaps in very small 
single user applications. The reason for the slow 
performance could be that the program uses several 
dynamic data structures that get sorted very often and 
garbage collection is also likely to add a performance 
penalty when deleting items in those data structures. 
No significant work was put on optimization and 
profiling the application for the slowest executing 
parts since the program is only a proof of concept.  
 
Despite the lack of performance this simple 
implementation of an object persistence layer shows 
the power of a dynamic programming language like 
Ruby. The code for Odb is only about 300 lines, a 
fraction of what something similar would have taken 
in languages like C# or Java. 
 
However, Odb is not a very secure way of storage. 
Because the index is kept in memory as long as the 
database is accessed, a power failure or program crash 
would leave the database in an inconsistent state. The 
index could be made to be kept on disk in the same 
way as the object databases are, but then performance 
would have to be sacrificed. 
 
Another weakness in Odb is that pruning of the 
object file is performed only when the connection is 
closed. If an application would be running a long 
time, for example as a backend for a web application 
the object file could grow very large while many of 
the objects could actually be marked for deleting. To 
solve this some method of pruning in the background 
would have to be devised. While the pruning would 
occur the currently copied objects should be locked 
for access to preserve the consistency of the data. 
One solution could be to implement partitioning of 
the data into smaller sub groups like IRA 
(Incremental Reorganization Algorithm) [35] uses so 
that the whole database would not have to be 
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traversed when pruning it and thus reducing locking 
and downtime. 
 

9 Results 
 
The goal of examining the current database solutions, 
the techniques that they use for optimization and 
comparison between their pros and cons from both a 
programming and business viewpoint was 
accomplished. The result was that all of the choices 
have their place in application development but that 
there could be savings made and benefits gained by 
using object databases in object oriented application 
development. Furthermore an object persistence layer 
was implemented in Ruby adding indexing to 
improve its performance. Testing proved that the 
indexing worked favourably in increasing the 
performance of the implementation. The decision in 
this case to keep the indexes in memory for the time 
the application runs meant that the performance was 
higher but it also meant that it is very important to 
issue the closing command for the database in the 
end, failing to do so would leave the database in an 
inconsistent state. The same would be the case if the 
application were to be aborted because of a crash. 
 

10 Discussion 
 
The development of object databases seems to be 
slow on the part of the big database vendors such as 
Oracle and IBM. They already have large market 
share with their relational database products so we 
can safely assume that their main focus is going to be 
on them in the near future as well. When customers 
ask for object oriented functionality there are lots of 
Object Relational Mapping solutions available for use 
with relational databases. 
 
At the moment it seems that the biggest 
advancements in persistent object storage come from 
open source communities. All four of the described 
object databases are notably open source and they all 
have impressive feature lists and high performance. 
One source of information for the database 
development communities would be the SIGMOD 
[36] (Special Interest Group on Management Of 
Data) conferences which is a big yearly conference 
dedicated to database research. SIGMOD is a part of 
the ACM [37] (Association For Computing 
Machinery), a society which holds many conferences 
dedicated to research in different fields of computing. 
Unfortunately when looking at the published papers 
from the latest years’ SIGMOD conferences the 
majority has been related to relational databases and 
XML technologies. Many of the developments in 
those fields can however lead to advances in object 
oriented database technology as well because 

optimizing is one of the most popular topics in the 
papers. 
 
One of the probable reasons that object databases 
have not gotten a big breakthrough is that the 
relational databases are something that has existed a 
long time, is a proven technology and software 
projects have thousands of lines of code that have 
been written with SQL and them in mind so the cost 
of changing the back ends from relational to object 
storage at this point would be too high to be worth it.  
 
The development of object oriented data storage in 
the communities of more recent programming 
languages such as Ruby and Python seems to be 
going faster than in the computer industry in general 
which could be because that they are not bound to 
using the relational databases as much as companies 
that are developing commercial applications. In the 
future we can expect that object databases will be 
used more frequently since they help lower 
development costs and new projects can be started by 
using object databases which are maturing and being 
improved constantly. Object relational databases 
however seem to be the most usable solution when 
trying to bridge the gap between object orientation 
and relational data storage. 
 

11 Future work 
 
Future work based on this work could be to improve 
the Odb framework with some other of the 
optimizations that are described in this paper. The 
project developer could implement them one at a 
time and use profiling to measure the performance 
increase from query optimizing, performance penalty 
from adding ACID compliancy and so on. This 
would be interesting to know and also if it is possible 
it would be good if each technique would be modular 
so a user could combine any of them depending on 
the database using project’s requirements with regard 
to speed or security. Another programming addition 
could be to add a network and multi user capable 
backend to it. 
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A. Source code 
odb.rb 
 
module Odb 
 
require 'digest/sha1' 
 
  class Odb 
 
    # Open a database instance in directory     
    def initialize(directory) 
      @directory = directory 
      @indexes = Hash.new 
 
      if !FileTest.directory?(directory) 
        Dir.mkdir(directory) 
      end 
       
      index_files = Dir.glob(@directory + "/*.idx") 
       
      index_files.each { |fname| 
       
        file = File.open(fname, "r") 
 
        f = fname.scan(/(\w+).idx/) 
        @indexes[f.to_s] = Array.new 
 
        while row = file.gets 
          row.strip! 
          array = row.split(":") 
          @indexes[f.to_s].push(IndexRow.new(array[0].to_i, array[1].to_i, 
array[2].to_i, array[3], array[4])) 
        end 
         
        file.close 
      } 
    end 
 
    # Find the _example_object_ in the database. Returns an array 
    # with objects or false if no matching object was found 
    def find(example_object, limit = 0) 
      found_objects = [] 
      index_rows = @indexes.fetch(example_object.class.to_s) 
      sha1 = Digest::SHA1.hexdigest(Marshal.dump(example_object)) 
      object_file = File.open("#{@directory}/#{example_object.class.to_s}.db", 
"rb") 
       
      if limit == 0 
        index_rows.each { |row| 
       
          if row.sha1 == sha1 
            object_file.seek(row.pos, IO::SEEK_SET) 
            str = object_file.read(row.size) 
            found_objects.push(Marshal.load(str) ) 
            row.accesses+=1 
          end 
        } 
      else 
        index_rows.each { |row| 
       
          if row.sha1 == sha1 
            object_file.seek(row.pos, IO::SEEK_SET) 
            str = object_file.read(row.size) 
            found_objects.push(Marshal.load(str) ) 
            row.accesses+=1 
            limit-=1 
          end 
           
          break if limit == 0 
        } 
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      end 
       
      object_file.close 
       
      if found_objects.empty? 
        false 
      else 
        found_objects 
      end 
    end 
 
    # Find all objects of a certain class 
    def find_all(class_name) 
      found_objects = [] 
      index_rows = @indexes.fetch(class_name.to_s) 
      object_file = File.open("#{@directory}/#{class_name.to_s}.db", "rb") 
 
      index_rows.each { |row| 
 
        object_file.seek(row.pos, IO::SEEK_SET) 
        str = object_file.read(row.size) 
        found_objects.push(Marshal.load(str) ) 
        row.accesses+=1 
      } 
       
      object_file.close 
       
      if found_objects.empty? 
        false 
      else 
        return found_objects 
      end 
    end 
 
    # Execute a query 
    def query(command, class_name, variable, value, constraint, limit = 0) 
      found_objects = [] 
      index_rows = @indexes.fetch(class_name.to_s) 
      object_file = File.open("#{@directory}/#{class_name.to_s}.db", "rb") 
       
      case command 
        when :FIND 
 
          if limit == 0 
            index_rows.each { |row| 
         
              object_file.seek(row.pos, IO::SEEK_SET) 
              str = object_file.read(row.size) 
              object = Marshal.load(str) 
 
              if match(object, variable, value, constraint) 
                found_objects.push(object) 
                row.accesses += 1 
              end 
            } 
          else 
            index_rows.each { |row| 
         
              object_file.seek(row.pos, IO::SEEK_SET) 
              str = object_file.read(row.size) 
              object = Marshal.load(str) 
 
              if match(object, variable, value, constraint) 
                found_objects.push(object) 
                row.accesses += 1 
              end 
           
              limit -= 1 
           
              break if limit == 0 
            } 
          end 
 
          object_file.close 
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          if found_objects.empty? 
            false 
          else 
            found_objects 
          end 
        when :DELETE 
          deleted_objects = 0 
          objects_to_delete = [] 
           
          if limit == 0 
            index_rows.each { |row| 
 
              object_file.seek(row.pos, IO::SEEK_SET) 
              str = object_file.read(row.size) 
              object = Marshal.load(str) 
             
              if match(object, variable, value, constraint) 
                row.state = "d" 
                deleted_objects += 1 
              end 
            } 
          else 
            index_rows.each { |row| 
 
              object_file.seek(row.pos, IO::SEEK_SET) 
              str = object_file.read(row.size) 
              object = Marshal.load(str) 
             
              if match(object, variable, value, constraint) 
                row.state = "d" 
                deleted_objects += 1 
                limit -= 1 
              end 
               
              break if limit == 0 
            } 
          end 
           
          index_rows.delete_if {|row| row.state == "d"} 
           
          object_file.close 
           
          return deleted_objects 
        else 
          puts "Error" 
      end 
    end 
     
    private 
     
    # Compare an object's instance value against another value 
    # and return true or false 
    def match(object, variable, value, constraint) 
      case constraint 
        when :GT 
          object.send(variable) > value 
        when :GTE 
          object.send(variable) >= value 
        when :LT 
          object.send(variable) < value 
        when :LTE 
          object.send(variable) <= value 
        when :EQ 
          object.send(variable) == value 
        when :NOT 
          object.send(variable) != value 
        else 
          puts "Error" 
      end 
    end 
     
    public 
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    # Save _object_ in the database. The object is appended to the 
    # database and the index is updated 
    def save(object) 
      unless @indexes.has_key?(object.class.to_s) 
        @indexes[object.class.to_s]=Array.new 
      end 
 
      object_file = File.open("#{@directory}/#{object.class.to_s}.db", "ab") 
      object_file.seek(0, IO::SEEK_END) 
      object_file_size = object_file.pos 
      marshaled = Marshal.dump(object) 
      sha1 = Digest::SHA1.hexdigest(marshaled) 
      saved_size = marshaled.length 
      object_file.print(marshaled) 
      @indexes[object.class.to_s].push(IndexRow.new(object_file_size, 
saved_size, 0, "x", sha1)) 
      object_file.close 
    end 
 
    # Close the database connection and write new index     
    def close 
      @indexes.each { |class_name, index_rows| 
        index_rows=index_rows.sort.reverse 
         
        prune_database_file(class_name, index_rows) 
 
        index_file = File.new("#{@directory}/#{class_name}.idx", File::CREAT | 
File::TRUNC | File::WRONLY) 
 
        index_rows.each { |idx| 
          if idx.state == "x" 
            idx.state = "o" 
          end 
           
          index_file.puts idx.to_s 
        } 
        index_file.close 
      } 
    end 
     
    def prune_database_file(class_name, index_rows) 
      object_file = File.open("#{@directory}/#{class_name}.db", "rb") 
      new_object_file = File.open("#{@directory}/#{class_name}.tmp.db", "wb") 
       
      index_rows.each { |row| 
        object_file.seek(row.pos, IO::SEEK_SET) 
        object = object_file.read(row.size) 
        row.pos = new_object_file.pos 
        row.size = object.length 
        new_object_file.print(object) 
      } 
       
      new_object_file.close 
      object_file.close 
       
      File.delete("#{@directory}/#{class_name}.db") 
      File.rename("#{@directory}/#{class_name}.tmp.db", 
"#{@directory}/#{class_name}.db") 
    end 
 
  end 
 
  class IndexRow 
    include Comparable 
     
    attr_accessor :pos, :size, :accesses, :state, :sha1 
 
    def <=>(another) 
      accesses <=> another.accesses 
    end 
 
    def initialize(pos, size, accesses, state, sha1) 
      @pos = pos 
      @size = size 
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      @accesses = accesses 
      @state = state 
      @sha1 = sha1 
      return self 
    end 
 
    def to_s 
      @pos.to_s + ":" + @size.to_s + ":" + @accesses.to_s + ":" + @state + ":" 
+ @sha1 
    end 
 
  end 
end 
 
benchmark.rb 
 
require 'lib/odb' 
require 'benchmark' 
include Benchmark 
 
NUM_OBJECTS = 10000 
FIND_OBJECTS = 500 
 
class TestClass 
  attr_accessor :number 
   
  def initialize(number) 
    @number=number 
  end 
end 
 
srand 1234 
 
rndarray = [] 
 
NUM_OBJECTS.times { |i| 
  rndarray.push(i) 
} 
 
FIND_OBJECTS.times { |i| 
  rnd = rand(NUM_OBJECTS) 
  rndarray[i], rndarray[rnd] = rndarray[rnd], rndarray[i] 
} 
   
odb=Odb::Odb.new("test") 
 
case ARGV[0] 
  when "create" 
    NUM_OBJECTS.times {|i| 
      odb.save(TestClass.new(i)) 
    } 
  when "load" 
    Benchmark.bm do |x| 
      x.report("Find objects:\n") do 
        FIND_OBJECTS.times do |i| 
          odb.find(TestClass.new(rndarray[i]), 1) #rand(10000)), 1) 
        end 
      end 
    end 
  else 
    puts "Usage: benchmark.rb [create|load]" 
end 
 
odb.close 
 
person_save.rb 
 
require 'lib/odb' 
require 'person' 
 
odb = Odb::Odb.new("person") 
 
p1 = Person.new("John Doe", 55, "The Street 15, 12345 City", "555-1234") 
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odb.save(p1) 
 
odb.close 
 
person_load.rb 
 
require 'lib/odb' 
require 'person' 
 
odb = Odb::Odb.new("person") 
 
array = odb.find_all(Person) 
 
array.each { |person| puts person.to_s } 
 
odb.close 
 

B. Class diagram 

 

C. Test hardware details 
System Summary 
 
Mainboard               Gigabyte Technology Co., Ltd. (7ZXE) 
Chipset                 VIA KT133A 
Processor               AMD Athlon XP @ 1733 MHz 
Physical Memory         512 MB (2 x 256 SDRAM PC133 @ 133 MHz) 
Video Card              ATI Technologies Inc Radeon 9550 
Hard Disk               ST380021A (80 GB) 
Hard Disk               Maxtor 33073U4 (31 GB) 
DVD-Rom Drive           Pioneer DVD-ROM ATAPIModel DVD-106S 0109 (32x) 
CD-Rom Recorder         CR-4804TE CDR, CDR-W (24x ) (4x) 
Operating System        Microsoft Windows XP Professionnal 5.01.2600 Service 
Pack 2 
DirectX                 Version 9.0c        
 
Hard drive information 
 
General information 
 
SMART                   Version 1.1  
IDE Controller          VIA Technologies Inc VT82xxxx EIDE Controller (All VIA 
Chipsets)  
 
Informations Hard Disk ST380021A   
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IDE Controller          VT82xxxx EIDE Controller (All VIA Chipsets)  
IDE Channel             #1 - Master Drive  
Model                   ST380021A  
Revision                3.19  
Support                 ATA/ATAPI-5  
Size                    80 GB  
Cache                   2 048 KB  
ECC Size                4  
Multiple Sector         16  
IORDY                   Yes  
LBA Mode                Yes  
DMA Mode                Yes  
Multiword DMA Mode      2  
PIO Mode                PIO 4  
UDMA Mode max.          4 (ATA-66)  
UDMA Mode Enabled       4 (ATA-66)  
S.M.A.R.T.               Yes  
Power Management        Yes  
Acoustic Management     Yes  
Security Mode           Yes  
Write Cache             Yes  
48-bit Address          No  
Cylinders               16383  
Heads                   16  
Sectors per Track       63  
 
SMART Information Disk ST380021A 
 
Raw Read Error Rate (01)            116580092 (Threshold 34,Worst 63, Max 68) 
Spin Up Time (03)                   0 (Threshold 0,Worst 70, Max 70)  
Start/Stop Count (04)               7 (Threshold 20,Worst 100, Max 100)  
Reallocated Sector Count (05)       0 (Threshold 36,Worst 100, Max 100)  
Seek Error Rate (07)                282036239 (Threshold 30,Worst 60, Max 84)  
Power On Hours Count (09)           15093 (Threshold 0,Worst 83, Max 83)  
Spin Retry Count (0A)               0 (Threshold 97,Worst 100, Max 100)  
Power Cycle Count (0C)               1037 (Threshold 20,Worst 99, Max 99)  
Temperature (C2)                    41 (Threshold 0,Worst 55, Max 41)  
Hardware ECC Recovered (C3)         116580092 (Threshold 0,Worst 62, Max 68)  
Current Pending Sector Count (C5)   0 (Threshold 0,Worst 100, Max 100)  
Off-Line Uncorrectable Sector Cou..  0 (Threshold 0,Worst 100, Max 100)  
Ultra ATA CRC Error Rate (C7) 13451 (Threshold 0,Worst 1, Max 200)  
Write Error Rate (C8)               0 (Threshold 0,Worst 253, Max 100)  
Vendor Specific (CA)                0 (Threshold 0,Worst 253, Max 100)  
 

D. Detailed test results 
Run User System Total Real 

1 6.380000 0.190000 6.570000 6.890000 
2 0.431000 0.130000 0.561000 0.561000 
3 0.441000 0.120000 0.561000 0.560000 
4 0.431000 0.140000 0.571000 0.571000 
5 0.401000 0.170000 0.571000 0.570000 
6 0.431000 0.140000 0.571000 0.571000 
7 0.441000 0.130000 0.571000 0.571000 
8 0.411000 0.160000 0.571000 0.571000 
9 0.401000 0.160000 0.561000 0.561000 
10 0.451000 0.120000 0.571000 0.571000 
11 11.547000 0.170000 11.717000 11.777000 
12 1.142000 0.160000 1.302000 1.302000 
13 1.102000 0.180000 1.282000 1.282000 
14 1.152000 0.130000 1.282000 1.282000 
15 1.112000 0.150000 1.262000 1.261000 
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16 1.132000 0.140000 1.272000 1.272000 
17 1.112000 0.160000 1.272000 1.272000 
18 0.982000 0.280000 1.262000 1.262000 
19 1.102000 0.160000 1.262000 1.262000 
20 1.072000 0.190000 1.262000 1.262000 
21 1.092000 0.160000 1.252000 1.262000 
22 0.421000 0.120000 0.541000 0.541000 
23 0.401000 0.140000 0.541000 0.541000 
24 0.451000 0.090000 0.541000 0.540000 
25 0.401000 0.140000 0.541000 0.541000 

 


