
 

 1 

D
ep

ar
tm

en
t 

o
f 

T
ec

h
n

o
lo

g
y,

 M
at

h
em

at
ic

s 
an

d
 C

o
m

p
u

te
r 

S
ci

en
ce

 

DEGREE PROJECT 
2004:PM10 

Micael Ebbmar 

Transparent Virus Checking by 
Packet Decoding 



 

 1 

Transparent Virus Checking by Packet Decoding 

Micael Ebbmar 

Summary 
Viruses, trojan horses and other types of malicious code has been a nuisance for in particular network 
connected computer users the last decade. The current solutions, mainly anti virus programs, have a few 
drawbacks such as cost, and the virus scanning can only be done on files on a media. This work 
proposes an application which scans files as they are transferred, e.g. by the common file transfer 
protocol, ftp. By comparing each packet against a virus definition database, malicious code will be 
found.  
Furthermore, when a positive match is made, the connection will be terminated since the file was 
infected, hence no use in transferring the remainder of it. This aims to make the computing environment 
safer for the end user, by minimizing the risk of getting infected by malicious code. 
 

Publisher:  University of Trollhättan/Uddevalla, Department of Technology, Mathematics and 
Computer Science, Box 957, S-461 29 Trollhättan, SWEDEN 
Phone: + 46 520 47 50 00  Fax: + 46 520 47 50 99 Web: www.htu.se 

Examiner: Stanislav Belenki 
Advisor : Christian Ohlsson 
Subject: Software Engineering Language: English 
Level: Advanced Credits: 10 Swedish, 15 ECTS credits 
Number: 2004:PM10 Date: August 16, 2004 
Keywords Software Engineering, C, virus, worms, implementation  



 

 1 

Transparent Virus Checking by Packet Decoding 
  

 
Micael Ebbmar 

Högskolan i Trollhättan/Uddevalla 
micke@ebbmar.com  

 
 

Abstract 
 

Viruses, trojan horses and other types of malicious 
code has been a nuisance for in particular network 
connected computer users the last decade. The current 
solutions, mainly anti virus programs, have a few 
drawbacks such as cost, and the virus scanning can 
only be done on files on a media. This work proposes 
an application which scans files as they are 
transferred, e.g. by the common file transfer protocol, 
ftp. By comparing each packet against a virus 
definition database, malicious code will be found. 
Furthermore, when a positive match is made, the 
connection will be terminated since the file was 
infected, hence no use in transferring the remainder of 
it. This aims to make the computing environment safer 
for the end user, by minimizing the risk of get ting 
infected by malicious code. 
 
1. Introduction 
 

During the past decades, the personal as well as 
professional use of computers has increased rapidly. At 
first computers were commonly only used at large 
governments and corporations, who needed the 
computational power and could pay for it. The military 
branch was one of the major users, since their heavy 
use of mathematics; e.g. calculating projectile 
trajectories. Furthermore, the need for exchanging 
information between computers and between their 
users started to grow, and hence Defense Advanced 
Research Project Agency (DARPA) sponsored the 
development of packet-switched network technologies 
during the 1960s [1,2,3]. As a result of this, Arpanet, the 
predecessor to Internet, was created in the early 1970’s 
and it was never intended to be either secure or open 
for commercial use.  

As more and more ordinary users started to see the 
benefits of the Internet, email, instant communication, 
document-sharing, etc., the growth of users as well as 

hosts has literally exploded [4,5]. As a result of this 
development, the number of insecure computers 
(vulnerable for intrusion and malicious code [6]) has 
steadily increased. The reasons for this vary, but are 
often badly designed software and software built 
without security in mind [7,8,9]. The consequences of 
this in conjunction with ignorant users or system 
administrators too busy to apply security patches and 
updates to their operating systems there are a great 
number of computers which can be used in malicious 
ways by potential intruders [9,10].  

Computer viruses and other harmful code have a 
nourishing environment to prosper in, considering the 
amount of vulnerable computers connected to the 
Internet. The damage caused by this harmful code can 
range from a few dollars in reinstalling a workstation, to 
several thousands or hundreds of thousand dollars in 
data theft, or data loss [11,12]. The notorious MyDoom 
worm cost companies up to $250 million in lost 
productivity and technical support expenses according 
to CNNmoney [13]. Malicious code can enter a host 
computer several ways, a common way of getting 
infected is executing unfamiliar files that are sent as 
attachments in mail, a technique that has become more 
common during the past years, in particular under the 
Windows platform [14,15,16]. Other ways consists of 
disguising itself as a non-destructible program 
(commonly known as a trojan horse) which a user 
downloads (mainly for personal use) in the belief it is 
something useful and harmless.  

The latter is something that has become increasingly 
popular, downloading various types of software for 
personal use, and such actions exposes the users to the 
threats of malicious code, in particular when the source 
of the software is not trusted. The frequent use of file 
transfer programs in general, and peer to peer (P2P) 
programs in particular, are a part of this trend [17,18].  

To combat malicious code, there exist a couple of 
options. Either one should only download trusted 
software from trusted sources, or using an antivirus 
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program which scans and hopefully detects and 
removes malicious code. Many people today use the 
latter option, however, it has a few drawbacks. A lot of 
antivirus solutions are commercial and hence rather 
costly, furthermore, they do not check the file until the 
transfer is completed which can take several hours, 
depending on the size of the file and the bandwidth 
available. It means in practice that the user does not 
know if the file he is downloading is harmless until the 
entire download is completed.  

To remedy this problem, this paper proposes a 
different approach, by real-time checking for malicious 
code signatures in the packet flow of the file transfer, 
against a signature definition file. This approach has 
borrowed ideas both from the traditional antivirus 
concept as well from intrusion detection systems (IDS), 
see chapter 3. 

The rest of the paper is organized as follows: In 
chapter 2 we discuss the various sorts of malicious 
code and chapter 3 gives an introduction to which 
types  of applications exists to combat malicious code. 
The theory of our approach is discussed in chapter 4, 
while chapter 5 deals with the implementation of it. 
Chapter 6 presents how well it performs by 
benchmarking it and conclusions are drawn in chapter 
7. Finally, future work is presented in chapter 9. 
 
2. Different kinds of malicious code 
 

The term malicious code this paper uses is a term for 
many different types of harmful code, ranging from 
simple boot block viruses to advanced trojans with 
capabilities of changing themselves. McGraw’s [6] 
definition is “malicious code is any code added, 
changed, or removed from a software system to 
intentionally cause harm or subvert computers.”. 
Traditionally, malicious code can be divided into these 
categories: 

• Viruses  
• Worms 
• Trojan horses  

But with McGraw’s definition above, a following 
category can be added, malicious web code, containing 
attack scripts, Java attack applets and dangerous 
ActiveX controls.  As the name of the category implies, 
only users using web browsers are potential victims, 
while the first three categories are relevant to anyone 
who downloads, or in other ways, shares files. 

Looking at malicious code in a broader view, one can 
also fit common exploit techniques such as buffer 
overflows, into this definition. However, this  depends 
on poorly built applications, and not on programs that 

are deliberately created to cause harm or subvert 
computers. But the outcome for the user might be 
equally harmful. 

Long gone are the days when the sole intention of 
the viruses was to destroy data, as nowadays, they 
have become more advanced and often changed 
towards trojans and worms. Their intention is now 
often more elaborate such as silently infecting a host to 
be able to use its resources for various purposes, or 
stealing data. A recent example of this is the Mydoom 
worm which both used a computer’s resources to 
launch a Denial of Service (DoS) attack  as well as 
setting up a backdoor and allowing access to the 
infected computer from unauthorized users [19]. 

 
3. Existing protection technologies against 
malicious code 
 

Since malicious code in the form of viruses and 
worms has existed since the 1980’s, at a time when 
computers started to became more personal and not 
only professional, there has been a need for protection 
from it. Generally speaking, protection can be separated 
into to three parts, antivirus programs, intrusion 
detection systems, and firewalls.  

Antivirus programs use a signature definition 
database to scan files located on media. When a 
positive match is found, it deletes the infected file or 
quarantines it. For an antivirus program to work 
effectively, it needs to update its definition database to 
be able to detect new viruses, worms and trojans. 
However, to find new unknown viruses, a heuristic 
approach has been developed by antivirus companies, 
which looks at characteristics of a file, such as size or 
architecture, as well as the behaviors of its code to 
determine the likelihood of an infection [20]. Using 
heuristics antivirus program can sometimes stop new 
viruses before their signature is available. In addition, 
heuristics may also find metamorphic viruses that 
obscure their code by changing parts of it, to be 
undetected by standard signature matching. Using 
heuristics increases the number of false positives, up 
till about 20% - 25%, according to Schultz and Eskin in 
[21]. 

Another technology which has become more 
common is intrusion detection systems (IDS) which 
continuously examine the packet flow for well known 
patterns of intrusion attempts. It can further be divided 
into host-based or network-based (NIDS), depending if 
it is looking for malicious activity on a specific 
computer’s packet flow, or on an entire network using 
agents and sensors installed throughout the network. 
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There also exist hybrids of these. Depending on the 
IDS, it can alert and actively stop the intrusion attempt, 
e.g. by adding a rule to the firewall and thus preventing 
the attacker access to the computer. Like antivirus 
programs, IDS needs to know what to look for in the 
packet, and mostly are rule -based which rely on preset 
rules of attack signatures. These signatures can contain 
binary data represented by hexadecimal numbers, as 
well as ordinary text. There also exist anomaly-based 
systems, which work not very differently from the 
heuristic approach taken by antivirus programs. 
Configuring an IDS can be a very cumbersome process, 
fine tuning it to make sure it does not generate too 
many false alarms, which is a common problem with 
many of today’s IDS [22]. 

In contrast to IDS, packet filtering firewalls have 
been in use over a long time and they predate antivirus 
programs. They simply scan the packet header, hence 
the name packet filtering, and depending on the 
firewalls rules, the packet is either dropped or allowed 
to continue to its destination, based on header 
information such as IP address and port number. 
Because a firewall needs to check all passing packets, it 
only checks the headers, not anything else. Since it 
does not check the content of the packets, all types of 
data are allowed to pass, making a firewall useless to 
hinder malicious code when users are transferring files, 
as long as the specific port is allowed in its rule set. In 
addition to packet filtering firewalls, application level 
firewalls also exists, which filters traffic based on 
application, such as X11, telnet, etc [23]. Application 
firewalls efficiently blocks non-authorized applications, 
however approved applications (e.g. ftp) still can 
transfer malicious code since it does not check that 
data transferred. 

All these existing technologies have the same 
purpose, to hinder unauthorized use of resources, but 
their means are different. Often, some of these 
technologies are used in conjunction, i.e. an antivirus 
program together with a firewall, since the user may 
want to block connections to his /her computer or 
network from unauthorized sources. This is usually a 
sufficient solution, but as previously mentioned, this 
paper proposes another solution, more sufficient under 
various configurations. By combining packet 
examination from IDS and a virus definition database 
from antivirus applications, we get another layer of 
protection from malicious code. 
 
 
 

4. The cure 
 

This proposed application will be suitable for 
individual computers. It will watch the packet flow on a 
specific port and inspect each packet to see if it 
matches a predefined virus definition and based on the 
action accompanied the virus definition it will either 
stop the packet flow and alert the user, or just alert the 
user. Its goal is to remedy the following problems: 

• Lack of antivirus program at end users 
• Waiting for a file to download completely 

before scanning it for malicious code 
The theory behind this not new but has to our 

knowledge not been discussed before in this context. 
Initially we define four essential components: structural 
virus definition database, packet decoding, sequence 
matching and blocking transfer.  Using these as a basic 
foundation in an application, it is our prediction an 
application solving the above mentioned problem can 
be created. At least the first three of these components  
has previously been thoroughly and successfully 
tested [6,14,20,24,25] and are integral parts of existing 
technologies (chapter 3). However, as far as we know, 
this is the first time all four are used together in the very 
same application. By combining them we get a new 
approach to dealing with malicious code over networks 
which we have labeled “Instant Detection Of Malicious 
Code” (IDOMC). The following subchapters explains 
the four concepts  

In many ways, this approach is similar to that taken 
by IDS systems, however the main difference is this can 
actively block and terminate the packet stream 
containing malicious code. Active IDS systems exist, 
which takes responsive measures such as changing 
firewall rules on the fly, etc [26]. However, IDS systems 
are mainly used for detecting intrusions, not regular 
viruses, while our approach should not be limited to 
detect intrusions, but all kinds of malicious code, as 
long as a signature is provided in the definition file. 

The following subchapters describe the concepts 
involved in the proposed application. 
 
4.1 Structural virus definition  
 

To be able to structure the virus definitions, they are 
gathered in a binary database, which is the standard 
procedure for nearly all antivirus applications today. 
Each entry contains the name of the malicious code (i.e. 
MyDoom – Worm), what action to take when a positive 
match is found and finally a unique pattern (Fig. 1). Like 
others [v], this database also supports non printable 
characters (ASCII 0x00 – 0xFF). 
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The major reason to structure the database this way 
(except for readability and understandability) is that 
this structure corresponds to how the definition is 
stored in memory, and although speed is not a 
necessity when loading the database into memory, it is 
beneficial due to quick response time when starting the 
program.  

The name and definition fields are self-explanatory, 
however the action field needs further explanation. 
Depending on the threat level of the malicious code, if it 
just suspicious or in fact a clear threat, the application 
can choose to alert the user, or completely block the 
packet stream based on the action field’s value.  

 

 
 
 
4.2 Packet Decoding 
 

Since TCP/IP is the most common protocol stack 
used today, the application has support for decoding 
TCP segments, which are used as the underlying 
protocol by the great majority of file transfer programs. 
The packet is checked for the existence of a data 
portion in the segment and if any is found, it is passed 
to the pattern matching algorithm. Packet decoding is a 
fundamental part of any IDS applications such as Snort 
[27] et.al. and has been successfully used by these. 
Getting packets from wire is done by a packet capture 
library. It creates a copy of each packet and hands it 
over to the application. 
 
4.3 Sequence matching  
 

When dealing with matching sequences against a 
stream of packets in real time, speed and accuracy is of 
the essence. Without any of the two, it is futile to 
create a reliable application which scans the payload in 
packet streams for malicious code. Choosing a suitable 
algorithm for the job, it needs to meet the following 
criteria; well proven, suitable for sequence matching 
(not only string matching), fast and accurate.    

String matching has been the subject for a multitude 
of papers [24,28,29,30], and is a key technology to a 
applications in diverse areas, ranging from word 
processing to image matching, IDS, etc. Hence this is a 
well documented and examined subject, and 
innovations and improvements are being made 
regularly. 

Looking at various applications such as [27,31,32] 
which all share the same need for sequence matching, 

one algorithm in particular emerges as predominant, 
Boyer-Moore[33]. The Boyer-Moore algorithm fulfills 
the above set criteria, because it has been around since 
the late 70’s and thus well used and well proven to be 
efficient. There also exist variants of it, such as Boyer-
Moore-Horspool [34]. Boyer-Moore is well suited for 
sequence matching and is regarded as providing the 
best average-case performance of any know algorithm 
according to Fisk and Varghese [25]. The technical 
details of how Boyer-Moore works are outside the 
scope of this work, but [33] offer a good in depth 
explanation. 
 
4.4 Blocking transfer 
 

When a positive match is found, and the action field 
denotes the transfer should be blocked, the connection 
between the two endpoints must be torn down. One 
could argue that it should be enough by blocking the 
offending packet(s), and not terminate the connection. 
However, just dropping a packet results in a corrupt 
file. Hence it makes more sense terminating the 
connection all together. In addition, since the approach 
we have taken by using a packet capture library, it is 
not possible to reject single packets, since we are only 
working with a copy of each packet. 

 Ending a connection is usually done by the 
application transferring the data. To terminate the 
connection it issues a close system call which in turn is 
translated into sending any queued data, and then a 
TCP segment containing the FIN flag set which must be 
acknowledged by an ACK. This closes the stream in 
one direction, and to close it in the other direction, 
another FIN followed by an ACK is needed. This is 
known as a modified 3 way handshake [35], since it has 
similarities to a 3 way handshake which is used to 
establish a connection. To sum up, four segments 
which correct sequence numbers are needed to 
terminate an established connection.  

This way of action is not feasible when capturing 
packets, since from the time a TCP segment has been 
created with a FIN flag to it reaches the endpoint, 
chances are that its sequence number is not valid any 
longer, due to other segments has been sent in the 
mean time. Thus responding to a captured stream 
means delays which inevitable leads to failure, because 
of mismatching sequence numbers. This because when 
a certain sequence number has been acknowledged 
future segments containing that very same number will 
be ignored 

To solve this problem, another approach is better 
since it is adequate for the segment’s sequence number 

Figure 1. Structural layout of definitions 

 Name Action Definition 
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to be within the TCP window. The window size is used 
for flow control, announcing how many bytes the 
receiver is willing to accept. Maximum window size 
(unless window scale option is used) is 2^16 bits, 65536 
byes, which is equivalent to 44 segments (considering 
each segment being 1460 bytes).  

According to RFC 793 when a TCP segment arrives 
with the RST (reset) flag set to a connection in an 
ESTABLISHED state, it must abort the connection, 
dropping any queued data, and go into the CLOSED 
state. The segment’s sequence number does not need 
to precisely match the previous sequence number, a 
RST is valid as long as it is within the window size. All 
information regarding socket addresses and window is 
available because entire packets are captured off the 
wire, including IP and TCP headers, not only the 
payload.  

Thus creating a TCP segment with a RST flag set 
which falls into the current window of the receiving 
host is more likely to succeed than sending FIN 
segments with correct sequence number.  
 
4.5 Buffering  
 

One of the advantages with a packet switched 
network is the possibility for the packets to travel 
different routes (often the shortest) to get to their 
destination. This behavior can lead to packets not 
arriving in the order they were sent, and it is up to the 
receiving host to assemble them by looking at their 
sequence numbers. In addition, since the routing is the 
accomplished by the IP protocol and hence 
connectionless, it does not guarantee the packet’s 
arrival. It is possible for packets to be lost, and 
therefore re-sent, which delays packets and also results 
in them arriving out of order. In order to use one of 
libqsearch’s features, remembering previous search and 
thus finding patterns  starting at the end of packet A 
and ends in the beginning of packet B (Fig. 2), the 
search must be done in order. 

 

 
 
 
Since as discussed above, no guarantees are made 

that the packets are in the correct order, a buffer is 
necessary to temporarily store incoming packets which 

arrive out of order. By checking if the previous 
searched packet’s sequence number is equal to packet-
1, it can be determined if the current packets should be 
sent to the search function or not. Since the buffer may 
hold packets with higher sequence numbers (i.e. 
packets which has arrived prematurely), a loop goes 
through the buffer and all sequence numbers equaling 
packet+1 are sent to be searched (Fig. 3). 

 

 
 
The maximum number of packets in the buffer at any 

given time equals the window size, which usually are 
65k bytes. Packets arriving outside the window are 
ignored by the TCP/IP stack. To ease retrieval and 
deletion of packets in the buffer, it is implemented as a 
double linked list which resizes dynamically.  

Packets can be re-sent and therefore the receiving 
host can get retransmissions of already acknowledged 
packets. To avoid searching retransmissions, and to 
keep track of which packets are retransmissions, all 
captured packets’ sequence numbers are put into a list. 
As a packet arrives, the TCP segment’s sequence 
number is extracted and is checked if it exists in the list. 
If not, it is added and the packet is sent to the previous 
mentioned buffer. However, if it already exists, it means 
the current packet is a retransmission and hence should 
not be searched.  

To avoid the list accumulating sequence numbers, 
making it slower to check the existence of numbers, old 
numbers must be removed. The simplest way doing this 
is to re move all numbers which does not fit in the 
current window. Packets with sequence numbers lower 
than the current window has been acknowledged, 
otherwise the window would not have moved forward, 
and can therefore be removed from the list. When to 
check and remove numbers can be based on the 
following reasoning. The less often it is done, means 
that the list contains of more numbers, leading to each 
time a packet arrives it has to traverse the list to see if 
the sequence number already exists. As an opposite, 
the removal is done often, the list is smaller and each 
check takes shorter time, however doing the removal 
too often creates unnecessary overhead.  

AAABBBCCC 

AAABB BCCC 

pkt  
A 

pkt B 

signature to find 

if lastPacketSearched == packet-1 
send packet to search() 
while(packet+1 exists in buffer) 
 send packet+1 to search() 
 remove packet+1 from buffer 
 packet++ 

else 
store packet in buffer 

Figure 2. Signature split into two packets 

Figure 3. Pseudo code buffer implementation 
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5. Implementation 
 

A prototype has been developed on an x86 
architecture running FreeBSD and created as a user 
land application. FreeBSD is a reliable OS, commonly 
used in network connected servers with good network 
performance [36] and hence the main reason for 
developing on it. The programming language of choice 
is C, since it makes the application easy to port to other 
Unix like systems such as Linux, etc, with little or no 
changes. The primary reason for creating a user land 
application and not as a kernel module is portability. 
Some of the libraries (e.g. libqsearch) only exist for user 
land applications. 

A simple definitions file was created, containing a 
name consisting of max 20 bytes, an action containing 
of one byte and finally 100 bytes for the signature (Fig. 
1). The beginning of the file holds the number of 
records in the file. This way the application can quickly 
determine how many bytes to allocate for a structure in 
memory before processing the rest of the file. The 
records are then read and stored in the structure. 

Capturing packets was done by using the well 
known and common libpcap library [37] which is used 
by many other network applications such as TCPdump, 
Snort, Ethereal and Ettercap. It has the ability to read 
Ethernet frames containing IP packets and TCP 
segments. As a frame is captured, the IP packet is 
extracted and the existence for a TCP segment with 
payload is checked. If TCP payload exists it is searched 
for signatures by using sequence matching.  

Sequence matching is done by using libqsearch [38], 
a freely available library. It implements the Boyer-
Moore algorithm and works well with all sorts of 
sequences, not only printable characters. If a match is 
found, the application tries to block further packets as 
mentioned in section 4.4, resulting in the termination of 
the connection.  
 
5.1 Resetting a connection 
 

As discussed previously when a packet’s payload 
matches a signature, a termination of the connection 
should be done by sending a TCP segment with a RST 
flag set. Since manipulating packets on such a low 
level, changing bits in headers, can not be done easily, 
(e.g. no simple system calls are available) a special 
packet needs to be crafted from scratch. By using raw 
sockets, IPv4 headers can be created and customized 
TCP segments be built [39]. A call to socket with 
SOCK_RAW as the second argument and 

IPPROTO_RAW as the third argume nt creates a raw 
socket. In order to be able to manually craft an IP 
header the IP_HDRINCL socket option must be set.  
When this option is set, the starting address of the data 
for the kernel to send specifies the first byte of the IP 
header. The IP header is created by filling a structure 
containing members such as source and destination 
address, time to live and checksum. Following the IP 
header, the TCP header is constructed by populating 
another structure containing source and destination 
ports, sequence and acknowledgement numbers, flags 
etc. Flags contain which options are set (SYN, FIN, 
ACK, RST etc) and it is sufficient for the RST bit to be 
set. By calling sendto with the address of the structures 
and their length and the destination address as 
arguments, the crafted packet is sent to the destination 
thus terminating the connection. 

The source and destination addresses, together with 
source and destination ports and sequence numbers 
are known since they are grabbed from the captured 
incoming packet’s TCP header. The source and 
destination are however swapped, since the reset is 
sent to the transmitting host (the source where the 
incoming packet originated from). The sequence 
number is derived from the incoming packet’s 
acknowledgement number, since the acknowledgement 
number is the number of the next sequence number it 
the transmitting host is expecting to receive. Finally, the 
acknowledgement number in the crafted packet can be 
set to zero (anything will work), since no reply is 
expected. (Fig. 4) 

 
Figure 4. Address, sequence and acknowledgement 
numbers involved when sending a reset 
 
6. Empirical evaluation 
 
6.1 Test bed 
 

The test bed consisted of a 1 GHz CPU with 512 MB 
of RAM where the program was run. By using an ftp 
client files were transferred from an ftp server located 

Malicious code 

Crafted RSTpacket  

Src: 
21.45.1.5 
Dst: 
10.0.1.12 
SEQ: 650 
ACK: 0 

Receiving 
host  

Transmitting 
host  

Src: 
10.0.1.12 
Dst: 
21.45.1.5 
SEQ: 42 
ACK: 650 
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on the same network (LAN), except in one case. Only 
one file at a time was transferred, since this is a common 
usage. When using 512 kb/s the ftp client were located 
on a different network than the server (WAN), this due 
to achieve the low bandwidth a regular ADSL 
connection were needed.  

The program was run under three different 
bandwidths (512 kb/s, 6 Mb/s and 100 Mb/s), full 
duplex. The real throughput mentioned below was 
measured by sending files between the two nodes with 
ftp.  512 kb/s is one of the most common speeds today 
for broad band users, the factual  throughput was 
approximately 485  kb/s, equaling roughly to 40 packets 
per second. By using a 10 Mbit hub, a throughput of 6 
Mb/s (780 kB/s) was achieved. Why the throughput 
was this low has not been further investigated, a 
possible reason might be the use of cheap components. 
780 kB/s equals about 550 packets per second and is 
fairly common for regular broad band users  or SOHO 
users Finally, 100 Mbit is mostly used in LAN 
environments, but on occasion even by broad band 
users. The real bandwidth was 84 Mb/s and 
approximately 7600 packets per second are sent when 
using this bandwidth. The file sizes transferred varied 
depending on the bandwidth, each file took about one 
minute to transfer (Table 1).  

 
Speed Packets/sec File size 
485 kb/s 40 3,9 MB 
6 Mb/s 550 54 MB 
84 Mb/s 7600 741 MB 

Table 1. Bandwidth and file sizes used 

The metric packet/s is interesting as it shows how 
many packets per second the application must handle 
and search through. As the bandwidth increases, the 
more packets it has to search during the same time 
frame. 

Two sets of files were used during the evaluation. 
Files containing malicious code, with the intention of 
triggering a positive match and files without malicious 
code, to see if any false positives were generated. 
However, the file sizes were the same, as mentioned in 
table 1.  

To see how the size of the patterns effected the time 
to search through each packet, pattern sizes of 100 and 
200 bytes in the definition file were tested. The longer 
the pattern size, the more detailed information about 
specific malicious code can be preset, such as 
differentiating between similar viruses or worms from 
the same family (e.g. the numerous clones of the 
MyDoom virus). The patterns contained printable as 

well as non-printable characters, to validate that the 
libqsearch library worked as expected. To simulate a 
real anti-virus program, which can contain definitions 
up to 20000, the numbers of patterns tested varied 
between 500 and 20000 (500, 1000, 4000, 8000, 12000, 
16000 and 20000). The first test started with 500 
patterns each of a size of 100 bytes, and then the size 
was increase to 200 bytes. The next test consisted of 
1000 patterns, first with a size of 100 bytes and then 200 
bytes, etc. Since to the best of our knowledge, there 
exists no freely available virus definition databases, the 
patterns used were automatically created to contain 
random characters and manually altered afterwards to 
contain signature of malicious code. 

To be able to benchmark approximately how long 
time the application spent per packet, two different 
alternatives emerged. Either, by compiling the program 
with the –pg option, thus enabling profiling which are 
read and analyzed with gprof [40] or by calculating the 
time by calling the function gettimeofday at the 
beginning and the end of the function of interest. By 
subtracting the first gettimeofday from the second, 
number of µseconds spent on the primary function is 
yielded. The drawback with the former option is the 
extra code it generates which then slows down the 
application, and the disadvantage with the latter 
approach is the overhead with two extra function calls 
per packet. An initial testing were done comparing both 
alternatives and it was concluded the time of the two 
extra calls to gettimeofday  per packet were negligible in 
comparison to the overhead gprof created. When 
deciding which function in the application should be 
measured, it was determined that one function in 
particular was interesting. The buffer function which 
receives all packets to be searched and if they arrive 
out of order, it stores them in a double linked list as 
described in 5.1. It also searches the packets (by calling 
the appropriate functions) and exits. Changed metrics 
such as bandwidth, number of patterns and size of 
patterns has a direct impact on this function and hence 
it is best suitable for being measured.  

 
6.2 Benchmarks 
 

The values measured during the benchmarks were 
seconds spent in the buffer function, approximate CPU 
load and if any packets were dropped by the libpcap 
library. Each test was run five times and a mean value 
was calculated and presented. The outcome differs from 
transfer to transfer, but can give some rough indication 
on how the application performed. 
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First file transfer over the 512 kb/s was tested and 
repeated five times to get acceptable measurements. 
Due to the transfers were between computers on 
different networks (20 hops between them), a few 
retransmissions were made and packets arriving out of 
order. The buffering implementation worked as 
expected, storing premature arrived packets while 
waiting for the next correct packet to arrive. The 
application detected the files containing malicious code 
and sent a RST packet to the transferring host, 
consequently terminating the connection. By 
increasing the number of patterns and their size, an 
increased time spent in the buffer function was 
observed (Table 2). The CPU load however was too 
small to notice (approximately 0 %) and hence has been 
left out of the table. 

 
No. patterns Pattern size sec in buffer dropped % 

500 100 0,000018  0 

500 200 0,000017  0 

1000 100 0,000033  0 

1000 200 0,000023  0 

4000 100 0,000062 0 

4000 200 0,000069  0 

8000 100 0,000117  0 

8000 200 0,000137  0 

12000 100 0,000179  0 

12000 200 0,000190  0 

16000 100 0,000235  0 

16000 200 0,000259  0 

20000 100 0,000293  0 

20000 200 0,000336  0 

Table 2. Benchmark of 512 kb/ s 

What is most noticeable during this benchmark is 
the lack of major time difference when increasing the 
pattern size to 200 bytes. Comparing each packet to 
20000 patterns each 100 bytes (2 MB) or 20000 patterns 
each 200 bytes (4 MB) are both a time consuming task, 
however one could have expected it would take 
noticeable longer time comparing a packet to 4 MB 
patterns than to compare it to 2 MB patterns. This 
suggests the Boyer-Moore implementation in 
libqsearch scales very well. 

 
 
 
 

 

No. 
patterns 

Pattern 
size 

sec in buffer CPU
% 

dropped 
% 

500 100 0,000043 2 0 

500 200 0,000048 2,4 0 

1000 100 0,000086 4 0 

1000 200 0,000117 5 0 

4000 100 0,001005 42 0 

4000 200 0,001026 43 3 

8000 100 0,001836 57 20 

8000 200 0,001881 59 20 

12000  100 0,002812 68 35 

12000  200 0,002995 71 35 

16000  100 0,003945 73 46 

16000  200 0,004136 75 48 

20000  100 0,004958 76 54 

20000  200 0,005302 78 90 

Table 3. Benchmark of 6 Mb/s 

When moving a step up in bandwidth and 
benchmarking the application running under 6 Mb/s a 
few things were noticed as being different from the first 
benchmark. No retransmissions or any packets arriving 
out of order occurred, which was to be expected since 
the computers were on the same network, only two 
hops apart. Furthermore, as seen in Table 3, packets 
started to be dropped when using 4000 patterns and 
above. This coincides with a rise of the CPU load. 
Sharing time between copying 550 packets per second 
while searching each copied packet against 4000 
patterns each with a size of 200 bytes proves to be too 
much workload for the CPU. But CPU load increases 
drastically already when the pattern size is 100, which 
also is seen on the time it spends in the buffer function.  

As a dire consequence of packets being dropped the 
application came to a halt. It was waiting to receive 
packets that never came and could not continue 
searching the packets it had buffered, resulting in a 
deadlock. This scenario was not anticipated in the 
creation of the program, and it had to be solved by 
searching the packets immediately as they arrived. This 
crude solution bypassed the implementation of the 
buffering premature arrived packets, which had been 
created to make sure malicious code split up into two 
packets were caught. The benchmark values of table 3 
are after this solution hade to be applied to the 
program.  

As numbers of patterns are increased to 8000, 20% 
of the packets are dropped and the CPU load continued 
to climb. As a result of this, it can be deducted that 
when using 6 Mb/s more patterns than 4000 renders the 
application unreliable, since malicious code can exist in 
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any of the dropped packets which the application never 
 gets to process. 

 
No. patterns Pattern 

size 
sec in buffer CPU

% 
dropped 

% 
500 100 0,000023 22 1 

500 200 0,000035 24 7 

1000 100 0,000039 26 7 

1000 200 0,000062 28 17 

4000 100 0,000227 31 59 

4000 200 0,000228 30 60 

8000 100 0,000420 32 79 

8000 200 0,000437 32 76 

12000 100 0,000603 33 87 

12000 200 0,000659 33 83 

16000 100 0,000837 33 94 

16000 200 0,000863 33 86 

20000 100 0,000840 33 97 

20000 200 0,001023 33 88 

Table 4. Benchmark of 100 Mb/s  

Doing the final sets of benchmark using 100 Mb/s 
revealed nothing out of the ordinary, since the 
computers where the same involved as in last 
benchmark. Due to receiving 7600 packets per second, 
packets were dropped from the beginning when the 
numbers of patterns only were 500 as table 4 presents. 
What is noticeable is how the CPU load seems to settle 
at 33% already after 12000 patterns. One reason may be 
because the number of packets dropped is roughly the 
same amount and the increase in numbers of patterns 
only affects the amount of time spent in buffer. 

It is clearly noticeably how unreliable the program 
works when using 100 Mb/s due to libpcap’s inability 
to keep up with the packet flow, even when number of 
patterns are few. 

During all three benchmarks, no false positives were 
made, indicating the libqsearch library worked as 
intended. 

 
7. Conclusion 
 

The aim to devise a program borrowing concepts 
from antivirus and IDS programs in order to discover 
malicious code when transferring files has partly 
proved to be successful. The first goal of the 
application was to remedy the problem of lack of anti 
virus program used by end users. The program has 
capabilities and potential to work as an anti virus 
program for many broadband users, but the program 

alone can not raise the much needed awareness about 
making computer environments secure. The second 
goal, scanning a file for malicious code while it is being 
downloaded, has been met under the right 
circumstances (e.g. using not too high bandwidth).  

The main issue has been with the packet capture 
library, libpcap when bandwidth is increased to 6 Mb/s 
together with 4000 patterns, packets are being dropped. 
As soon as packets are dropped, the protection of 
using the application is reduced. Hence to avoid 
dropping packets, large number of patterns and high 
bandwidth should be avoided. On a standard 512 kb/s 
ADSL line it performs as intended, resetting 
connections whenever a posit ive match is found.  

The implementation of buffering packets arriving out 
of order worked as long as no packets were dropped. In 
retrospect, some sort of mechanism should have been 
implemented avoiding a deadlock in the buffer if a 
packet is dropped.  Otherwise, the solution of simply 
skipping the buffer as we had to do during the two last 
benchmarks, works sufficiently well. However, it does 
not deliver 100% guarantee of catching all signatures, 
since one signature split in two packets will inevitably 
be missed. 

 
9. Future Work 

 
Since this program is a mere prototype, future work 

will focus on improvement in some areas, such as 
buffering and speed before it can become a replacement 
for common anti virus programs. Furthermore, a real 
virus definition database must of course be used. 

 To increase its speed it could be implemented as a 
kernel module. But since libqsearch will not be available 
in kernel space, an alternative way must be devised to 
search the packets. And what will be gained in speed 
will be lost in portability, so it remains an open question 
what is best to do. 

These remaining issues are not all trivial, but once 
done, this application may in fact become a substitute 
for an anti-virus program.  
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