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Sammanfattning 
Ett datorkluster kan definieras som en löst sammansatt grupp av sammankopplade datorer, dessa 
datorer har ett nära samarbete, vilket innebär att de kan ses som en enda dator. Beowulf 
datorkluster har stora fördelar som till exempel pris, frihet och val av applikationer om man 
jämfört den med en superdator som vanligtvis är konstruerad för en enda roll. Hur skall man 
hantera kapacitets hantering inom ett datorkluster? Detta papper behandlar användbara 
parametrar, vilka parametrar är viktiga att övervaka och hur övervakar man dem? Papperet 
innehåller bland annat exempel på hur ofta dessa parametrar skall kontrolleras. Vi tittar också på 
hur viktigt det är att spara diverse loggar och hur man sedan kan använda dessa för att skapa 
trender och statistik. Valet av övervakningsapplikation, motiveras i detta papper och varför är det 
viktigt att använda automatiserade programvara för kontinuerlig övervakning av datorklustrets 
kapacitet. 
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Summary 
Computer clusters are defined as a group of loosely coupled computers that work together 
closely so that they can be viewed as if they were one single computer. A Beowulf cluster gives 
advantages considering price, freedom and choice of applications, compared to supercomputers 
usually designed for a specific task. But how can we approach the clusters when it comes to 
capacity handling? This paper will bring forward useful parameters, why they are important and 
how to get hold of them. There will also be a discussion on how often we should allow ourselves 
to measure our parameters. Another topic is the importance of storing logs for showing statistics 
and trends for the future. Motivation for certain monitoring software and applications will also 
be brought forward. We will also present implementation issues and purposes on why it is 
important to run automated software for continuous measuring of capacity in the clusters. 
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Abstract 
Computer clusters are defined as a group of 

loosely coupled  that work together 
closely so that they can be viewed as if they were 
one single computer. A Beowulf cluster gives 
advantages considering price, freedom and choice 
of applications, compared to supercomputers 
usually designed for a specific task. But how can we 
approach the clusters when it comes to capacity 
handling? This paper will bring forward useful 
parameters, why they are important and how to get 
hold of them. There will also be a discussion on 
how often we should allow ourselves to measure 
our parameters. Another topic is the importance of 
storing logs for showing statistics and trends for the 
future. Motivation for certain monitoring software 
and applications will also be brought forward. We 
will also present implementation issues and 
purposes on why it is important to run automated 
software for continuous measuring of capacity in 
the clusters

computers

. 
 

Keywords: 
Cluster, Beowulf, capacity handling, COTS, Nagios, 

trends. 
 

1. Introduction 

To conduct advanced mathematical calculations 
of airflow through and around a Ferrari sports car, 
the need for powerful computational tools is 
necessary. In addition to wind tunnels, simulations 
of airflow, on a computer cluster is indeed 
important considering all effects of airflow and 
other variables. The manufacturer often desires to 
look at a specific part of the car, improving design 
for better airflow and performance. An example is 
the bodywork and the sidepods, of the car, which 
helps smoothen the airflow around the sides of the 
car [1]. This kind of environment can be created in 
form of a computer cluster. 

A computer cluster is a group of loosely coupled 
computers that work together closely so that they 
can be viewed as if they were one single computer 
[2]. The interest and popularity of these powerful 
clusters have increased and they can be created for 
a reasonable price. Supercomputers, on the other 
hand, are rather expensive and may not have the 
same freedom considering choice of running 

applications. This is because supercomputers are 
usually designed to handle a specific task.  

Clusters have always required a balance between 
computer power, input/output capacity and memory 
size [3].  

A very important thing when handling clusters is 
the reliability. R. Jain defines the availability of a 
system as: ”The fraction of time where the system is 
available to service users’ requests.” He further 
states that: “The time during which the system is not 
available is called downtime” [4]. 

Once the computers are set up and running with 
the software needed to conduct the desired tests, 
two new issues arises. Now we must get an 
overview of total licenses for each application, and 
find out how many of them are free to use. This is a 
necessity for each application to be able to perform 
any license restrained calculation. In the end we 
should implement a queuing system [5]. This to 
avoid that jobs crashes, because of overload on the 
nodes, or lack of free licenses. 

The problem within our computational 
environment is mainly the queuing system, and how 
to get more out of the clusters considering workload 
and increased availability (use more of the available 
resources). Therefore we want to get an overview of 
the available resources and look at how to 
implement a more usable/intelligent queuing 
system. We also want to look at the nodes and 
servers and their total capacity. And last, but not 
least, get a picture of the available capacity, both on 
a continuous base and on demand. This data is 
probably best displayed via a web page, accessible 
both to the system administrators and the 
computational engineers.  

The data collected and parameters measured 
should be stored in a database, and used to create 
statistics. These statistics should be used to show 
trends in the network in terms of capacity, both 
total and free, and potential needs for hardware 
upgrades. 

We must take into consideration which 
parameters we want to fetch and what the purpose 
of these parameters are. How would they be treated 
in the queuing system software? Does the queuing 
system support all desired parameters? All 
parameters should have their obvious purpose in the 
picture of capacity handling. 

A literature study in this field shows that few 
have published any good solutions to problems 
regarding capacity handling. We limited ourselves 
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to maximum fifteen year old papers and 
documentation, considering the fact that theories 
and techniques of importance will probably all be 
established and introduced as a standard in 
textbooks of newer date. 

A fully, working implementation of the chosen 
software, and self developed scripts will be 
presented, and this paper will be a guideline with 
motivated solutions to the problems we want to 
look into. There will be guidelines in form of 
bringing forward needed parameters, motivating for 
different kinds of software and conducting practical 
tests in a lab environment. This to actually prove 
the theories brought into light. 

The goal is to find out what kinds of parameters 
are important, how they come into use and last but 
not least; can they be measured? 

 

2. Background/related work 

Capacity handling should be important for every 
cluster administrator out there, and first and 
foremost there are two major elements to be looked 
at. The first one is the handling of a balance 
between cost and capacity, and the second is 
balancing between supply and demand. First we 
need to establish what is behind the term capacity 
handling. Hewlett-Packard describes capacity 
handling like this [6]:  

 
“…to ensure best use of the appropriate IT 

infrastructure to cost effectively meet business 
needs by understanding how IT services will be 
used and matching IT resources to deliver these 
services at the agreed levels currently and in the 
future.” 

 
The resources must be available for use and meet 

the demands of the company and also address the 
future needs of the business. By this we mean 
supply and demand. To work with capacity 
handling we must understand the business 
requirements and how the business is organized. 
The understanding of potential services, that could 
be used to increase performance, and make a more 
cost-effective cluster, is also very important. 

In terms of capacity handling we will look into 
hardware, software, network equipment and 
peripherals. 

After summarizing the statements above, we 
describe capacity handling as follows: 

 
Capacity handling is the concern with having 

the appropriate IT capacity and making the best 
use of it. 

 
When it comes to capacity handling of a cluster, 

there are several technical solutions, considering 
monitoring. Advanced scripts and applications have 
been developed to ease the administration process. 

Automated software will be appreciated, once 
installed and tuned to fulfill the desired tasks [24].  

 We have looked into other experienced 
administrators work and studied their 
recommendations considering software and 
parameters, to measure and monitor [4, 7].  

Well documented applications with interesting 
plug-ins, will be preferred. This way we will be 
able to tune the application for those operating 
systems and purposes that we want to achieve. 

Capacity handling is a necessity to ensure that the 
capacity in a cluster, like; Central Processing Unit 
(CPU), disk space, Random Access Memory 
(RAM), can be cost-justified in terms of cost 
against capacity. “Under capacity” causes 
performance problems, and “over capacity” are 
both expensive and increase the cost of the services 
[6]. 
 

3. Establishing parameters for capacity 
 
To find out what kind of parameters that might be 

of importance to the company, we conducted a 
theoretical study, looking at papers, books and 
Internet references to assemble parameters others 
have found important [7]. This to get a grasp of all 
the parameters, that might be useful and of interest 
for the work at hand. After getting sufficient data 
on background and parameters this theoretical part 
ended, and then led to conversations with the 
employees working at the company. This way one 
could compare the parameters found in the 
literature study towards the parameters the 
employees of the company themselves found 
important.  

The parameters can be split up into consumable 
and none consumable parameters. So what are 
consumable parameters? Some of these parameters 
should only be retrieved once, because they will not 
change unless the topology changes, or there is an 
exchange/upgrade in the hardware. Example of this 
is a disks writing speed. This is a non consumable 
parameter. Other parameters will be more 
fluctuating and needs to be measured on a 
continuous base, and on demand. A few examples 
here are CPU load and free memory. These we 
define as consumable parameters.  

The non consumable parameters here are host 
names, CPU speed, CPU cache, RAM size, swap 
size, total space on hard drives, total bandwidth of 
network, number of nodes and groups.  

The consumables are CPU load, load on RAM, 
swap and switches, free disk space, used bandwidth 
of network and number of free nodes. 
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3.1. Host name and group 

The host name is the first parameter to extract. 
This information is important because you want to 
link the gathered data (host name) to a specific 
node. By finding the nodes host name you can also 
bind it to a group name. All nodes under the same 
switch, belongs to the same group. This is to avoid 
the problem with a calculation job running on nodes 
under different switches. For applications that 
generate heavy network traffic, this is undesirable. 
We must avoid this kind of situations by putting 
jobs, which are heavy on the network traffic it 
generates, on free nodes under the same switch. 

 

3.2. CPU speed 

The measurement of the CPU speed is essential 
for telling the speed of the CPU in terms of Floating 
Point Operations Per Second (FLOPS) [8]. By 
knowing this information, one can predict how long 
the calculation job will take [5]. This prediction 
will be based on experience and handled by the 
self-learning queuing system. For FLOPS to be 
useful as a measure of floating-point performance, 
some kind of benchmark software must be available 
on all computers we want to measure [8]. For 
statistical reasons we also want to store the CPU 
frequency of the CPU, in terms of megahertz 
(MHz). 

 

3.3. CPU cache 

CPU speed is not the only essential thing when 
looking at CPUs in general. The CPU cache is also 
very important. In computers, cache is the place 
where the operating system puts data to be 
processed or reserved separately from other 
processes. This way the recently used information 
can be accessed again very quickly. So a CPU with 
a lower MHz rate might be better than a CPU with 
higher MHz rate, if it has a larger cache size [4]. 

 

3.4. CPU load average 

The CPU load normally tells us how ”busy” the 
computer is. But this might not be true for all types 
of calculations performed on a node. Some jobs 
may only require approximately twenty to thirty 
percent of a CPUs power. Still it is a good 
indication on if the node is available or not. 

CPU load average is an important thing for the 
queuing system to see the history on the load of the 
computers CPU. 

One must of course create some kind of 
notification on the computers running calculations 

so it does not get assigned two jobs simultaneously. 
This could in worst case cause calculations to crash. 
But this is a task for the queuing system to take care 
of. If the system has a constant load of hundred 
percent, twenty four hours a day, seven days a 
week, it may be an indication of faulty hardware or 
the need for a hardware upgrade. 

 

3.5. RAM 

RAM has the role of a buffer. This buffer speeds 
up access to the programs and files that are in use 
and this will make the computer work more 
efficient [4].  

The need to check the RAM is mainly to check 
how much there is total and free on the node/server. 
By checking this, we can create statistics for our 
trend schema. Some applications need much RAM, 
to avoid them from destroying a disk in no time. By 
destroying a disk we mean that the application is 
conducting its calculations by heavy and continuous 
writing to the disk. Just as important as the cache 
size is for CPUs, the bus speed is important for the 
RAM.  

 

3.6. Swap 

Swap is desirable to look at for almost the same 
reasons as RAM (section 3.5). Swapping is a 
needed technique to enable a computer to execute 
programs and handle data files that are larger than 
the physical memory itself. 

 

3.7. Hard drive 

A hard drive is a non-removable disk in the 
computer. Internal hard disks today have huge 
capacity. By huge capacity we mean up to half a 
terabyte (TB). Hard drives are used to store 
information on the computer. This is information 
such as applications and of course data [12]. In the 
hard drives we a have circuit called cache. Cache in 
the hard drive is reserved to temporarily store data. 

Monitoring the hard drive in means of capacity, 
both total and free memory blocks, is very 
important before launching disk demanding 
applications. To store statistics on hard drive usage 
will also be of importance to the trends schema. 

 

3.8. Licenses 

Licenses are one of the key ingredients for 
performing calculations on the cluster. If one starts 
multiple jobs, on the cluster, that requires the same 
licenses, or licenses of that type runs out, the job 
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will crash. Another case may be that the licenses 
have expired. So we want to find out how many 
licenses there are of each kind, and how many of 
them that is free to use. This is information needed 
for the queuing system. When the licenses 
themselves expire, is a task for the availability 
project [26] to look into. An application like 
FlexLM [13] is commonly used to handle all the 
licenses. 

 

3.9. Bandwidth 

Bandwidth of the network is interesting to look at 
through the switches perspective. We want to find 
out how much data the switches process on each of 
its ports. How much of the total bandwidth of the 
network is consumed at any given time? 

We want to get an overview and find out if 
switches use the full potential of the network. This 
way we will be able to get relevant information 
showing that, for example, only a certain 
percentage of the networks capacity is being used. 
By measuring this parameter we will also see the 
load on the network on continuous base.  

Speaking of bandwidth, we also have to mention 
latency. By measuring how long it takes for a data 
packet to get from A to B and back the round-trip 
time (RTT) is to be considered the latency [14].  

 

3.10. Load on switches 

Load on switches is important to look at. We do 
not want the switches to become bottlenecks in the 
network [14]. By the term bottleneck we mean the 
slowest link in the network, which causes 
calculations to be slowed down.  

It would also be interesting to look at what kind 
of traffic that passes through the switches. By 
flagging and alerting certain type of traffic one 
could detect and fix problems with faulty network 

cards, broadcast messages, DHCP discover and so 
on. 

 

3.11. Memory on switches 

Load and memory on switches are both of 
interest. How much memory is available and in use 
at any given time? If a switch, under heavy traffic, 
runs out of memory, it will drop packages, and the 
switch console may stop to respond. This is of 
course what we aim to predict and, in any case, 
want to avoid [14]. 
 

3.12. Number of nodes 

How many nodes there are in the calculation 
cluster and not at least how many of them that is 
available and free to use, is very interesting and 
needed information. We also want to get an 
overview of the servers and their availability.  

The nodes should also be mapped after which 
architecture it has, how much RAM, size of disk 
and so on. For short: Which calculation software 
does the clusters support and can perform? 

 

3.13. Summary of parameters 

All these parameters are going to be saved in a 
database using MySQL [15].  

After describing the importance of every chosen 
parameter we want to sum them all up in a table. In 
Table 1 the parameters and a short explanation will 
be found, together with the conclusion of whether it 
is consumable or not;  

 
 
 
 

 
 

                       Table 1: Summary of parameters. 
Name Description Consumable (Yes/No) 
Host name Identification of the host No 
CPU speed Specification of CPU No 
CPU cache Size of cache on CPU No 
CPU load average For each 1, 5and 15 minutes Yes 
RAM Size and load Total – No, Free – Yes 
Swap Size and load Total – No, Free – Yes 
Hard drive Capacity – Total and free Total – No, Free – Yes 
Licenses  Available licenses  Total – No, Free – Yes 
Bandwidth Of the network Total – No, Free – Yes 
Load on switches Application dependent Yes 
Memory on switches Memory – Total and free Total – No, Free – Yes 
Nodes under a switch Nodes – Total and free No 
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4. Measuring tools 

There are some requirements, to be looked at, 
when thinking of monitoring a cluster system. 
According to Marzolla and Melloni [7], there are 
six criterias. The monitor must be intrusion free. 
By this we mean that the monitor itself must not, in 
any way, have negative impact on the correctness 
of the results it brings forward. The monitor system 
should impose minimal overhead on the system 
targeted for monitoring. Clean design and good 
programming should increase the efficiency. The 
monitoring system should be able to operate 
automatically in a so called batch operation. By 
this we also mean that the information gathered 
should be presented in a reasonable manner in form 
of a user interface, this being an accessible web 
page or application. Generality, to support all 
known devices and peripherals attached to the 
network, should be fulfilled. To achieve this goal 
we have taken a protocol called Simple Network 
Management Protocol (SNMP) [20] into use. By 
documenting the configuration, of the monitoring 
system, and creating easy to understand 
configuration files, one opens for others to take 
over, add features and improve the 
configuration/scripts. Last but not least the 
monitoring system should scale in a reasonable 
manner. This means that it should be scalable, and 
support at least a couple of hundred nodes (so 
called moderate cluster sizes [7]).  

The list of applications narrowed down to 
Ganglia [16], CluMon [17] and Nagios [18].  

To conduct our practical tests we decided to go 
for the application called Nagios [18].  

 

4.1. Nagios 

The Nagios application [18] supports many of the 
basics we need, including measuring many of the 
parameters and creating a trend overview. It was 
also the most well documented application. For the 
tasks not supported by Nagios or its plug-ins, we 
made our own shell scripts and implemented the 
results in a readable manner. Nagios uses many of 
the values stored in Linux own virtual file system 
called proc (see section 4.2).  

Figure 1 shows a screenshot from the Nagios 
application. What we see, in the picture, is a single 
hosts state information and its available commands. 

Other information is to be found in different log-
files. Which and how is to be explained in the 
following sections. For Nagios to perform all its 
checks it is using the protocol called SNMP [20]. 
To see a complete list of the configuration files, 
please refer to [18]. 

 
 

 
 

Figure 1: Cropped screenshot, of a frame, in the 
Nagios application. 
 

 

4.2. proc 

The information collected from ‘/proc’ is polled 
directly from Linux [9] own kernel variables. 
‘/proc’ is the kernels interface and can be seen as a 
file system that is written to on continuous bases. 
‘proc’ is a valid source for fetching information 
regarding the system, and gives accurate 
information.[10, 11]. 

 

5. Data extraction  

The section of data extraction will present the 
way to get a hold of the parameters outside Nagios, 
followed by the way Nagios handles the 
parameters. This way one is not limited to the 
Nagios application to get a hold of the parameters. 
It can also be interesting to get hold of the 
parameters outside Nagios in case we want to check 
if the correct parameters are extracted. 

 

5.1. Host name 

This information is easily fetched, by typing 
‘hostname’ in the console/terminal. By adding 
the ‘-d’ parameter the hosts full domain name is 
also displayed. To find the hosts Internet Protocol 
(IP) address, by using the same command, the ‘-i’ 
parameters should be entered. 

Nagios stores the IP address, host and domain 
name as given variables in the configuration file. 
This information has to be added manually, and is 
to be considered static information. It should not 
change and there is no point in continuous checking 
on this data. One thing of interest here is to use the 
IP address to check if the host is alive, by running 
‘ping’ toward the IP address. 
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5.2. CPU speed 

There is no good way to measure the 
performance of the CPU, but as mentioned, some 
kind of benchmarking software would give the 
desired information [8].  

To get a hold of the megahertz frequency, of the 
CPU, we can locate it in /proc/cpuinfo. It can be 
extracted and stored in a text file (cat command – 
[11]. The only line(s) of interest is the line(s) with 
the keyword “MHz”. The command: ‘cat 
/proc/cpuinfo | grep MHz’ will give you 
the MHz frequency of your CPU(s). Note that two 
or more lines, indicates two or more CPUs. 

Nagios does not check the FLOPS or MHz 
frequency by default. There is no need to check this 
in Nagios, as long as it checks the load on the CPU.  

 

5.3. CPU cache 

To find the size of the cache on the CPU one can 
get hold of the data by entering: 
‘cat /proc/cpuinfo  | grep cache’ 
The command will return the cache size in 
kilobytes (KB). 

This is yet another value to be measured on 
outside of Nagios. This is a variable indicating how 
fast the CPU retrieves its recently used information.  

 

5.4. CPU load average 

For the load average on the CPU you can get the 
values from: 
‘cat /proc/loadavg’  

The 'load average' of the system has three 
indicators of work load the system has had in the 
last one, five and fifteen minutes. 

Looking at Nagios, there is a built in function 
named: ‘Check_Current_Load’ that gives us the 
desired data, in the same time specter. Since this 
function, by default, measures every one, five and 
fifteen minutes we did not have to tune it. 

 

5.5. RAM 

RAM is to be found in: 
‘cat /proc/meminfo’ together with Swap. For 
RAM the line ‘Mem:’ is followed by three integers. 
These are Total, Used and Free memory. Here one 
desires only to extract out ‘Total’ and the ‘Free’ – 
values [7]. The bus speed of the RAM is a static 
parameter and is to be stored manually.  

In Nagios we can use the function called; 
‘Check_Used_Ram_Memory’. This function also 
sends two flags, as parameters, when checking on 
the use of RAM size. The ‘-w 70%’ – parameter 

stands for warning, and is set to warn and alert the 
administrators, if the RAM memory has less than 
thirty percent free capacity. The second parameter, 
‘-c’, stands for critical, and it is set at ‘90%’. This 
means that if there is ten percent free RAM size, or 
less, Nagios will enter a critical state, setting a red 
flag on that check. These parameters can of course 
be tuned and altered to fit the specific node/server 
monitored on. When the RAM memory runs out of 
free blocks, the swap come into use (see section 
5.6). The frequency of measurements for these 
parameters is recommended to be five minutes. To 
measure too often on this parameter would give 
unnecessary overhead. On the other hand 
measuring too seldom, may cause the RAM to 
reach a critical level. The bus value of the RAM is 
a static value to be manually stored in the database. 

 

5.6. Swap 

Swap size and its load is also to be found in:  
‘cat /proc/meminfo’ – on the line starting 
with ‘Swap:’ which can be extracted as explained 
earlier. 

Nagios does this by using its function called; 
Check_Swap. This function also lives by the rules 
of the flags as described above. This parameters, is 
like the RAM, checked on every five minutes. 

 

5.7. Hard drive 

To find hard drive size and used/available space 
you can use the ‘df’–tool [11]. ‘df’ tells you how 
much free disk space, that is available, for each 
mounted partition or disks on the system/network. 
If the command ‘df –h’ is issued in the console, 
the ‘–h’ option will output a more human readable 
output. 

Nagios solves this by its function called; 
Check_Partition. This function also uses the flags 
described above, but in addition a third parameter is 
issued in its execution. This is the path of the 
mounted drive. We have one process monitoring 
the local root partition, and therefore the ‘/’ – 
parameter is added to the function. Default 
frequency of measurement here is every five 
minutes. 

 

5.8. Licenses 

Available licenses should be measured every five 
minutes. To find out how many licenses we have at 
our disposal, we extract the information we want 
from each applications folder, on the license server, 
which contains a file called «licenses.dat» Here we 
can count the number of instances of every license. 
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As a parameter in the file we also find a timestamp, 
which tells us when the licenses are bound to expire 
[13]. To check on this and send alerts is a task for 
the person in charge of availability. 

 

5.9. Bandwidth 

We could measure the traffic on each of the ports 
on the switches to calculate the used bandwidth 
[14]. Here in Figure 2 we have an example showing 
the load on four different ports, during a running 
calculation job. 

 

 
 
Figure 2: Measured traffic, every five minutes. 
 

5.10. Load on switches 

To monitor the load of the switches, we use 
Nagios own SNMP function called 
‘Check_cisco_loadavg’. This function shows the 
load average over the last five minutes. Like other 
memory and load average checks this function 
warns and alert on critical values. 

 

5.11. Memory on switches 

The memory status on the switches is also given 
to us through a Nagios SNMP function, called 
‘Check_cisco_mem’. This function returns three 
numbers. These are 1) Total memory on switch, 2) 
Used memory, and 3) Free memory. This function 
also alerts on given values. 

 

5.12. Number of nodes 

Nodes and switches must manually be configured 
in the configuration file. The creation of a template 
is advisable. This way one can, in a rapid way, 
easily create all the hosts with its belonging 
parameters. The queuing system will be in charge 
of telling the computational engineers whether a 
node is free to use or not. 

 

6. Implementation issues 

We assume that our application, Nagios, gives us 
data and values that are valid. In other words; we 
presuppose validity in the application. How often 
we should measure is a question of reliability. How 
large is the error margin when measuring with 
different time intervals? (See Section 7 for a 
discussion on this topic.) 

The way we see it, there are at least two kinds of 
errors and faults we could encounter. These are that 
we actually could end up with the wrong numbers, 
or that we have incorrect measurements. 

 

6.1. Test environment 

We were given our own test environment to 
conduct our desired tests. All these computers were 
installed with the companies default ghost image, 
and we were given root access to these computers. 
There were several applications and self developed 
scripts we tried out in our test environment.  

The test environment (see Figure 3) consisted of 
3 nodes and 2 servers. This little cluster was 
connected to the network as a whole. This way we 
could measure and test in a genuine environment, 
and get realistic data. The point of this practical 
work was to test and prove that the parameters 
could be gathered from a live system. 

 
 

 
 

Figure 3: Topology of test environment. 
 
For the company to perform and run their 

advanced calculations, the local IT-department, 
makes three calculation clusters available. These 
clusters are UNIX and Linux-based clusters 
consisting of almost two hundred computers.  

One of the clusters at our company is a group of 
Beowulf computers [23]. They consist of “low end” 
Commercial Off-the-shelf (COTS) computers. The 
computers are of the Dell [21] brand and their 
specifications are: Dell Optiplex GX620, Pentium 
® 4, 3.4 GHz multi threading CPU, with 1 GByte 
Random Access Memory (RAM) and a 74 GByte 
SATA hard drive. 

The other clusters consist of four “high end” 
Itanium 2 computers with two processors each, and 
an Opteron cluster. For all desired tasks to be 
supported they also use different servers to support: 
license-services [13], DNS-services [14], NIS-
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services [25], application-services, authentication-
servers and storage-services [25]. The operating 
system of choice for the Linux Beowulf cluster is 
Redhat Enterprise 3 [22]. 

Architecture – certain applications can only run 
on given servers. This is because certain 
applications are only compiled for a specific 
environment. This can for instance be 32bit 
architecture or 64bit architecture. The entire 
hardware in the Beowulf cluster consists of 64bit 
components. 

The nodes and the servers do of course not have 
the same criterias, and this must be taken into 
consideration. 

To measure a disk looking at its disk space, 
search speed, write speed, cache and so on, one 
should end up with a grading, telling us how 
“good” the disk is. Whether it is a SCSI, S-ATA or 
IDE –disk. The disks will also have different kinds 
of file systems, partitioning and structure. This is of 
course a whole project in itself, and will not be 
done in this project. But there should be performed 
some kind of benchmarking on the disks. 

Looking at CPUs and just their FLOPS or MHz is 
not enough either. Like disks, one must also take 
into consideration the CPUs cache, and its 
architecture.  

Which computers can run which applications? 
Some applications are only compiled for running on 
given platforms, with special kind of hardware 
(CPU, disks, more RAM, and so on). 

Looking at the needs of the network today, and 
thinking of the needs for the future, we decided to 
store information and logs, to be used for creating 
statistics showing trends. As a theoretical example, 
we can take the disk space. If for instance hard disk 
space/storage needs increase linearly by 0,5% per 
day, one could estimate that one will need to install 
more capacity, or a larger disk, on the nodes/servers 
in an approximate of six months. By this time the 
disk capacity would then be approximately ninety 
percent full. 

 

7. Result and discussion 

 
How often one should measure the parameters is 

a very interesting, difficult and important thing to 
look at. Another way to say it; How seldom can we 
allow ourselves to measure the parameters? 

If there is a high priority job to be deployed 
through the queuing system, it would be able to 
look at which switch, and its port, that is available. 
Is the port experiencing low or little load? Then the 
computational engineer could deploy the job under 
which switch and port that would give the best 
performance. 

As an example we will look at the different 
results we got from pulling data from the switches 
every one, five, ten, fifteen and twenty minutes. Is 

there any disparity, of significance, if we measure 
every one minute or every twenty minutes? We 
want to be able to measure as seldom as possible, 
but still maintain the validity of the results. This is 
because, as earlier mentioned, we want to fulfill the 
criteria of low overhead on the network [7]. Our 
test consisted of a simple bash script, which saved 
its information in text files. The test itself was 
conducted over a total duration of two hours, while 
the cluster performed calculation jobs and there was 
load to be measured, on the switches.  

As shown in Figure A, B, C, D, E, we can clearly 
see the disparity between measuring every one, 
five, ten, fifteen and twenty minutes, on the traffic 
load. We measured on four active ports and 
calculated the average load on them.  

If we look at Figure E, it looks like there is a 
maximum of 23,84Megabits per seconds (Mbps) 
and a minimum of 21,85Mbps, used bandwidth on 
the switch. This is not entirely true. Figure A shows 
that the maximum peak is at 24,20Mbps and 
minimum is at 20,56Mbps. 

The best time interval is of course every one 
minute, but to fulfill the criteria of low overhead, it 
is more advisable to measure every five minutes. 
Measuring every five minutes still maintain an 
acceptable picture of the used bandwidth. To 
measure more seldom would not give as accurate 
data.   

Calculated average time for every one minute 
interval is 22,73Mbps. While the average time for 
the five minute interval is 22,76Mbps. 

Looking at the graphical presentations in Figure 
D and E (measurements every fifteen and twenty 
minutes) the lines showing the top and bottom 
graph points disappear. This because the 
measurement interval is to seldom to show a 
realistic picture of the traffic load. 

Another example worth mentioning is looking at 
Figure E, between 20 and 60 minutes (total of forty 
minutes). This shows an average of 22,23Mbps, 
while it in reality, referring to Figure A, is 
22,93Mbps. Even though the average does not 
differ that much, Figure E does not show the top 
peaks like Figure A does, and does not give the 
correct picture of the traffic on the network. 

This method to test the parameters is also 
transferable towards our other parameters. The test 
does not only count for the bandwidth parameter, 
but can also be used to test all of the other 
consumable parameters. To actually test the other 
parameters is a case for future work. 

As an example (for Figure A-E), if we draw a 
calculated average line through the graph in Figure 
A, and draw a new line which is the best possible 
value, the difference between these two lines, called 
delta (Δ), would be very interesting to look at. This 
information is important to know, to be able to do 
improvements in the cluster. How large is Δ? The Δ 
gives uncertainty in means of resource handling. 
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Figure A, B, C, D, E: Shows average values for traffic 
on four ports on a chosen switch at given time 
intervals of one, five, ten, fifteen and twenty minutes 
respectively. 
 

The larger Δ the more difficult it becomes to 
improve performance in the cluster. We can look at 
Δ this way: 

 
If Δ = 0 ; Exact information, which enables    

optimal usage of resources, no 
uncertainty. 

0 < Δ < X  ;   5, 10% almost exact information. 
Δ = unknown ; have the value, but no idea 

whether it is good or not, 
optimization impossible 

(X should reach towards zero.) 
 

8. Conclusion 
 
Linux clustering is a more and more popular 

alternative to supercomputers. It is a more scalable 
and cost-effective solution, for companies which 
desire greater computational power. With the 
increasing number of computer clusters world wide, 
there is a need for implementing automated 
software for capacity handling. 

In this project we wanted to find out what kind of 
parameters are important for monitoring, regarding 
capacity handling. How do they come into use and 
last but not least; could they be measured? By 
implementing the Nagios application and storing all 
the desired parameters, showing statistics and 
trends, we find this goal partially accomplished. To 
manually getting hold of the rest of the static 
parameters, and storing them in a database, the list 
of parameters to measure was complete.  

The question regarding how often test and 
sampling of data should be conducted was also 
discussed. It ended up with a conclusion of that five 
minutes interval was the best suited time interval 
for the bandwidth parameter. To measure more 
often would result in undesirable overhead, and to 
measure to seldom would not give us as accurate 
data as needed. To measure every five minutes, 
fulfills the criteria we listed regarding low 
overhead, and while maintaining reliability. 

We conclude that capacity handling in Linux 
clusters can easily be achieved, by measuring the 
parameters we have chosen. 

 

9. Miscellaneous 

This paper is best read and understood if you 
have access to the other two parts of this three way 
split project. The three projects were conducted by 
three different persons handling each of their parts. 
Part one, by Björn Lindberg, is about availability 
[26] and the last part, by Morten Dalhaug, is about 
resource handling [5].
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10. Future work 

For the future it is desirable to implement a full 
scalable installation and test the monitoring system, 
working on all nodes, servers and switches. This 
way one could measure exactly how much 
bandwidth the monitoring system consumes from 
the network resources. It should also be conducted 
tests on the parameters as well, concerning how 
often one should measure on each and every single 
parameter. In other words it would be desirable to 
not only test time interval for one parameter, but for 
all the parameters time intervals. This way each and 
every parameter would be measured in a optimal 
time interval. 
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